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Abstract

There has been a growing interest in representing real-life applications with data

sets having binary-valued features. These data sets due to the advancements in

computer and data management systems consist of tens or hundreds of thousands

of features. In this dissertation, we investigate two problems in machine learning

which have been relatively less studied for high-dimensional binary data. The first

problem is to select a subset of features useful for supervised learning applications

from the entire feature set and is known as the feature selection (FS) problem.

The second problem is to compare two orderings of features induced by feature

ranking (FR) algorithms and to determine which one is better.

For the feature selection problem, we have proposed a new feature ranking measure

termed as the diff-criterion. Its distinct attribute is that it estimates the usefulness

of binary features by using their probability distributions. The diff-criterion has

been evaluated against two well-known FS algorithms with four widely used clas-

sifiers on six binary data sets on which it has achieved up to about 99% reduction

in the feature set size. To further improve the performance, we have suggested a

two-stage FS algorithm. The novelty of our two-stage algorithm is that the first

stage provides the second stage with a reduced subset without losing valuable in-

formation about the class. Two-stage feature selection used with the diff-criterion

not only significantly improves the classification accuracy but also exhibits up to

about 99% reduction in the feature set size. We have also compared our proposed

FS algorithms against the winning entries of the “Agnostic Learning versus Prior

Knowledge” challenge. The algorithms have shown results better or comparable

to the winners of the challenge.

For the problem of ranking features using FR algorithms, different FR algorithms

estimate the importance of features with respect to the class variable differently

thus generating different orderings. To determine which ordering is better, we

propose a new evaluation method termed as feature ranking evaluation strategy

(FRES). It uses the individual predictive power of features for estimating how
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correct is an ordering of features. We found that compared to Relief and mu-

tual information algorithms our proposed diff-criterion generates the most correct

orderings of binary features.
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Chapter 1

Introduction

Since his creation, man has been on the quest for learning. In the early days, the

learning problems were limited and so were the capabilities to handle them. It

was man’s insatiable thirst for learning, which led him to understand the natural

phenomena around him. He used to learn from his surroundings. When he felt

cold, he discovered fire. He invented wheel while finding a relatively easy solution

to carry goods from one place to another. The learning model was naive. He used

to seek the features with which the phenomenon under consideration could be

described and further used to compare it with known objects or phenomena. The

thirst for learning, in those early days, could be described with the quotation of the

well-known 5th century Chinese philosopher, Lao-Tse (also known as Lao-tzu) [94]:

“If you tell me, I will listen. If you show me, I will see. But if you let me

experience, I will learn.”

As time was passing, both the learning problems and the mechanisms for learning

were growing. Galileo also called the “father of science” [154] is considered to

be the one who introduced a regular mechanism for experimentation in the 16th

century [1]. Yet the problems that were posed were relatively simple and small

in scope and were mainly related to various natural and social phenomena. The

journey of learning from data was continuing. Researchers and scientists were

developing sophisticated methods for data analysis. The field of statistics emerged

around the 18th century, which allowed researchers to extract important patterns

and trends from the data, and thus to make sense of it. Data were formally

used to model the physical systems and were collected and analyzed manually.

However, the problems were still not very complex and were mainly coming from

the agricultural and industrial fields.

1
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In the 1970’s, the learning arena was revolutionized with the arrival of the most

significant achievement of modern days, the computer, on the data analysis scene.

Since then, many areas of science, finance and industry have undergone a tremen-

dous change. Researchers have made considerable efforts in establishing methods

to automatically analyze and process the data. In this regard, various interrelated

disciplines such as machine learning, signal processing, artificial intelligence, data-

mining and pattern recognition have emerged and have improved man’s learning

skills. It’s now possible to analyze data with complex structures and to handle

learning problems, which are more demanding and complicated than ever before.

Some examples are: predicting the stock prices at a future date, recognizing spoken

words, driving an autonomous vehicle etc [103].

Today, physical systems are scientifically and empirically investigated by following

three steps [84, 87]:

• Data collection

• Model Building

• Prediction or Knowledge discovery

Depending on the collected data, learning problems can be broadly categorized

into two groups [15, 41, 67]. One situation is that the data has been observed with

the outcome measurement, also known as the label, target or class variable. As an

example, the data derived from observations (like diet and clinical measurements)

of patients, each tagged with an outcome measurement (like heart attack/no heart

attack). Generally, the model building phase extracts information from the data

to characterize the process. In this case, it is guided by the outcome variable. This

kind of learning is termed as supervised learning and the learnt model is termed

as a classifier or learner. This model can then be used in predicting whether or

not new unseen patients will suffer from heart attack. The workflow of supervised

learning is shown in Figure 1.1(a). In the other situation, the data observations

for some reason do not have an associated outcome variable. This kind of learning

is called unsupervised learning and normally regularities are discovered by group-

ing the observations in the model building phase. This helps in understanding

the underlying process that will generate the unseen data. For an example, the

discovery of regularities in the atomic spectra helped in developing the field of

quantum physics [15]. The unsupervised learning workflow is depicted in Fig-

ure 1.1(b). In real-life situations, data are collected in the raw form such as text

documents, images etc. We have to prepare the data before the model can be
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(a) Supervised Learning

Training Data
such as Text
Documents,
Images etc

Feature Vectors

Build Model
with Unsuper-
vised Learning
Algorithm

Model

Test (unseen)
Data such as
Text Docu-
ments, Images
etc

Feature Vectors
Cluster
Information

(b) Unsupervised Learning

Figure 1.1: Two well-known learning paradigms.

built. Preprocessing transformations may include normalization, standardization

etc [59]. The preprocessed data are represented by vectors and are termed as the

training set. The vectors are named observations, instances, patterns, examples or

samples. These terms are used interchangeably in the literature. Each observation

is represented by a set of variables, called features. The data learning community

also uses attributes and variables in place of features. The new unseen observa-

tions comprise the test set and are used to test the accuracy of the learnt model.

In this dissertation, we mainly focus on supervised learning or classification tasks

unless stated otherwise.

Although science and technology have seen tremendous advancements over the
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years, however, we are confronted with a dilemma. Our approach towards mod-

eling physical systems has changed. We presume that the more the information

available related to a process, the better. The rationale behind this thinking in-

cludes easier and faster data collection, higher capacity of data storage at cheaper

rates and faster communication. We daily encounter a large amount of informa-

tion in the marketing, scientific, financial, medical, demographic fields. However,

our ability to acquire data has outstripped our analytical ability [84]. Data may

consist of thousands of observations where each instance may be represented by

tens or hundreds of thousands of features. The number of instances and the num-

ber of features determine the size and the dimension of a data set. Data sets

such as NOVA [62], a text classification data set, consisting of 16,969 features and

19,466 instances and DOROTHEA [113], a data set used for drug discovery, con-

sisting of 100,000 features and 1,950 instances are not too uncommon these days.

Learning from high-dimensional data has become a challenge for researchers and

scientists working in diverse application domains such as engineering (robotics),

pattern recognition (face, handwriting, speech), internet applications (anomaly de-

tection, spam detection), chemistry (chemoinformatics), and medical applications

(diagnosis, bioinformatics).

1.1 Motivations for Dimensionality Reduction

The factors that determine the performance of supervised and unsupervised learn-

ing paradigms are:

• data storage requirements

• speed of the learning algorithms

• accuracy of the learning algorithms

• data understanding

In the case of data sets with high dimensionality, performance of learning paradigms

may be at stake [59]. This has led to a solution: introduce a preprocessing stage,

before building the model, in which the dimensionality of the data should be

reduced without putting the system performance at risk. Reducing the dimen-

sionality is in the spirit of Occam’s razor [17]: shave off unnecessary explanations

for a phenomenon. In other words, we want to select that information which is

necessary and if possible sufficient for the phenomenon. Undoubtedly, one can

expect an improvement in the data storage requirement and computational com-

plexity as the dimensionality is reduced. Lesser the dimensionality of data for
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the model building phase, the more efficient the model building process. Another

obvious benefit is that the comprehensibility of the learned results is enhanced.

Some of the other motivations behind dimensionality reduction are given below.

1.1.1 Curse of Dimensionality and Empty Space

Phenomenon

In 1961, Richard Bellman described the problems faced in the analysis of high-

dimensional data [10]. He observed the fact that the number of points equals 1010

on a unit cube of 10 dimensions considering a cartesian grid of spacing 1/10 and

for a 20-dimensional cube, the number of points increases to 1020. Accordingly,

Bellman’s interpretation was that to effectively estimate the multivariate density

functions up to a given degree of accuracy, an increase in data dimensions will

lead to an exponential growth in the number of data samples. He was the first

to coin the term “curse of dimensionality” to describe the difficulties that one

can encounter while dealing with high-dimensional data. Later in 1983, Scott

and Thompson found that high-dimensional data spaces are inherently sparse and

termed this fact as the empty space phenomenon [137]. They held it to be respon-

sible for the issue of “curse of dimensionality”. In continuation with his studies,

Scott presented illustrations in [136] to further elaborate the surprising behavior

of data in high dimensions. Jimenez and Landgrebe also investigated the unusual

characteristics of high-dimensional data for supervised classification problems [74].

With illustrations, it was shown that higher dimensional space is geometrically,

statistically, and asymptotically quite different from the 3-D space. An important

conclusion was drawn: high-dimensional data spaces can be transformed to lower

dimensions without losing too much information about the classes.

1.1.2 The Peaking Phenomenon

Ruadys and Jain [125] studied the interrelationship between training sample size,

dimensionality and classifier complexity. They found that for a given sample size,

the accuracy of a classifier first increases with an increase in the number of features,

peaks to an optimum value and then starts decreasing, if any more features are

added. This phenomenon, related to the curse of dimensionality, leads to the

“peaking phenomenon” in the classifier design. The degradation in the classifier’s

performance is attributed to the small size of the training set in relation to the

number of features. The practical implication of this peaking phenomenon is that

one should try to reduce the dimensionality when confronted with a small training

set. Ruadys and Jain suggested that as the complexity of a classifier increases, the

ratio of sample size to dimensionality should also be increased in order to avoid
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the peaking phenomenon.

1.1.3 Irrelevant and Redundant Features

One may intuitively assume that having higher dimensionality (or more number of

features) will lead to greater discriminative power and hence, more accurate clas-

sifiers [41]. However, this is not always true in practical experience because not

all the features present in a data set will help in predicting the classes. As John et

al. [76] point out, features can be classified into three disjoint categories: strongly

relevant, weakly relevant and irrelevant. A strongly relevant feature is indispens-

able in the sense that its removal will result in deterioration of the prediction

accuracy. Weakly relevant features can sometimes contribute to predicting accu-

rately. A feature is irrelevant if it’s neither strongly relevant nor weakly relevant.

Here we would like to comment that in addition to these definitions, relevance

of features has been defined by other researchers. In [9], Bell and Wang provide

a survey on relevance and its application to feature selection. Another type of

features are what are known as redundant features [86, 160]. Two features are

redundant to each other if they completely depend upon each other (or one can

be determined from the other). Redundancy among the features is also very com-

mon [161]. The presence of irrelevant and redundant features not only slows down

the learning algorithm but also confuses it by causing it to over-fit the training

data [86]. Hence, eliminating irrelevant and redundant features makes the clas-

sifier’s design simple, improves its prediction performance and its computational

efficiency [34, 55].

1.2 Techniques for Dimensionality Reduction

The motivations mentioned above have inspired researchers to work on developing

techniques for reducing dimensionality of data. The algorithms that have been

developed in this regard can be categorized into two broad groups.

1.2.1 Feature Selection Algorithms

The algorithms that select, from the original feature set, a subset of features, which

are highly effective in predicting the class variable, are categorized as feature se-

lection (FS) methods. FS methods don’t alter the original meaning of features

when reducing the dimensionality of data. This makes feature selection popular in

interdisciplinary collaborations. Based on the search strategy, we can categorize

FS algorithms into two groups, namely, feature ranking (FR) and feature subset

(FSS) algorithms. The FR methods do not explicitly indulge themselves in the
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search for an optimal subset as opposed to the FSS methods. Another differ-

ence between the two is that the FR algorithms normally assess the usefulness

of features individually whereas FSS methods evaluate feature subsets. The ab-

sence of a search strategy and assessing features individually make FR methods

computationally more efficient as compared to their counterparts. Relief [82] is a

popular FR method that filters out irrelevant features using the nearest neighbor

approach. A well-known FSS method is the Koller and Sahami’s Markov Blan-

ket filter (MBF) [86], which uses concepts of Information theory to select useful

features. FS algorithms developed in the literature along with their related issues

are discussed in detail in Chapter 2.

1.2.2 Feature Extraction Algorithms

The algorithms that create a new set of features from the original features, through

the application of some transformation or combination of original features are

termed as feature extraction (FE) methods. Thus, the originality of features is

not preserved during dimensionality reduction. Among them, principal compo-

nent analysis (PCA) and linear discriminant analysis (LDA) are the two well-

known linear algorithms, which are widely used because of their simplicity and

effectiveness [41]. Non-linear FE algorithms include Isomap [144] and locally lin-

ear embedding (LLE) [135]. Interested readers are referred to [93] for non-linear

dimensionality reduction methods and [150] for a comparative review of FE meth-

ods.

There has been some work done that compares FS and FE methods. For example,

Hall and Holmes [65] compare PCA, a widely used FE algorithm against Relief

and mutual information, two well-known FS algorithms. Their experiments show

that PCA performs quite poorly for the data sets used. Similarly, [71] provides a

comparison of FS and FE algorithms. In this dissertation, we focus mainly on the

feature selection problem for classification applications.

1.3 Research Contributions

During the past decade, binary data sets have gained huge popularity. Among

several other motivations, one main advantage is: binary-valued variables are easily

collected in real-life. This makes representation of practical problems in the form

of data simple and easy. In applications of machine learning, data mining, pattern

recognition and other fields, binary data are being commonly used. However,

one will find that researchers in the field of feature selection have been working

extensively on classification tasks modeled by non-binary data. Limited literature
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can be found related to the selection of useful features from binary data. Our

research focuses on classification applications where the data are represented with

binary features. In this regard, we concentrate on developing efficient and effective

feature selection algorithms for binary data and especially binary data with high-

dimensionality.

The main contributions of this dissertation are:

1. We propose a new feature ranking or weighting measure termed as the diff-

criterion that is suitable for binary data. The diff-criterion is based on the

distance between the class-conditional probabilities. With the help of a the-

oretical analysis, it is demonstrated how the diff-criterion is different from

the max-criterion, a ranking criterion that has shown good performance in

the “Agnostic Learning versus Prior Knowledge” challenge [62] and mutual

information, a widely used ranking criterion. The rankings generated by the

diff-criterion are found to be superior to those of the max-criterion and better

or comparable to those of mutual information. Moreover, the diff-criterion is

found to be computationally less expensive. We investigate the diff-criterion

performance from two different angles, namely: feature reduction and classi-

fication improvement capability. In the first part of evaluation, experiments

are carried out against mutual information and Relief. Six data sets possess-

ing different characteristics are employed with four different but widely used

classifiers. Data sets with number of features ranging from 11 to 100,000 are

used. Additionally, the data sets are different in terms of sparsity and also

have different values for the ratio between number of instances and number

of features. Our results indicate that the diff-criterion performs either bet-

ter than mutual information or comparable to it and outperforms Relief. To

test the classification performance of our algorithm, we test it against the

top three entries of the “Agnostic learning vs. Prior Knowledge” challenge

and find that it outperforms the winning entrants. Part of this work appears

in [72, 73].

2. All the feature ranking algorithms proposed in the literature face a serious

problem: how to decide the number of features in the final subset. Con-

ventionally, input from the user is required. However, this may result in a

non-optimal (either small or large) subset of features. To minimize the im-

pact of user dependency on the final subset, we propose a new feature ranking

algorithm termed as the class-dependent density-based feature elimination

(CDFE). It generates nested subsets by progressively eliminating features
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of decreasing importance. Each feature subset thus generated is evaluated

with the help of a classifier. The final subset can be chosen from the plot

drawn between the classification performance and the size of the nested sub-

sets. Features of either the subset with optimal classification or the one

which has the classification performance same as that of the entire feature

set are selected in the final subset. This depends upon the requirement of

the application used. This strategy thus reduces the user dependency and

is computational feasible, as illustrated by our experimental results. CDFE

can use any feature weighting measure like the diff-criterion to select useful

features. Part of this work appears in [72].

3. In research that has been done for investigating feature selection algorithms

on high-dimensional data sets, either only a fixed number of the top ranked

features are evaluated [26, 116] or data sets with not too many features are

tested [14, 159]. Results obtained with the former strategy cannot be con-

sidered to follow the same pattern for the subsets generated over the leftover

features. Using the latter strategy gives no clear idea about the scalability

of the feature selection algorithms. Hence, this kind of experimentation can

be misleading for high-dimensional data. The proposed CDFE algorithm

also addresses this issue by scanning nested subsets over the entire range of

features of high-dimensional data sets without running into computational

problems. The comprehensibility of the results is enhanced by using the

CDFE approach.

4. For a given data set, feature ranking algorithms available in the literature

generate different ranked lists of features. This implies that the feature rank-

ing algorithms estimate the feature-to-class relationship differently. Thus a

question is raised: which feature ranking criteria orders the features most

correctly when their true relevance is not known? This is termed as the cor-

rectness problem and is a special case of variables ordering. To answer this

question, a mechanism with which the rankings can be evaluated for correct-

ness is needed. In the literature, one can find little work done for measuring

the “correctness” of feature rankings as the research has been focused mainly

on evaluating feature ranking algorithms for the feature selection problem.

We have proposed a new evaluation method, named as, feature ranking eval-

uation strategy (FRES) for binary data sets. FRES provides a platform with

which one can measure how correctly a ranking criterion has positioned the

features in its ranking. With the help of theoretical and empirical analyses,

it is shown that the working of FRES is independent of the classifier used for
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measuring the predictive power of binary features. To investigate the cor-

rectness problem with FRES, experiments are performed on five artificially

generated and five real-life binary data sets. We also show how the feature

selection behavior of feature ranking algorithms can be examined using the

correctness of the rankings.

5. For high-dimensional data sets, feature ranking algorithms are highly attrac-

tive because of their simplicity and efficiency. However, designing classifiers

with the top ranked features of a ranking criterion does not result in optimal

classification results. The reason for this is that these methods do not con-

sider redundancies among the features. This issue is addressed by feature

subset selection algorithms. However, FSS methods become computation-

ally inefficient on high-dimensional data. To make feature selection effective

and efficient for high-dimensional data sets, we suggest performing feature

selection in two stages. In this respect, a feature ranking algorithm is intro-

duced as a preprocessor to a feature subset selection algorithm. The idea of

a two-stage algorithm is not new. The first stage provides the second stage

with a reduced subset, thus making the FSS stage computationally tractable.

However, two-stage algorithms have been criticized for losing valuable infor-

mation in the first stage. We address this issue and ensure that the first

stage of our two-stage algorithm provides the second stage feature selection

algorithm with a reduced subset containing high information content. For

this purpose, the subset with the best classification performance is obtained

from the CDFE curve in the first stage. Experiments are carried out on

four data sets with number of features ranging from 970 to 100,000. Four

classifiers are used to evaluate the effectiveness of the two-stage algorithm.

Our results indicate that using CDFE as a preprocessor before a FSS al-

gorithm not only improves the classification performance but also enhances

its dimensionality reduction capability. Furthermore, the classification per-

formance of the two-stage algorithm is investigated against the top three

entries of the “Agnostic learning vs. Prior Knowledge” challenge. We find

that the two-stage algorithm results in lower error values on the test sets as

compared to the winning entries. Part of this work appears in [72].

1.4 Organization of this Dissertation

In this chapter, we have provided an introduction to our work and have outlined

our main research contributions. The rest of the dissertation is organized as fol-

lows:
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Chapter 2 provides an understanding of the feature selection problem. We look

at the procedural steps that are carried out in order to select the subset of fea-

tures most useful for a classification task. The various types of feature selection

algorithms are discussed. It also presents a survey of the existing feature selection

algorithms. Towards the end of the chapter, we discuss various issues related to

feature selection.

Chapter 3 describes our proposed feature ranking measure the diff-criterion that

is particularly suitable for binary data sets. We theoretically compare its work-

ing against well-known measures. Also, the time complexities are compared. We

also describe in detail the working of our FR algorithm called class-dependent

density-based feature elimination (CDFE). In the experiments, effectiveness of

our proposed algorithm is compared against two well-known feature ranking al-

gorithms (Relief and mutual information) on six binary data sets having different

characteristics. Four widely used classifiers are employed for testing the perfor-

mance.

In Chapter 4, we propose a method that provides a platform for evaluating the

“correctness” of the ranking generated by a feature ranking criterion. It is termed

as feature ranking evaluation strategy (FRES). Through theoretical analysis, it is

shown that FRES is independent of the classifier used for estimating the predictive

power of individual features. The performance of the proposed FRES is tested on

five binary data sets that are artificially generated and five data sets that are used

to model real-life problems. We also present how the feature selection process of

a feature ranking algorithm can be explained using the correctness of its ranking.

Chapter 5 presents our proposed two-stage feature selection algorithm that is

particularly used for high-dimensional binary data sets. The major concern of a

two-stage algorithm is that it should not lose too much information in the first

stage. The design of the newly proposed two-stage algorithm takes this matter

into account. We discuss the working of the two stages in detail. Experiments are

carried out on four data sets having different characteristics.

Chapter 6 concludes our research work and also provides directions for future work.

In Appendix A, we describe the data sets used in our experiments. Six data sets

belonging to different application domains and having different characteristics have

been used for our experiments.

Appendix B describes the experimental setup used for testing our algorithms. We

discuss the performance evaluation measure and also briefly discuss the classifiers

used in our work.
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1.5 Notations Used

In our research work, we consider data sets that model classification problems

with binary vectors having negative and positive (or binary) outcomes for some

phenomenon. The following notations are used throughout this dissertation. A

labeled data set is represented as D = {xt, Ct}Nt=1, where N is the number of

instances and M is the number of features. The tth instance is xt ∈ RM . The set

comprising all the features is denoted by F = {F1, F2, . . . , FM}. In other words,

each instance vector x is an M -dimensional vector and we denote the assignment

of features to the tth instance by xt = {f t
1, f

t
2, . . . , f

t
M}. The class variable of

instance t is denoted by Ct and can be assigned a value from the L possible values

of the class C variable. In this dissertation, our focus is on two-class classification

problems, i.e, C will have two possible values denoted by C1 and C2. Further,

G denotes the subset consisting of minimum number of features and having the

same performance in terms of classification accuracy or error as that of F . |G| is
used to indicate the cardinality of G and analogously for any set. Thus |F| = M .

The weight assigned to the ith feature is denoted by Wi and thus a weight vector

is represented by W.



Chapter 2

Feature Selection

Feature selection is frequently used as a preprocessing step before the analysis of

data. The aim of feature selection is to extract those features of data representing

some phenomenon, which are necessary and possibly sufficient understanding that

phenomenon. In other words, the dimensionality of data is reduced by removing

irrelevant and redundant information present in the data. There are several ad-

vantages of feature selection. Some are general and others are specific to learning

problems. Generally, it makes data analysis simpler and computationally more

efficient. Feature selection emerged in the 1970s when data sets were represented

by a few tens of variables [34]. Since then, it has been a fertile field of research

and communities of machine learning [6], data mining [66], pattern recognition [70]

and many other fields have extensively worked on it. One reason for this major

interest is that it has proven to be effective in enhancing comprehensibility of the

learned results [59]. These days, it is commonly employed in many fields including

bio-informatics [133], text processing [45, 158], speech recognition [151], anomaly

detection [107], customer relationship management [111] and image retrieval [126].

However, this area is constantly challenged by the problems that science and in-

dustry bring to its door. In recent years, advancements in technology have allowed

us to effectively represent an application domain with increasingly large data sets.

These enormous data sets can degrade our learning capabilities to a great extent,

if not dealt with properly. Therefore, feature selection has become mandatory in

many application fields and the algorithms for it have to be designed keeping in

view the challenges of high-dimensional data.

This chapter provides an overview of the feature selection problem and the tech-

niques proposed in the literature for its solution. Towards the end of the chapter,

we discuss various issues related to feature selection that are relatively less studied.

13
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The organization of this chapter is as follows. Section 2.1 describes the types of

feature selection algorithms for learning problems. In Section 2.2, the stages which

a feature selection algorithm goes through are discussed. Section 2.3 describes the

various categories of feature selection algorithms and provides a brief overview of

the well-known techniques that have been developed in the literature. Next, we

present some of the less-studied issues of feature selection in Section 2.4. Section

2.5 provides a summary of the chapter.

2.1 Feature Selection and Learning Problems

As mentioned in Chapter 1, learning problems are of two types, namely, unsuper-

vised and supervised. Feature selection algorithms are also of two types: unsu-

pervised and supervised. In either case, feature selection searches for an optimal

subset of m features from the original set of M features with the following objec-

tives in mind [55, 133]:

• to improve the effectiveness of the model; in case of an unsupervised learning

environment, this means better cluster detection and for supervised learning,

it is an improvement in the classification performance

• to build computationally efficient models

• to gain better understanding of the process that generated the data

2.1.1 Unsupervised Feature Selection

In unsupervised problems, the data is unlabeled, i.e., an observation is measured

with no associated outcome. Clustering is an important and well-known technique

used in unsupervised situations [6]. Typically, an unsupervised feature selection

algorithm selects the useful feature subset while clustering is being performed. For

further discussion, interested readers may refer to [68, 104].

2.1.2 Supervised Feature Selection

Supervised feature selection algorithms are designed for supervised or classifica-

tion problems where the class labels are known beforehand. In this context, the

feature selection problem is to find a subset of m features from the entire set of M

features with the smallest classification error [85] or at least without a significant

degradation in the performance [119]. Here, the most relevant feature will contain

the highest information about the class variable and an irrelevant feature will not

affect the class label in any way. A redundant feature will not provide anything
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new to the class variable. In practice, the presence of irrelevant and redundant

features hamper data understanding, the speed and the predication performance

of a learning algorithm. Hence, such features have to be eliminated from the data.

2.2 Stages in Feature Selection

Generally speaking, the feature selection1 process may consist of four basic steps,

namely, subset generation, subset evaluation, stopping criterion and result valida-

tion [34].

2.2.1 Feature Subset Generation

In the first step, the feature space is searched according to a search strategy, which

defines the order in which subsets are generated. A straightforward solution is to

generate all 2M−1 possible subsets and choose the subset optimal for classification.

However, this kind of exhaustive search is computationally expensive for even

moderate values of M . In case, we know in advance that exactly m out of M

features are needed, then we have to go through only
(
M
m

)
possible subsets of size

m. Even then, this kind of search will cause computational problems for most

values of m. Therefore, alternative search strategies have to be designed.

In implementing a search strategy, two issues have to be addressed. First of all,

the starting point has to be decided. The search can begin with an empty set,

which is then successively built up. This is termed as forward selection. On the

other hand, we can start with the entire feature set and then successively eliminate

features. This strategy is called backward elimination. The second issue is the

working mechanism of the search strategy, i.e., how the search will proceed further

once the first subset has been generated. Different search strategies have been

devised as an alternate to exhaustive search. Examples include sequential search,

complete search and random search [70, 96]. The feature space in sequential search

is explored by adding or removing features one (or a fixed number greater than

1) at a time. Sequential backward selection (SBS) [100] and sequential forward

selection (SFS) [156] are widely known because of their simplicity and relatively

low computational cost. In complete search, the order of search space is O(2M)

but in practice a smaller number of subsets are generated. Branch and bound [108]

implements the complete search strategy but requires the evaluation function to

be monotonic. In random search, we start with a randomly selected subset and

the subsequent subsets are generated in a complete random fashion. A well-known

extension to sequential search are the floating search strategies [119, 141] in which

1This dissertation focuses on supervised feature selection. So, here onwards, by feature selec-
tion we mean supervised feature selection.
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a dynamically changing number of features are added or eliminated at each step.

The rationale behind this strategy is that a feature that is just added to the

final subset may render an already selected feature useless and a feature just

eliminated may become useful at a later stage. Search strategies are discussed in

detail in [122].

2.2.2 Feature Subset Evaluation

The usefulness of subsets generated in the first step is assessed by an evaluation

criterion. Evaluation criteria can be broadly categorized into two groups, namely,

independent criteria and dependent criteria. In the former category, subset eval-

uation does not depend upon classifier feedback. The goodness of a subset is

measured directly from the intrinsic properties of the data using some function.

Independent criteria are termed as filters in the literature. For the dependent

criteria, a classifier’s performance is used for evaluating the subsets and hence,

the classifier guides subset generation strategy. Methods employing this kind of

criteria are known as wrappers. Both filters and wrappers are further discussed in

Section 2.3.2.

2.2.3 Stopping Criterion

The third step of a feature selection process is based on a stopping criterion, which

ends the further generation and evaluation of subsets. Two commonly employed

criteria for bringing the feature selection process to a halt are:

1. When a certain condition is met. For example, a subset with a specified

number of features is selected or the algorithm has been executed for a

specified number of iterations.

2. If subsequently adding or deleting a feature(s) does not generate a subset

with better classification performance.

2.2.4 Result Validation

The final subset selected by a feature selection algorithm is evaluated in this step.

With artificial data, we have prior knowledge about the relevant, irrelevant and

redundant features and hence can compare the subset of selected features against

the known best feature set. However, in real-world applications where knowledge

about the relevance is missing, result validation becomes an issue. Little work

has been done in evaluating feature selection algorithms and researchers content

themselves by comparing the classification accuracy of a classifier on the entire
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feature set against that of the selected feature subset. We will further look at the

work done for the feature selection evaluation in Section 2.4.

2.3 Categories of Feature Selection Algorithms

The wealth of research work that has been done in the literature for feature se-

lection can be broadly categorized into feature ranking (FR) and feature subset

selection (FSS) algorithms [16, 55].

2.3.1 Feature Ranking Algorithms

A feature ranking algorithm, also known as a feature weighting scheme, typically

assigns a weight or score to each feature by assessing it individually according

to some criterion such as the degree of relevance to the class variable. Features

are then sorted according to their weights typically in descending order. The

simplicity, computational time efficiency and scalability to large data sets of feature

ranking algorithms have made them highly popular in various application domains

including microarray analysis [50] and text-categorization [45]. Currently they are

in use for the following purposes.

Feature Selection – Whenever there is a time or computational constraint, fea-

ture ranking algorithms are best suited for feature selection as they do not

indulge themselves in the explicit search of the smallest optimal set. They

output a subset by selecting a fixed number of the top ranked features or al-

ternatively, by using a threshold value provided by the user to retain/discard

features.

Selection of Top Ranked Features – In Biology and Medicine related fields,

the identification of discriminant features is of fundamental importance. For

example, the examination of top ranked genes has confirmed recent discov-

eries in cancer research by validating the results obtained by bio-domain

experts in the laboratories [133].

Initial Pruning – In applications such as text-categorization, where the num-

ber of features is of the order of tens or hundreds of thousands, a feature

ranking algorithm can act as a filter to bring this number down to a few

thousand [142]. In case of such high-dimensional data, feature selection is

preferably performed in two stages. The initial pruning performed by a fea-

ture ranking algorithm in the first stage helps in improving the performance

of multivariate methods used in the second stage [55].
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A number of feature ranking algorithms have been developed in various domains

and can be categorized into three different groups [40]: correlation-based, infor-

mation theory-based and probabilistic distance-based ranking algorithms. Next

we discuss some of the well-known feature ranking measures. A summary of these

measures is provided in Table 2.1.

2.3.1.1 Ranking Based on Correlation Measures

There are a number of correlation based ranking measures proposed in the lit-

erature. In this regard, the Pearson’s correlation coefficient is the most popular

measure and is used to estimate the linear relationship between two variables. It

is given by

W (Fi, C)pear =
E(FiC)− E(Fi)E(C)√

σ2(Fi)σ2(C)
(2.1)

where E measures the expected value of a variable(s) and σ2 measures its variance.

When Fi and C are linearly dependent, W (Fi, C)pear is equal to ± 1 and when

they are completely uncorrelated, W (Fi, C)pear becomes 0. A ranking algorithm

based on Pearson’s correlation coefficient assesses the importance of a feature with

the help of Equation 2.1 and assigns it a weight accordingly.

Another well-known ranking algorithm in this group is Kira and Rendell’s ‘Relief’

algorithm [82]. The relevance of features is assessed in the context of their nearest

neighbors, which makes Relief a multivariate algorithm. The weight assigned to

the ith feature, Fi is determined as

W (Fi, C)relief = W (Fi)relief − differ(Fi, Fis)
2 + differ(Fi, Fid)

2 (2.2)

where Fi is the ith feature of the randomly selected instance (say x), Fis is its

value in the instance nearest to x from the same class and Fid is its value in the

instance nearest to x from the other class. The differ function subtracts the two

feature values. A feature is important if W (Fi, C)relief is large. One can note that

Relief puts a restriction on the values of C, i.e., it works for two-class problems.

Chi-Squared or X 2 statistics [95] is a widely used measure in text classification

tasks [158] to assess the lack of independence between a term and a category in

particular and two variables in general. For the ith feature, it is given by

W (Fi, C)X 2 =
∑
C

∑
Fi

(p(C,Fi)− p(Fi)× p(C))2

p(Fi)× p(C)
(2.3)
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A large value of W (Fi, C)X 2 indicates a strong relationship between Fi and C.

The commonly known t-statistics is based on the separation of the two class means

and is given by

W (Fi, C)t =
µi(C1)− µi(C2)√

σ2
i (C1)

NC1
+

σ2
i (C2)

NC2

(2.4)

where µi and σi are the mean and standard deviation of the feature values of Fi

for the class C1 or C2. The number of instances in class C1 and C2 are denoted

by NC1 and NC2 respectively. Golub [50] slightly modified the t-statistics for gene

ranking. Also, known as the “signal-to-noise” ratio, the association of a feature

with respect to the class is estimated as

W (Fi, C)s2n =
µi(C1)− µi(C2)

σi(C1) + σi(C2)
(2.5)

When used for assigning weights to features, absolute values of t-statistics and

signal-to-noise ratio have to be considered. From Equations 2.4 and 2.5, we observe

that they are two-class measures.

2.3.1.2 Ranking Based on Information Theory

Many measures have been suggested to estimate the information that one variable

contains about another variable. Mutual information (MI) is the most frequently

used. It is estimated by measuring the relationship between the joint distribu-

tion p(C,Fi) of two random variables C and Fi and their product distribution

p(C)p(Fi) [32] and is given by

W (Fi, C)mi = DKL

(
p(C,Fi)||p(C)p(Fi)

)
=

∑
C

∑
Fi

p(C,Fi) log2
p(C,Fi)

p(C)p(Fi)
(2.6)

where DKL represents the Kullback-Liebler divergence [89]. Although the litera-

ture uses I(Fi;C) to denote mutual information between the ith feature and class

C, however, we use W (Fi, C)mi to be consistent with our notations. The value

of W (Fi, C)mi ≥ 0 and a larger value means that a variable contains more in-

formation about the other variable. When two variables have no information in

common, W (Fi, C)mi reduces to 0. Mutual information based ranking is widely
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used in text categorization applications [42, 158] because of its simplicity.

Symmetrical uncertainty (SU) is another frequently used measure [118]. It is

particularly useful because it avoids bias towards multi-valued features [159]. The

weight assigned to the ith feature is given by

W (Fi, C)su = 2.0×
[ W (Fi, C)mi

H(Fi) +H(C)

]
(2.7)

where H denotes the entropy, which quantifies the uncertainty of a variable.

W (Fi, C)su ∈ [0, 1]. The value of W (Fi, C)su is equal to 0 when two variables

are independent of each other, while it will be equal to 1 when one variable can

completely predict the other.

Mantaras distance [36] is yet another information-theoretic measure used for rank-

ing features. It is given by

W (Fi, C)man = H(Fi|C) +H(C|Fi) (2.8)

where H(C|Fi) denotes the conditional entropy, which is a measure of the un-

certainty of a variable when the other is known. It is expressed by [32] as

H(X|Y ) = H(X,Y )−H(Y ).

2.3.1.3 Ranking Based on Distances between Probability Distributions

The distance between probability distributions can be used to estimate the de-

pendency between features and the class variable. Vajda [148] defined one such

measure which is commonly known as Vajda entropy and is given by

W (Fi, C)vajda =
∑
Fi

P (Fi)
L∑

a=1

P (Ca|Fi)(1− P (Ca|Fi)) (2.9)

where the class variable C can acquire L possible values and hence the entropy

measure works for multi-class problems.

Another criterion is the Jeffreys-Matusita distance [145], which is given by

W (Fi, C)jm =
{∫

Fi

[√
P (Fi|C1)−

√
P (Fi|C2)

]2
dFi

}1/2

(2.10)

This measure is used for image related applications [23] and works for two-class

problems.
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Chernoff [27] proposed a measure for ranking features in the two-class case and is

given by

W (Fi, C)cher = − log

∫
Fi

pα(Fi|C1)× p(1−α)(Fi|C2)dFi (2.11)

where 0 ≤ α ≤ 1. It is particularly used to express bounds on error rates. From

the above Equation, we see that Chernoff’s measure takes only two classes into

account.

Bhattacharyya distance [12] is yet another well-known measure based on proba-

bilistic distance and is given by

W (Fi, C)bc = − log

∫
Fi

√
p(Fi|C1)× p(Fi|C2)dFi (2.12)

From Equations 2.11 and 2.12, we observe that the Bhattacharyya distance can

be derived from the Chernoff measure by using α = 0.5. It can also be noted that

the Bhattacharyya distance is a two-class measure.

The two-class (or pairwise) feature ranking measures can be extended to work

for multi-class classification tasks. In this regard, one can follow the recommen-

dations of Bruzzone et al. [23], who extended the Jeffreys-Matusita distance and

Kononeneko [88], who presented an extension of the Relief measure. A yet sim-

pler solution to employ a two-class measure in multi-class situations is to take the

average over all the pairs of classes [51, 149], i.e.,

W =
L∑

a=1

L∑
b>a

p(Ca)p(Cb)Wa,b (2.13)

where Wa,b is the weight of the ith feature between two classes Ca and Cb and L

represents the total number of classes. This solution however compromises the

computational efficiency of the weight assignment procedure of a two-class feature

ranking measure.

Here, we have restricted our discussion to renowned feature ranking measures.

One may find that there are many other measures that have also been proposed in

the literature like consistency based measures [7, 35]. Next we look at some issues

related to feature ranking algorithms. These methods are primarily preferred due

to their simplicity and computational efficiency. However, one main problem with

these methods arises when they are used for building classifiers. These methods
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present the most relevant features to a classifier while ignoring the dependencies

among features. This may not produce an optimal result as it may contain re-

dundant features. In other words, selecting the m best features may not result

in the highest classification accuracy, which can be achieved with the best m fea-

tures [31]. Another issue is to decide how many features should be considered in

the final subset. In this respect, two widely used strategies are:

• A threshold value provided by the user is set on the ranking criterion. Fea-

tures having a weight greater than the threshold are retained in the final

subset while the remaining are discarded.

• A fixed number of top ranked features are retained. The number is provided

by the user.

In addition to these two methods, various other techniques have been proposed

in the literature. Azofra et al. [8] present a good study and comparison of the

existing techniques. However, a user dependent solution may seem to be a bad

idea. For example, a user provided value may result in losing valuable information

about the class, thus affecting the results adversely. We also look at this issue

and propose a solution for it in Section 3.2. The proposed method minimizes the

the user dependency by searching for the optimal solution. Masoud [99] studies

feature ranking algorithms in context of the text classification task. He identifies

and analyzes the deficiencies faced by feature ranking algorithms. In addition to

the dependency issue, he points out that feature ranking algorithms are problem-

dependent and usually fail in case of unbalanced data sets. He also suggests

solutions in order to take care of these problems.

2.3.2 Feature Subset Selection Algorithms

Unlike feature ranking methods, feature subset selection methods (FSS) “explic-

itly” search for those features, which together have good predictive power. For this

purpose, a search strategy has to be in place and we have to define an evaluation

mechanism in order to search for a good subset. On the basis of the evaluation

mechanism, feature subset selection methods can further be divided into three

broad categories: filter, wrapper and embedded methods [16, 55]. Guyon and

Elisseeff [55] make arguments in favor of the superiority of FSS algorithms over

the FR methods. With theoretical examples, they illustrate that a feature, which

is individually relevant to the class variable may become irrelevant or vice versa in

the context of other features, thus resulting in poor performance of feature ranking

algorithms.
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2.3.2.1 Filter Methods

The filter model selects a subset of most useful features as a stand alone task

independent of the learning algorithm. In other words, feature selection acts as a

preprocessing step to a learning algorithm. The search for a good subset is made

via some measure based on the general characteristics of the data. Now, we briefly

explain some well-known filter methods.

Hall [64] proposed a correlation based filter termed as correlation-based feature

selection (CFS). The novelty of the method is that CFS assigns weights to fea-

ture subsets, i.e., it evaluates and ranks subsets of features rather than assessing

features individually. A subset U containing u features will be assigned a weight

that takes into account the usefulness of individual features for predicting the class

along with the level of intercorrelations among the u features.The weight assigned

to the subset U by CFS is given as

W (U)cfs =
u× rcf√

u+ u(u− 1)rff
(2.14)

where rcf denotes the average feature-class correlation, and rff is the average

feature-feature intercorrelation. These correlations are estimated using symmetri-

cal uncertainty given by Equation 2.7. A high weight will be assigned to a subset

containing features which are highly relevant for the class and have low interaction

with each other. The best first search strategy was used for generating candidate

subsets.

In [159], Yu and Liu suggested a filter that looks for dependencies among fea-

tures of a ranked list with less than quadratic time complexity. They named

their algorithm fast correlation-based filter (FCBF), which uses the symmetrical

uncertainty measure given by Equation 2.7 to estimate the feature-to-class and

feature-to-feature correlations. First, like any feature ranking algorithm, FCBF

assesses the usefulness of the features individually with the class and assigns

weights to them accordingly. Features with a weight less than a user-provided

threshold are discarded. Next, the reduced set of relevant features are checked for

redundancies. A feature Fi in the ordered list is discarded if its correlation with

any feature Fj already selected is higher than its relevance with the class, i.e.,

W (Fj, Fi)su ≥ W (Fi, C)su.

Fleuret [44] proposed a filter based on the the conditional mutual information

maximization (CMIM) criterion. First, the criterion scores the features according
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to their relationship with the class variable that is estimated using mutual infor-

mation given by Equation 2.6. The feature having the maximum weight is the first

to be selected in the final subset. Next, it uses conditional mutual information,

I(C;Fi|Fj) = H(C|Fj)−H(C|Fj, Fi), which measures the information shared be-

tween Fi and C when Fj is already selected, to update the feature weights. The

weight of the ith feature is updated using the minimum value of conditional mu-

tual information measured with respect to all the features that have already been

selected and is given by

W (Fi, C)cmim = min
j

[
I(C;Fi|Fj)

]
(2.15)

The feature that maximizes Equation 2.15 or whose current weight is maximum is

selected. Thus, CMIM does not select a feature that does not carry additional in-

formation about the class, even if it is individually relevant to the class. The above

procedure is repeated iteratively. The usefulness of CMIM has been demonstrated

for binary data sets.

In [116], Peng et al.proposed the minimal-redundancy-maximal-relevance (mRMR)

criterion. If we assume that m− 1 features have been selected in the final subset

U, then the feature that maximizes the following criterion will be selected next

from the set of remaining features, {F −U}.

max
Fi∈{F−U}

[
W (Fi, C)mi −

1

m− 1

∑
Fj∈U

W (Fi, Fj)mi

]
(2.16)

where W (Fj, Fi)mi denotes the mutual information shared by Fj and Fi and is

computed using Equation 2.6. The mRMR criterion adds the feature Fi to the

final subset U, which obtains the maximum value for the difference between its

mutual information with the class and the average of its mutual information with

each of the individual features already selected.

Brown [22] presents a common framework to unify seven well-known information

theoretic feature selection algorithms. When m − 1 features have already been

selected, the remaining features can be assigned a weight according to the following

general functional form.

W (Fi, C)fou = W (Fi, C)mi − β
m−1∑
j=1

W (Fi, Fj)mi + γ
m−1∑
j=1

I(Fi, Fj|C) (2.17)
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where β and γ can vary in [0,1]. This expression involves only pairwise interactions

between features and thus, is termed as first-order utility (FOU) of including Fi.

I(Fi, Fj|C) denotes the information shared between two features given the class

variable. The selection of a feature is a trade-off between its individual correlation

with the class and its unconditional and class-conditional correlations with the

already selected features.

Filter methods have the advantages that their evaluation functions take feature

redundancies into account and are computationally less expensive. They also have

the ability to easily scale to large data sets [33].

2.3.2.2 Wrapper Methods

Filters search the feature space independent of a classifier in order to find the most

useful subset of features for a classification task. In [76], John et al.expressed their

concerns about the working of filters and proposed that to obtain high predictive

accuracy on test (unseen) data, a feature subset selection algorithm should take

the learning algorithm or classifier into account. In other words, a filter based

solution may not result in optimum classification performance as it ignores the

effects of the selected feature subsets on the classifier’s performance. Therefore,

a new approach for feature subset selection was suggested by John et al.and was

termed as a wrapper. In this framework, the search for a good subset in the

feature space is guided by the classifier’s performance. Like filters, candidate

feature subsets are generated and evaluated with a search strategy. However, for

each feature subset generated, one learning machine has to be trained. Hence, the

feature subset selection process exists as a wrapper around the learning algorithm.

The final subset selected in this manner has high predicative accuracy on unseen

data for the particular classifier that was employed in the search phase. Caruana

and Freitag [24] and Kohavi et al. [85] have provided further reasons and arguments

in favor of wrappers. It was also recommended by [76, 85] that cross-validation

should be used to measure the benefits of removing or adding feature(s) from

subsets as it provides a better measure of expected accuracy.

A major drawback of wrappers is that they are computationally more demanding

as compared to filters. This is exacerbated in case the used classifier has a high

computational cost. Thus, these methods do not scale well to large data sets.

Another problem faced by wrappers is that the final subset may severely overfit

the training data [97, 121].

Filters and wrappers have their own advantages and disadvantages. Therefore,

Das [33] proposed a hybrid algorithm for feature subset selection that incorporates
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some of the prominent attributes of wrappers into a fast filter method.

2.3.2.3 Embedded Methods

In the embedded approach, the feature selection process is integrated into the

training process of a given classifier. A well-known example is the support vector

machine recursive feature elimination (SVM-RFE) algorithm [57]. The outcome

of the SVM classifier after it has been trained with the data set, is used to assign

weights to the features. During each iteration, feature(s), which has(ve) decreased

the margin of the class separation using an SVM classifier the least, are eliminated.

2.3.2.4 FR versus FSS for Feature Selection

Which method should one prefer for feature selection; feature ranking or feature

subset selection? In case, there is a computational constraint, feature ranking

algorithms being computationally more efficient should be preferred. The same is

true when we have data sets with a very large number of features.

Feature ranking methods ignore the dependencies among features. This limitation

is overcome by feature subset selection algorithms. Keeping this in mind, the for-

mer are not expected to build classifiers better than the latter. In other words,

selecting the m best features may not result in the highest classification accuracy,

which can be achieved with the best m features [31]. Empirical evidence [58]

however may lead to a contrary conclusion; feature ranking algorithms yield bet-

ter results at least on the data sets used in the “NIPS 2003 Feature Selection”

challenge [113].

The performance of multivariate methods is expected to be less effective when we

have a large number of features and a comparatively small number of training

examples (i.e. M ≫ N). In such situations, the problem of overfitting which mul-

tivariate methods face gets aggravated. Thus, it is tempting to use feature ranking

algorithms as an auxiliary method for selecting an optimal subset of features to

remove the least useful features before using a multivariate method. We have in-

vestigated the effectiveness of this strategy [72] and found that it produces results

better than a multivariate method working alone. However, when the number of

the training examples N is greater than that of features M , one may prefer feature

subset selection methods.

2.3.3 Feature Selection and Causality

Most of the feature selection algorithms proposed in the literature do not take

into account the way the data points were generated. Instead of uncovering the

causal relationships between the data variables, they focus on how to make best



Chapter 2. Feature Selection 28

Lung Cancer

FatigueCoughing

GeneticsSmoking

Allergy

Born on Even day

Attention Disorder

Car Accident

Anxiety

Yellow Fingers

Peer Pressure

Markov Blanket = {Smoking, Genetics, Allergy, Coughing, Fatigue}

Figure 2.1: An example of a causal network: The LUCAS0 data set [63].

predictions using the statistical dependencies among the features.

Causality can be used to refine the notion of variable relevance and may select

better feature subsets [61]. On becoming a part of the feature selection process,

causality may help in determining whether or not the necessary features have

been selected and when the selected features are not only good for classification

but are causally informative too. The idea of causality can be explained with the

help of an example. Lets look at the LUCAS0 data set, which was introduced

in the “Causation and Prediction” causality challenge [63]. LUCAS0 models a

lung cancer application. In Figure 2.1, the causal network for the generation of

LUCAS0 is depicted. The arrows between the nodes represent the dependency

relationship among the variables. There are eleven variables and the class variable

is lung cancer. Depending upon these eleven measurements, a patient is diagnosed

whether or not he suffers from the disease. From causality point of view, the

optimal features are five and are colored green. The other variables though not

crucial for causality contain individually or collectively some predictive information

about the class. A feature selection algorithm based on causality would have higher

chances in selecting the green colored features in the final subset as compared to

an algorithm that takes statistical dependencies into account. In this regard, the

worst scenario will be when a variable having no causal relationship with the rest

of the network gets selected by a feature selection algorithm just because of its

prediction power with respect to the class. For example, the variable “Born on

Even day” has no causal link with any other variable of the network but can get

selected based on its relationship with lung cancer in terms of prediction.

The causal processes can be captured via Bayesian networks [114]. A Bayesian

network is a directed acyclic graph with a probability table for each node that
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represents a variable. In a Bayesian network, Pearl [114] introduced the concept

of Markov blanket (MB) for a variable of interest. The direct causes, called parent

nodes, direct effects (children), and direct causes of direct effects (spouses) of the

variable of interest comprise its Markov blanket. In other words, a Markov blanket

in a Bayesian network shields a node from the influence of other nodes. For the

LUCAS0 data set shown in Figure 2.1, the green colored nodes represent the MB

of the lung cancer variable. Formally, the Markov blanket of a variable of interest

denoted by V is defined as a minimal subset of variables of F which when known

causes the remaining variables of F (i.e., {F - MV - V }) to become independent

of V . Mathematically, the condition is given by [109]

P (V, {F −MV − V }|MV ) = P (V |MV )P ({F −MV − V }|MV ) (2.18)

where MV denotes the MB of V , the variable of interest. The MB concept can be

helpful for feature selection as the optimal subset for classification can be obtained

if we learn the Markov blanket of the class variable [146].

According to Koller and Sahami [86], discovering the full MB can lead to an

optimal solution for the feature selection problem. However, finding the true or

approximate MB is computationally intractable but not impossible. Therefore, in

practice heuristics have to be applied for the MB search. In this regard, there are

two strategies followed by researchers. One way of identifying the Markov blanket

is through learning the Bayesian network [48]. We can learn a Bayesian network

from the data straightaway [25] and from it the Markov blanket can be discovered.

However, this strategy becomes painfully time consuming beyond a few hundred

variables [147]. The second way is to discover the Markov blanket directly from the

data [86, 115]. Although a lot of work has been done for discovering the Markov

blanket but we describe here only the well-known methods.

Though Koller and Sahami [86] were the first to advocate using Markov blanket for

feature selection, their proposed Markov blanket filtering (MBF) algorithm does

not attempt to unfold the causal relationships. The MBF filter calculates pairwise

correlations between all the features. For the ith feature, those K features which

have the highest correlation with Fi are considered to compose the MB of Fi.

During each iteration, expected cross-entropy is used to estimate how close is the

candidate subset of K features to being the Markov blanket of a feature. The

feature whose MB is best approximated is eliminated. For large values of K, MBF

runs into computational and data fragmentation problems. These problems were

addressed in [130] by estimating expected cross-entropy via a Bernoulli mixture
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model rather than from the training data set. This not only speeds up the filtering

algorithm but also produces attractive results for binary data sets.

Tsamardinos [146] introduced the incremental association Markov blanket (IAMB)

algorithm which tries to discover the Markov blanket by explicitly determining the

causal relationships among the features. IAMB guarantees to discover the actual

Markov blanket but requires a sample size exponential in the size of Markov blan-

ket. Later on, this issue was resolved by the introduction of the HITON (a Greek

word for blanket) [5] and max-min Markov blanket (MMMB) [147] algorithms.

The major drawback of these methods is that finding the true Markov blanket

becomes computationally infeasible if not impossible.

2.4 Feature Selection Related Issues

Now, we discuss two important but relatively less studied issues faced by the

feature selection algorithms.

2.4.1 Evaluation of Feature Selection Algorithms

The fourth step of a feature selection process as mentioned in Section 2.2 is to

validate the results or the final feature subset. This is called the “evaluation”

problem of the feature selection algorithms. In the case of synthetic data where

the relevant, redundant and irrelevant features are known, it is simple to analyze

the features of the final subset for validation. But for real-life data sets, evaluation

is very hard.

Conventionally, feature ranking algorithms and feature subset selection algorithms

are evaluated with the help of a classifier’s performance. Classifiers work inher-

ently, differently from one another and thereby may lead to contradictory results

for a given subset. Hence, conventional methods may not give a good idea about

the validation of results of feature selection algorithms. A framework is required

which should evaluate the output of a feature selection algorithm independent of a

classifier, thus leading to a better understanding of the working of feature selection

algorithms. The “evaluation” problem, however, has gained little attention from

researchers.

Molina et al. [105] propose a framework that can be used to study the general

behavior of feature selection algorithms. For this purpose, they suggest a scoring

measure that takes relevance, irrelevance, redundancy and sample size into account

for the evaluation of feature selection algorithms. The performance of ten different
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feature selection algorithms was assessed on synthetic data sets which were gen-

erated by varying the amount of relevance, irrelevance, redundancy and sample

size. The output given by each algorithm was compared against the real known

solution. The authors observed that no single feature selection algorithm works

best on different data sets. The framework however cannot be applied in situations

where the relevance, redundancy and irrelevance of the data are unknown.

Ruiz and Aguilar-Ruiz [128] evaluate the performance of four ranking criteria,

namely, Chi-square, Information Gain, Relief and SOAP [127]. They point out

that the comparison can be quite confusing if superiority of rankings is solely

based on a single subset; the one that obtains the best classification performance.

Therefore, they suggest comparing the performance of FR algorithms over a num-

ber of subsets. For this purpose, M nested subsets S1 ⊆ S2 ⊆ . . . ⊆ SM are

generated by adding one feature of decreasing relevance one at a time and are

evaluated using a classifier. Next, the subsets are evaluated with the help of a

classifier and thus obtain classification error curves. The average of area under

the curve is calculated in order to analyze the quality of a ranking. Due to their

inherent properties, different classifiers evaluate a subset differently. Because of

this reason, a clear-cut conclusion cannot be made from the contrary error curves

about the correctness of the rankings generated by FR algorithms.

In [139], Slavkov et al.proposed an evaluation method for measuring the cor-

rectness of feature rankings in medical applications. After estimating the ranks

of the features with a given ranking criterion, they generate M nested subsets

S1 ⊆ S2 ⊆ . . . ⊆ SM by adding one feature of decreasing importance at a time.

Each subset is evaluated by training various classifiers. Classification error curves

are then obtained in order to analyze how correct is a ranked list. Experiments

have been conducted on rankings of ReliefF [88], support vector machine recur-

sive feature elimination [57], information gain and random forests [21] with naive

Bayes’, random forests, decision trees and support vector machines classifiers. Like

the above-mentioned Ruiz and Aguilar-Ruiz method, they encounter the same

problem.

In Chapter 4, we propose and discuss in detail a new evaluation method named fea-

ture ranking evaluation strategy (FRES). It provides a platform for investigating

how correct is the ordering of features generated by a feature ranking criterion.

2.4.2 Stability of Feature Selection Algorithms

Another important but relatively ignored issue is the stability of feature selection

methods. A feature selection method may be sensitive to small perturbations in
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the experimental conditions, e.g. number of available instances. Stability measures

the sensitivity of a method to the variations in the training set. We briefly explain

the work done in this regard.

Kalousis et al. [80] study the stability of feature selection algorithms. Their mo-

tivation for this study is that biomedical experts in proteomics are not only in-

terested in finding the set of highly discriminatory features (protein biomarkers)

but are also keen to know their robustness. They propose a method in which the

feature selection algorithm is applied on different subsamples of the training set

using 10-fold stratified cross-validation. For each fold, the feature selection algo-

rithm outputs a feature preference. A similarity measure is used to compute the

similarity of each pair of feature preferences. The average over all the pairs is an

indicator of how stable is the output of an algorithm.

Bi et al. [13] suggest a method based on bootstrapping for stabilizing feature

selection methods. A feature selection algorithm selects a feature subset with

different sub-samples of the training data. The final stable subset comprises the

union of feature subsets selected from the various bootstraps.

Somol and Novovicova [140] discuss in detail the stability of feature selection

algorithms. Several measures are introduced to evaluate the stability. Moreover,

they propose a measure which allows the comparison of the similarity of two feature

selection processes.

The feature selection community has mainly been focusing on designing new algo-

rithms for selecting useful features from the data. The usefulness of the generated

subsets is normally evaluated with the classifier’s performance. In the case of small

number of instances, estimate of the classifier’s performance is questionable [138].

Hence, there is a need to design new mechanisms for evaluating the final subset.

Similarly, the stability issues of feature selection algorithms need more attention.

2.5 Summary

In this chapter, we looked at the feature selection problem and provided an

overview of algorithms that were proposed in the literature to solve it. The var-

ious categories were discussed and we also outlined the general steps followed by

a feature selection algorithm. Towards the end of the chapter, we discussed some

of the issues faced by feature selection algorithms.

In the next chapter, we propose a new feature ranking algorithm that is optimized

for binary-valued features and present empirical evidence to support its effective-

ness.
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Evaluating Rankings of Binary

Features for Feature Selection

Binary data are easily collected, stored and managed [37]. Moreover, represent-

ing and modeling applications becomes relatively easy and simple [38]. Because

of these reasons, researchers and scientists have shown great interest in binary

data during the past decade, thus causing them to become pervasive in real-world

applications. Examples include document classification [78], binary image recogni-

tion [79], drug discovery [81], databases [2], agriculture [157] and cancer classifica-

tion [106] among many others. In addition to these applications, non-binary data

can also be converted into binary in many cases. For this purpose, a thresholding

strategy is adopted according to the requirement of the application. To get an

idea, interested readers may refer to the examples of data binarization discussed

by Boros et al. [18], binarization of the HDR data set in [116], binarization scheme

given in [90] and the GINA binarization discussed in Appendix A. In all these

applications, the feature space is represented by binary vectors. Despite its wide

applications, feature selection for binary data has not received enough attention in

the literature. The conditional mutual information maximization (CMIM) [44] for

supervised learning applications and a more recent work on unsupervised feature

selection for binary data [20] are among the few works on feature selection for

binary data.

One can expect that if the intrinsic properties of the data are exploited in the

design of feature selection algorithms, they can help in identifying and thus, se-

lecting good features. However, this design factor is not considered too often. Few

research works are optimized along this line and most of them assume non-binary

data. In this chapter, we propose a new feature weighting measure, diff-criterion,

33
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that makes use of the characteristics of binary-valued features and investigate its

working as a feature ranking algorithm for selecting subsets of useful features. To

test its effectiveness rigorously, an algorithm termed as class-dependent density-

based feature elimination (CDFE) is also proposed. It generates feature subsets

in order to search for the most useful feature subset over the feature space like a

filtrapper [59]. Part of our work in this chapter appears in our recently published

papers [72, 73].

This chapter presents an in-depth discussion of the diff-criterion and the CDFE

algorithm. Theoretically, we compare the diff-criterion against mutual information

(MI) and show that the former is computationally less expensive. The experimen-

tal results indicate its success in reducing dimensionality of the original feature

set and improving the classification accuracy at the same time. The diff-criterion

has been compared against mutual information and Relief ranking algorithms on

six different data sets using four different classifiers.

The organization of this chapter is as follows. Section 3.1 defines and discusses

the diff-criterion in detail. In Section 3.2 the CDFE algorithm is explained. We

provide the rationale of the diff-criterion and analyze it against mutual information

in Section 3.3. The characteristics of diff-criterion and mutual information are

compared in Section 3.3.3. Section 3.4 presents the experiments for testing CDFE

against two different feature ranking algorithms. In Section 3.5, we summarize the

chapter.

3.1 The Diff-criterion: A New Feature Weight-

ing Scheme

Guyon et al. [134] proposed a Zfilter method to rank the features of a sparse-

integer data set. The filter counts the non-zero values of a feature irrespective

of the class variable and assigns the sum of the count as its weight. Features

having a weight less than a given threshold value are removed to obtain the final

subset. The max-criterion (see definition 3.3), a density based ranking measure

for binary features was proposed [131]. The max-criterion counts the non-zero

values of binary features but takes into account the class information. It was

found [131, 132] that the max-criterion produced good empirical results for feature

selection in high-dimensional binary data sets. In particular, results with the max-

criterion obtained 1st, 3rd and 5th positions among 37 entrants on the NOVA,

SYLVA and GINA data sets of the “Agnostic Learning vs. Prior Knowledge”

challenge respectively [61].
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In this work, we extend the max-criterion and suggest a new and more effective

density based ranking criterion termed as diff-criterion for binary features. This

work partially appears in our recent papers [72, 73]. The discussion that follows is

for two-class classification problems unless stated otherwise. Before we discuss the

diff-criterion, let us first introduce some related terminology and the max-criterion.

3.1.1 Class-dependent Density of a Binary Feature

Definition 3.1. The class-dependent density of a binary feature for a given class is

the fraction of the number of instances whose value is 1.

The class-dependent density of the ith feature, Fi , in the lth class, Cl having NCl

instances, is calculated as

dil =

∑NCl
t=1 F

t
i

NCl

(3.1)

= p(Fi = 1|Cl)

where 1 ≤ i ≤ M and 1 ≤ l ≤ L. We denote the total number of features with M

and the total number of classes with L for a classification task.

Remark 3.1. Intuitively, it can be developed that 0 ≤ dil ≤ 1. The extreme values

are observed for a feature whose values remain identical over all the instances in

a given class.

3.1.2 Class-dependent Sparsity of a Binary Feature

Definition 3.2. The class-dependent sparsity of a binary feature for a given class

is the fraction of the number of instances whose value is 0.

The class-dependent sparsity of the ith feature, Fi , in the lth class, Cl having NCl

instances, is calculated as

sil = p(Fi = 0|Cl) (3.2)

where 1 ≤ i ≤ M and 1 ≤ l ≤ L.

Remark 3.2. It can be intuitively acquired that 0 ≤ sil ≤ 1. We observe the

extreme values when the values of a feature remain identical over all the instances

in a given class. One can note that for the ith feature and the lth class, sil + dil =

1.
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The sparsity 1 of a binary feature will be helpful in comparing and analyzing the

newly proposed diff-criterion against other ranking measures.

3.1.3 The Max-criterion

Definition 3.3. The max-criterion [131] calculates the density value of a feature in

each class and then, scores it with the maximum density value over all the classes.

The weight of the ith feature, Fi according to max-criterion, is

W (Fi, C)max = argmax
l

dil (3.3)

Remark 3.3. Intuitively, one can develop that 0 ≤ W (Fi, C)max ≤ 1. Those

features that are irrelevant for classification W (Fi, C)max becomes 0.

3.1.4 A Motivating Example

Now we look at an example that points out the issues related to the working of

the max-criterion and motivates its modification. Assume that we have a data

set which consists of three binary features and nine instances with two classes as

shown in Table 3.1.

Table 3.1: Motivation for the Diff-criterion

x C Wmax

(0, 1, 1) 0
(0, 1, 1) 0
(0, 1, 1) 0
(0, 1, 1) 0
(0, 1, 1) 0 (0, 1, 1)
(0, 0, 1) 1
(0, 0, 1) 1
(0, 0, 1) 1
(0, 0, 1) 1

From the table, we see that F1 and F3 have identical values over all the instances

and thus these features are unable to discriminate between the classes. One may

expect that a ranking measure should assign the same weight to both of them

as both have the same discrimination power. When F2 is compared against the

values of C, it is evident that it has the full capability to discriminate between

1In this and the next section, by density and sparsity we mean the class-dependent density
and sparsity respectively.
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the classes and should be assigned the highest weight by a ranking measure. Lets

apply the max-criterion using Equation 3.3 to assign weights to the features. The

last column depicts the weight vector, thus obtained. Features F1, F2 and F3 have

been assigned weights of 0,1 and 1 respectively. Thus, for the max-criterion F2 and

F3 are the same. This example highlights that despite its good performance in the

“Agnostic Learning vs. Prior Knowledge” challenge, the max-criterion has some

issues associated with it. These issues stimulated us to propose the diff-criterion

which takes care of the limitations of the max-criterion and thus exhibits better

discrimination properties.

3.1.5 The Diff-criterion

Definition 3.4. The diff-criterion calculates the density value of a feature in each

class and then, scores it with the difference of the density values over the two

classes C1 and C2.

According to the diff-criterion, the ith feature, Fi will be assigned a weight,

W (Fi, C)diff = |di2 − di1|

= |p(Fi = 1|C2)− p(Fi = 1|C1)| (3.4)

Remark 3.4. Intuitively, it can be acquired that 0 ≤ W (Fi, C)diff ≤ 1. A feature

for which W (Fi, C)diff = 0 is irrelevant for the class variable. On the other ex-

treme, W (Fi, C)diff becomes 1 for the most relevant feature of a data set. Features

with higher weights are thus, more relevant as compared to features with lower

values of Wdiff .

It is clear from Equation 3.4 that the diff-criterion is a probabilistic distance and

measures the separation between the class-conditional probabilities of the two

classes. Greater this distance, the more discriminating the feature.

To look at how the limitations of max-criterion are addressed, lets apply the diff-

criterion on the data set of Table 3.1. The weights that are assigned to F1, F2

and F3 are given as Wdiff = (0, 1, 0). This is in accordance with our intuition.

The first and the third features should have the same weight as they have the

same prediction power and F2 should be assigned the highest weight as it can fully

predict the class. Thus, we find from the the comparison of Wmax and Wdiff that

the diff-criterion is effectively better than the max-criterion.
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Figure 3.1: The 3-D view of the variation in the feature weights of max-
criterion and diff-criterion.

A further understanding can be developed by plotting the pattern followed by

the feature weights generated by the two ranking measures. This is shown in

Figure 3.1. The 3-D view of the variation in the weights of the max-criterion

and diff-criterion for the possible values of d1 and d2 which binary features can

attain is provided. It is clear that the max-criterion generates the same weight for

the features with a density value of 1 in one of the classes and 0 ≤ density < 1

in the other class. Intuitively, the true discriminating power of features is not

being captured. On the other hand, because the diff-criterion takes the absolute

difference between the two density terms, it provides comparatively better means

of assessing the feature-to-class relationship as shown by the straight butterfly like

wings of the diff-criterion.

3.1.6 Time Complexity

The weight assigned to a feature with the diff-criterion is calculated by computing

its density over the instances of the two classes. Therefore, the time complexity of

diff-criterion is O(N ×M), where N is the number of instances and M is number

of features in the training set.

Next, we explain how the diff-criterion is used as a part of a feature ranking

algorithm for selecting useful binary features.

3.2 CDFE: A New Feature Ranking Algorithm

In this section, a new feature ranking algorithm termed as class-dependent density-

based feature elimination (CDFE) is proposed. CDFE defines how to generate



Chapter 3. Evaluating Rankings of Binary Features for Feature Selection 39

feature subsets so that the feature space of data sets particularly with large di-

mensionality can be searched for the optimal subset efficiently. This also helps

in testing the scalability of a ranking measure. Furthermore, CDFE suggests a

cutting criterion for the selection of the final subset, which is a serious concern of

feature ranking algorithms.

Feature ranking algorithms either used as a principal method such as Relief [82]

or as an auxiliary method [120, 159] face a problem: How many features should

be taken in the final subset? To handle this issue, conventional methods require

the user’s intervention. Normally, the user provides a threshold value and features

having a weight greater than the threshold are retained. Alternatively, a fixed

number (provided by the user) of the top ranked features may be selected. This

user dependency may lead to serious degradation issues for classification tasks. A

high threshold value may result in a very small subset of highly relevant features,

whereas, with a low value the subset may consist of too many features including

highly relevant features along with less relevant features. In the former case, a lot

of information about the class may be lost, whereas in the latter case, the subset

can still contain a lot of information irrelevant to the class. The latter case poses

another problem for the auxiliary methods: the second stage will become com-

putationally very expensive and sometimes may become practically intractable.

Recently, a study [8] has been carried out in which various cutting criteria for

selecting the final subset are discussed and evaluated. However, no single criterion

has been found to generate optimal results in most cases. The CDFE algorithm

proposes a new strategy for this purpose and minimizes the above-mentioned ef-

fects on the final subset caused by the user dependency. We first explain the

working of CDFE and then come to this point again.

CDFE suggests using a filtrapper-like approach [59] to generate feature subsets. It

can though work with any feature ranking measure but we specifically use it and

explain it with the help of the diff-criterion. CDFE assigns weights to the features

using diff-criterion given by Equation 3.4 and sorts them according to decreasing

order of the weights. Then, in the spirit of structural risk minimization [56] it

generates nested subsets of features S1 ⊇ S2 ⊇ . . . ⊇ SnT
in search of the optimal

subset. Here, nT denotes the total number of subsets to be scanned. For data sets

with small dimensionality, nT is equal to M , size of the entire set denoted by F
whereas for truly high-dimensional data sets, nT is far less than M . A sequence

of increasing Wdiff values can be used as thresholds to progressively eliminate

more and more features of decreasing relevance in the nested subsets. Another

way of populating the nested subsets is to consider a fixed number of features
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Figure 3.2: The working of CDFE Algorithm.

in each subset. Each feature subset, thus generated can have a random number

of features keeping the nested subset condition intact and is evaluated with the

help of a classifier. A classification accuracy or error curve is obtained by plotting

the size of the nested subsets against the accuracy or error respectively. CDFE

employs the classification error.

We now illustrate CDFE with the help of the curve shown in Figure 3.2 to get

some further idea about its working. CDFE begins with the set F , which consists

of all the features and then successively eliminates features. As irrelevant features

are eliminated the error decreases and continues to decrease till O, a subset with

those top ranked features which give the optimal classification performance. When

features are further eliminated from this point onwards, we expect the error to in-

crease as now useful features are being eliminated. The increase in error continues

till subset G for which the classification error is equal to ErrorF but the size of

G is much smaller than the cardinality of F . Beyond this point, the elimination

of more and more useful features causes the error to increase continuously. Hence,

CDFE generates and investigates a fixed number (defined by the user) of nested

subsets over the entire range of features in search of the optimal subset.

Now, the final subset can be chosen from the curve according to the application

requirement. Either G, which is the smallest subset having the same accuracy

as attained by the entire feature set is selected or O with highly informative fea-

tures having the best classification accuracy is chosen. In other words, unlike the

conventional cutting criteria, one is more certain where to cut the sorted list of fea-

tures as the classification performance is known in advance. The CDFE approach
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therefore reduces the serious effects on the size of the final subset introduced by

user intervention.

Another aspect of CDFE is that it allows us to evaluate the performance of fea-

ture ranking algorithms over the entire range of features for truly high-dimensional

data sets (i.e., to test the scalability of FR algorithms) without running into com-

putational problems. This is different from the approach adopted by conventional

methods [26, 116], which prefer to evaluate and compare performance of feature

ranking algorithms over a small portion of the sorted list containing all the features

to avoid computational issues. We will further discuss this issue in Section 3.4.2.

3.2.1 Time Complexity

CDFE employs the diff-criterion, which has complexity O(N ×M) for assigning

weights to the features. Subsequently, it generates nT nested subsets and uses

each to train a classifier in V units of time. Therefore, the time complexity of

CDFE is O(N ×M + nT × V ).

3.3 Rationale of the Diff-criterion

This section provides mathematical and graphical analysis of the diff-criterion. In

this regard, mutual information, the most widely used feature ranking measure

is compared with the diff-criterion. The analysis indicates that the diff-criterion

gives a relatively better estimate for the feature-to-class relationship and is com-

putationally more efficient. Therefore, the diff-criterion is found to be better than

the mutual information measure in terms of generating rankings of binary features

for two-class classification tasks.

3.3.1 Mathematical Analysis

Mutual information measures the amount of information that one variable con-

tains about another variable. It is calculated by finding the relative entropy or

Kullback-Leibler distance [89] between the joint distribution p(C,Fi) of two ran-

dom variables C and Fi and their product distribution p(C)p(Fi) [32]. Mutual

information employs Equation 3.5 to estimate the weight of the ith feature.

W (Fi, C)mi = DKL

(
p(C,Fi)||p(C)p(Fi)

)
= −

∑
C

∑
Fi

p(C,Fi) log2
p(C)p(Fi)

p(C,Fi)
(3.5)
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Remark 3.5. Because of the properties of Kullback-Leibler divergence,W (Fi, C)mi ≥
0 with equality, if and only if, C and Fi are independent. A largerWmi value means

a feature is more important.

Lets rewrite Equation 3.5 in terms of density of binary features for two-class

classification tasks so that mutual information can be compared against the diff-

criterion. For this purpose, we express mutual information in terms of class-

conditional probabilities,

W (Fi, C)mi = −
∑
C

∑
Fi

p(Fi|C)p(C) log2
p(Fi)

p(Fi|C)
(3.6)

Writing the feature Fi in terms of class-conditional probabilities, we get,

p(Fi = fi) = p(Fi = fi|C = C1)p(C = C1) + p(Fi = fi|C = C2)p(C = C2) (3.7)

where fi ∈ {0, 1} and C1 and C2 denote the two classes of a two-class classification

task.

The prior probabilities for the class variable can be written as,

p(C = C1) + p(C = C2) = 1 (3.8)

Putting Equations 3.7 and 3.8 in Equation 3.6 and for simplicity using the notation

p(C = Cc) = Pc for prior probability of the class variable and dic = p(Fi = 1|C =

Cc) and sic = p(Fi = 0|C = Cc) for class-conditional probabilities of the i
th feature,

we get

W (Fi, C)mi = −P1(s
i
1) log2

(P1(s
i
1 − si2) + si2)

si1

− P1(d
i
1) log2

(P1(d
i
1 − di2) + di2)

di1

− (1− P1)(s
i
2) log2

(P1(s
i
1 − si2) + si2)

si2

− (1− P1)(d
i
2) log2

(P1(d
i
1 − di2) + di2)

di2

(3.9)

Equation 3.9 can be simplified by using si1 + di1 = 1 and si2 + di2 = 1, suppressing
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the index i (without the loss of generality) and re-arranging the terms. We get

the following expression,

W (F,C)mi = (P1) log2

(
d1

d1(1− d1)
(1−d1)

)
+ (1− P1) log2

(
d2

d2(1− d2)
(1−d2)

)
− log2

(
(d2 − P1(d2 − d1))

(d2−P1(d2−d1))

(1− (d2 − P1(d2 − d1)))
(1−(d2−P1(d2−d1)))

)
(3.10)

This expression shows how mutual information generates weights for the binary

features of a two-class classification problem. It consists of three terms and indi-

cates that mutual information between a feature and the class variable depends

on four parameters namely, P1 the prior probability of the class C1, d2 the density

of the feature in class C2, d1 the density of the feature in C1 class and difference

of the two density terms, i.e., (d2 − d1). Each parameter varies over the range [0

1]. Here, it should be noted that in determining the information shared between

a feature and the class variable for a given P1 value, both density terms d1 and d2

play a key role.

To get an idea how each term affects mutual information, we analyze the three

terms of Equation 3.10 individually.

W (F,C)mi = T1 + T2 + T3

where

T1 = (P1) log2

(
d1

d1(1− d1)
(1−d1)

)
(3.11a)

T2 = (1− P1) log2

(
d2

d2(1− d2)
(1−d2)

)
(3.11b)

T3 = − log2

(
(d2 − P1(d2 − d1))

(d2−P1(d2−d1)) (3.11c)

(1− (d2 − P1(d2 − d1)))
(1−(d2−P1(d2−d1)))

)
An examination of these three equations reveal that the three terms of mutual

information can be expressed in a common form given by

f(z) = log2
(
zz(1− z)(1−z)

)
(3.12)
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Figure 3.3: Plot of f(z) = log2
(
zz(1− z)(1−z)

)
versus z.

By taking the derivative of this equation, we determine that the minimum of f(z)

occurs at z = 0.5 and has a value -1. As we take the limit of this function for

z → 0, 1, we obtain,

lim
z→0,1

log2
(
zz(1− z)(1−z)

)
= 0 (3.13)

This function, thus obtains its maximum value, that is 0, for z → 0, 1 and obtains

a minimum value of -1 when z = 0.5. This can also be confirmed from the plot

given in Figure 3.3. Using this function, we can analyze how each term varies and,

which term will affect mutual information the most. The term T1 depends upon

P1 and d1 and varies over the range [−P1 0]. It attains the maxima at d1 = 0, 1

while the minimum value is obtained when d1 is 0.5. Similarly, T2 depends upon

P1 and d2 and lies in the range [−(1 − P1) 0]. The minimum value is obtained

when d2 = 0.5 while it will become maximum as d2 becomes either 0 or 1. Lets

now look at the T3 term. It depends on P1 and difference of the density terms,

i.e., (d2 − d1) and ranges from 0 to 1. While estimating mutual information, the

following observations can be made,

• Each of T1 and T2 has a multiplying factor always less than 1 while the T3

term is multiplied by a constant value of 1.

• Because T1 and T2 are multiplied by a positive factor, these two terms are

always negative while T3 has a negative multiplying factor, it is always pos-

itive.
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Figure 3.4: The 3-D view of mutual information and its 3 terms for a partially
balanced data set.

• The log term of T1 and T2 are independent of the prior probability of the

class variable while that of T3 depends upon P1.

• The two T1 and T2 terms are estimated based on only one density term and

T3 depends upon both the density terms.

From these points, we can observe that T3 is more critical than T1 and T2 terms.

For a binary feature, T1 takes d1 the density of C1 into account and ignores the

values of the feature in the other class. A similar behavior is exhibited by T2. This

causes the curves of T1 and T2 to just stretch (scale horizontally) by P1 and 1−P1

factors respectively. On other hand, T3 based on the difference of the density terms

changes significantly over the spectrum of binary feature values. Thus, it has more

potential to capture the feature-to-class relationship. These ideas can be verified

by plotting the three terms and mutual information in the space of density terms.
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Table 3.2: Mutual Information and its Three Terms against the Diff-criterion

x C (T1, T2, T3,Wmi) Wdiff

(0, 1, 1) 0
(0, 1, 1) 0
(0, 1, 1) 0
(0, 1, 1) 0 F1 = (0, 0, 0, 0) F1 = 0
(0, 1, 1) 0 F2 = (0, 0, 0.99, 0.99) F2 = 1
(0, 0, 1) 1 F3 = (0, 0, 0, 0) F3 = 0
(0, 0, 1) 1
(0, 0, 1) 1
(0, 0, 1) 1

In Figure 3.4, we have shown mutual information and its three terms in the d1 and

d2 space for a data set with partially balanced classes. The analysis of the 3-D

graphs of T1, T2, T3 and mutual information indicate that the T3 term contributes

most towards mutual information. In other words, we can say that the difference

of d1 and d2 has greater impact on estimating the information between a binary

feature and the class variable in the case of two-class classification tasks.

After establishing the theoretical importance of the difference of d1 and d2, we now

apply mutual information on the three features of the data set given in Table 3.1.

For convenience, we reproduce the values of F1, F2, F3 and C in Table 3.2. Results

provide a comparison among the three terms of mutual information and from which

the importance of T3 is evident. Moreover, it also compares mutual information

and its three terms against the diff-criterion. The similarity between the two

ranking criteria is clear from this example. However, mutual information unlike

the diff-criterion is sensitive to the balance between the classes. This is depicted

in Table 3.3, which shows how mutual information and the diff-criterion vary as

the class balance varies for the most relevant binary feature. Hence, the diff-

criterion (difference of the density terms of a binary feature) gives a relatively

stable estimate of the capability of a binary feature to discriminate between the

two classes of a two-class classification problem.

3.3.2 Graphical Analysis

Figures 3.1(b) and 3.4(d) show the 3-D variations in the weights generated by the

diff-criterion and mutual information for all possible binary features respectively.

The straight butterfly like wings of diff-criterion and the curved bat like wings

of mutual information show the similarity between the two criteria. This section
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Table 3.3: Mutual Information versus the Diff-criterion for Balanced and Un-
balanced Classes

x C (T1, T2, T3,Wmi) Wdiff

1 0
1 0
1 0
1 0 (0,0,1,1) 1
0 1
0 1
0 1
0 1

x C (T1, T2, T3,Wmi) Wdiff

1 0
1 0
0 1
0 1
0 1 (0,0,0.76,0.76) 1
0 1
0 1
0 1
0 1

examines graphically to what extent the diff-criterion and mutual information are

equivalent.

We use Equation 3.10 for this purpose. For a given diff-criterion value that can be

obtained with different combinations of the density terms, d2 and d1, the average

value of mutual information is calculated. Three different values of P1, i.e., 0.5,

0.25 and 0.035 are used for the class balance. This will help us develop a general

view about the relationship of mutual information and the diff-criterion.

In Figure 3.5, three plots are drawn for data sets with balanced, partially balanced

and highly unbalanced classes. We can observe that mutual information increases

as a function of the diff-criterion. Also, it can be seen that the change in mutual

information due to different values of d2 and d1 but the same value of (|d2 − d1|)
is relatively small, which is depicted as the standard deviation bars on the three

plots in Figure 3.5. However, the standard deviation is comparatively high in

the middle range [0.2 0.8]. From the curves, an observation that we made in

the previous section can be noted once again. The maximum value of mutual

information obtained against the maximum value of the diff-criterion decreases as

P1 decreases thus, making the diff-criterion more stable with respect to the class

balance.

As the relationship between the weights of two ranking measures becomes more

linear, the two measures become more equivalent. In such a situation, one mea-

sure can be replaced by the other. Then, using the comparatively less expensive

measure becomes a natural choice. In the next section, the time complexity of

mutual information is compared against that of the diff-criterion and we prove

that the computing time of the diff-criterion is relatively less.
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Figure 3.5: Relationship between diff-criterion and mutual information.

Hence, from our graphical analysis we can conclude that the feature rankings gen-

erated by mutual information and diff-criterion are comparable and their perfor-

mance is expected not to vary much when used for feature selection. However, the

difference between the two is that the former is found to be more sensitive to the

class balance while the latter is relatively less expensive in terms of computations.

3.3.3 Comparing the Characteristics of Diff-criterion and

Mutual Information

In this section, the diff-criterion and mutual information are compared in terms

of the range of the weight values assigned to features and time complexity.

3.3.3.1 Range of the Weight values

First, we compare the range of values used to assess the feature-to-class relation-

ship generated by the two criteria.
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Remark 3.6. A binary feature is irrelevant for classification if its value does not

change over the two classes. The weight assigned by mutual information and the

diff-criterion to such a feature is 0.

Proof. For this kind of feature, the difference of d1 and d2 becomes 0 and thus,

the diff-criterion assigns a weight, W (Fi, C)diff = 0. Now, we calculate the corre-

sponding value of mutual information. For this purpose, lets substitute (d2−d1) in

Equation 3.10 and use lim
z→0,1

log2
(
(zz)(1− z)(1−z)

)
= 0. We obtainW (Fi, C)mi = 0.

Theorem 3.1. Mutual information for a binary feature in a two-class classification

problem is upper bounded by entropy of the class variable.

Proof. For the feature that is most relevant for classification, the difference of

the density terms, i.e., (d2 − d1) becomes ±1. Thus, the diff-criterion will as-

sign a value W (Fi, C)diff = 1 to it. The weight assigned to it by mutual infor-

mation can be calculated by substituting this value in Equation 3.10 and using

lim
z→0,1

log2
(
(zz)(1− z)(1−z)

)
= 0.

W (Fi, C)mi

= −(P1) log2 P1 − (P2) log2 P2

= −p(C = C1) log2(p(C = C1))− p(C = C2) log2(p(C = C2))

= Entropy(C)

�

Remark 3.7. The range of diff-criterion measure is [0 1], whereas mutual informa-

tion lies within [0 Entropy(C)].

3.3.3.2 Time-Complexity

Remark 3.8. Diff-criterion is a computationally less expensive measure as com-

pared to mutual information.

Proof. Let us assume that the calculation of the density term, p(Fi = 1|C) takes

t1 units of time, a subtraction operation is performed in t2 and t3 units of time are

required for an absolute operation. The computational cost of W (Fi, C)diff given

in Equation 3.4 then is 2× t1 + t2 + t3. If we further assume that t4, t5, t6, and t7

units of time are required for calculating p(C) (or p(Fi)), log2, a division operation

and a multiplication respectively, then the computational cost of W (Fi, C)mi given

in Equation 3.6 is 4 × t1 + 4 × t2 + 4 × t4 + 4 × t5 + 4 × t6 + 8 × t7. Comparing
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the two computational costs and keeping in mind that logarithm, multiplication,

and division are expensive operations, we find that diff-criterion is a relatively less

expensive measure.

The conclusion of our theoretical analysis given in this section is that the diff-

criterion is relatively less sensitive to the class balance and computationally less

expensive as compared to the well-known mutual information measure for binary

features in two-class classification tasks.

3.4 Experiments

In this section, we describe the experiments that have been carried out for eval-

uating the performance of CDFE as a feature selection algorithm. Rankings of

CDFE2, which are based on the diff-criterion measure are compared against those

of mutual information and Relief algorithms. Both mutual information and Relief

are well-known and widely used feature ranking criteria. The former is a univariate

measure like the diff-criterion while the latter is a multivariate ranking algorithm.

Relief was briefly explained in Section 2.3.1.1 and for detailed discussions, inter-

ested readers are referred to [82, 124]. Amongst these algorithms, the diff-criterion

is the least expensive while Relief is the most expensive.

3.4.1 Data Description

We have used six data sets possessing different characteristics from various appli-

cation domains. The data sets are named LUCAS0, SPECT, GINA, HIVA, NOVA

and DOROTHEA. Among these data sets, LUCAS0 is a toy data set artificially

generated while the other five data sets model real-life applications. LUCAS0

was launched in the “Causation and Prediction” challenge [63] while SPECT has

been taken from the University of California Irvine (UCI) machine learning repos-

itory [47]. GINA, HIVA and NOVA were introduced in the “Agnostic Learning

vs. Prior Knowledge” challenge [62] and DOROTHEA was a part of the “Feature

Selection” challenge organized by Neural Information Processing Systems Confer-

ence (NIPS) [113]. A summary of the data sets is given in Table 3.4. The data

sets provide a good spectrum of characteristics of binary data like the number of

features (M), number of training examples (N), sparsity, the ratio of number of

features to number of instances (M
N
), and the class balance.

LUCAS0 models a medical application related to lung cancer diagnosis and consists

of 11 features. Among the data sets, we can see from Table 3.4 that it consists

of the smallest number of features and its sparsity is the lowest. The M
N

is also

2For the remainder of the chapter, CDFE and the diff-criterion are used interchangeably
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Table 3.4: Characteristics of the Data Sets

Data set M N Sparsity M
N

+ve class
LUCAS0 11 2,000 45.8% 0.0055 72.2%
SPECT 22 267 67.1% 0.0824 41.2%
GINA 970 3,468 69.1% 0.2797 49.2%
HIVA 1,617 4,229 90.9% 0.3824 3.5%
NOVA 16,969 1,929 99.7% 8.8 28.5%

DOROTHEA 100,000 1,150 99.1% 86.9 9.7%

For each data set, we show the number of features M , number of training instances N , the sparsity, the ratio of

number of features to number of training instances M
N

and the fraction of instances in the positive class. Each

data set models a 2-class classification task.

the lowest indicating that there are plenty of instances in relative to the number

of features. The SPECT data set has been derived from the cardiac single proton

emission computed tomography images in order to diagnose a disease of the heart

and consists of 22 features. Its classes are balanced and is moderately sparse. The

third data set that we have used is GINA, which is used for recognizing handwritten

digits and has 970 continuous features. The feature values are converted into

binary by the strategy outlined in Appendix A. Its classes are balanced. There

are 1,617 features in HIVA, which determines the compounds active against the

AIDS HIV disease. It has highly unbalanced classes and its sparsity is quite

high. Representing a text-classification task, NOVA has 16,969 features, which

are high in number as compared to the training instances. It consists of partially

unbalanced classes and is highly sparse. The last data set used in our experiments

is DOROTHEA, which is prepared from a data set introduced in the annual KDD

(Knowledge Discovery in Data Mining) CUP 2001 [81]. It is used for discovering

new drugs. Besides being highly sparse, a very high M
N

ratio and highly unbalanced

classes are its distinguishing characteristics. Further details of each data set are

provided in Appendix A.

3.4.2 Performance Evaluation

To evaluate the performance of the feature ranking algorithms, four well-known

classifiers are selected that are also widely used in the feature selection community;

naive Bayes’ (NB), kernel ridge regression or kridge (KRR), support vector ma-

chine with the radial basis function kernel (SVM + RBF) and logistic regression

(LR). The first three classifiers are implemented in the challenge learning object

package (CLOP) [134] that is freely available. For logistic regression, we have used

the implementation of Minka [102] and integrated it in the CLOP environment.
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The working of the classifiers is briefly described in Appendix B. The error of

a classifier is estimated using balanced error rate (BER), which is the average of

the error rates of the positive and negative classes [60]. If tn denotes the number

of instances of the negative class that are correctly labeled by the classifier (true

negatives) and fp refers to the number of negative instances that are incorrectly

labeled, then false positive rate is defined as, fpr = fp/(tn+ fp). Similarly, false

negative rate can be defined as fnr = fn/(tp + fn), where fn is the number of

positive instances that are incorrectly labeled by the classifier and tp denotes the

number of positive instances that are correctly labeled. Thus, BER is given by

BER = 0.5× (fpr + fnr) (3.14)

BER is known to provide a better estimate for error in case of data sets with

unbalanced classes [59]. Following the recommendations of Hall and Holmes [65],

we estimate the error using 5-fold cross validation.

Conventional methods evaluate the performance of feature selection algorithms on

small-sized data sets such as [65] or only on a small portion of the entire feature

range of high-dimensional data sets [26, 116]. The former case does not give us

any idea about the scalability of an algorithm. In the latter case, algorithms are

tested on a small number of the total features and their performance is assumed to

be the same as for the remaining features. The reason for adopting this strategy

is that evaluating nested subsets generated by the addition of one feature at a

time for high-dimensional data sets is computationally intractable. However, this

can be misleading. This problem can be mitigated by generating and evaluating

subsets over the entire range of features. CDFE adopts this kind of strategy as

explained in Section 3.2.

In the following discussion, we use G to denote the smallest subset resulting in

a BER value that is equal to the BER generated by the set of all features given

in a data set. In other words, G consists of those features that are necessary for

classification. The BER attained by the set of all features is denoted by BER-M ,

where M is the size of the entire feature set and is represented by a horizontal

dashed line in the plots. We evaluate and compare the performance of the feature

ranking algorithms keeping the following two points in view:

• the percentage reduction in dimensionality that is obtained with subset G

is measured as, Reduction = M−|G|
M

× 100, where |G| is the cardinality of G

and,
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• the over all error curves obtained by the ranking algorithms.

3.4.3 Evaluation on Data sets with Low Dimensionality

This section describes the performance of the three feature ranking algorithms on

LUCAS0 and SPECT data sets using naive Bayes’, kridge, SVM with RBF kernel

and logistic regression. Relief, mutual information and the diff-criterion are used

to assign weights to features, which are then sorted in descending order according

to the weights. Thus, a ranked list is obtained. To evaluate these rankings, we

start with the entire feature set. Nested subsets of features are then generated by

progressively eliminating one feature of decreasing importance at a time. In other

words, we generate M nested subsets S1 ⊇ S2 ⊇ . . . ⊇ SM . Each subset is used

to train a classifier. The BER values thus, obtained are used to construct error

curves, which are plotted in Figures 3.6 and 3.7 for LUCAS0 and SPECT data

sets respectively.

3.4.3.1 LUCAS0: The Lung Cancer Data set

This toy data set was generated by a causal Bayesian network. In comparison to

11 features, there are 2,000 training instances, 72% of which belong to the positive

class. LUCAS0 is 45.8% sparse. Out of 11, its optimal subset consists of 5 features

and is publicly available. The classification performance of the three FR algorithms

evaluated by naive Bayes’, kridge, SVM + RBF and logistic regression is shown

in Figure 3.6. We observe that the four evaluators give similar performance with

the diff-criterion and mutual information methods. This indicates that the two

methods have effectively generated the same ranking. In contrast to diff-criterion

and mutual information, the nested subsets generated with the four top ranked

Relief features have resulted in a poor classification performance. This suggests

that Relief has selected less useful features in the top four positions. One thing that

is common among the three algorithms is that none has been able to reduce the

BER value obtained by all the features significantly. The reason is that when the

optimal subset was compared against the top five positions of each of the ranked

lists, we found that none was able to select all the five features of the optimal

subset. Here, one should note that the order of features in the ranking is also very

crucial in reducing the error, in addition to capturing useful features. Two more

interesting points to observe are that the error curves of the four classifiers follow

more or less the same pattern, and error obtained by logistic regression with all

the features is the lowest. The latter point verifies that the findings of [110] also

hold for binary data; logistic regression performs better than naive Bayes’ when

the training data is sufficient.
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Figure 3.6: Evaluation of feature ranking algorithms on LUCAS0.

Table 3.5 summarizes the results in terms of G, the subset with the minimum

number of features that result in a BER value equal to the one achieved by all

the features. It can be observed that the percentage reduction in dimensionality is

low. This is due to the size of the optimal subset in contrast to the total number

of features. On calculating the average size of G, we found it to be 6.3, 5 and

6.5 for the diff-criterion, mutual information and Relief algorithms respectively.

Hence, it can be concluded that mutual information is marginally better than the

diff-criterion and Relief for this low-dimensional data set.

3.4.3.2 SPECT: The Heart Disease Data set

Here, the task is to classify patients as normal or abnormal using the cardiac

single proton emission computed tomography (SPECT) images. The training data

set has 22 features with only 267 instances, which are almost balanced between

the two classes. The sparsity is 67.1%. The plots given in Figure 3.7 depict

how well diff-criterion, mutual information and Relief algorithms have performed
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Table 3.5: Comparison of Feature Ranking Algorithms on LUCAS0

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

18.5%
6 17.5% 45.5%

MI 5 16.4% 54.5%
Relief 5 16.2% 54.5%

kridge
Diff-criterion

16.4%
6 16.3% 45.5%

MI 5 16.2% 54.5%
Relief 5 16.3% 54.5%

SVM + RBF
Diff-criterion

16.24%
6 16.2% 45.5%

MI 5 16.1% 54.5%
Relief 6 16.24% 45.5%

LR
Diff-criterion

15.8%
7 15.9% 36.4%

MI 5 15.9% 54.5%
Relief 10 15.9% 9%

Mean, std
Diff-criterion

-
6.3, 0.5 - 43.2%

MI 5.0, 0.0 - 54.5%
Relief 6.5, 2.4 - 40.9%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

this classification task. Our first observation is that diff-criterion and mutual

information have shown more or less the same performance as these methods did

in the LUCAS0 case. This is because of the high similarity in their rankings.

We also find that the nested subsets formed from Relief’s five top ranked features

result in BER values greater than the BER obtained with all the features on kridge

and SVM + RBF classifiers. A similar behavior is shown by Relief in case of naive

Bayes’ and logistic regression with the three top ranked features. This kind of

performance was also observed when it was applied on LUCAS0. This suggests

that Relief ranks those features at the top, which may not have good prediction

power. Also, in case of diff-criterion and mutual information only one or two of the

the top ranked features are sufficient for the classification task. Our last remark

about the classification performance is that logistic regression has generated the

highest BER value for the set with all the features. The reason is that number of

training examples is scarce with respect to the number of features [110].

Now, we look at the feature selection performance of the three algorithms, which

is given in Table 3.6 in terms of G, the smallest subset of top ranked features

that results in the same error as with all the features. The diff-criterion and mu-

tual information have selected the same size of G subsets for the four classifiers
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Figure 3.7: Evaluation of feature ranking algorithms on SPECT.

and have outperformed Relief. There are various reasons for Relief’s poor per-

formance. One possible reason is that sparse distributions hinder in picking up

the real nearest-hits of instances under consideration as pointed out by Kira and

Rendell [83]. Another reason is that not all training examples given in a data set

may participate in the process of calculating feature weights. This is unlike the

feature weight estimation done by diff-criterion and mutual information, which

take all the training examples into account. By missing training example(s), a

feature’s relevance cannot be estimated as accurately as when all of the examples

are considered. When we compare the average size of the selected subset G, it

is clear that diff-criterion and mutual information have the same reduction capa-

bility. Hence, we conclude that diff-criterion and mutual information are equally

good for the SPECT classification task with the former being relatively less ex-

pensive in terms of computations. Moreover, the diff-criterion has an edge over

mutual information as the former has resulted in the lowest BER value with the
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Table 3.6: Comparison of Feature Ranking Algorithms on SPECT

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

30.1%
1 29.1% 95.5%

MI 1 29.1% 95.5%
Relief 4 29.4% 81.8%

kridge
Diff-criterion

28.1%
2 27.9% 90.9%

MI 2 27.9% 90.9%
Relief 6 26.6% 72.7%

SVM + RBF
Diff-criterion

27.7%
2 27.6% 90.9%

MI 2 27.6% 90.9%
Relief 5 27.9% 77.3%

LR
Diff-criterion

32.5%
1 29.1% 95.5%

MI 1 29.1% 95.5%
Relief 4 29.4% 81.8%

Mean, std
Diff-criterion

-
1.5, 0.58 - 93.2%

MI 1.5, 0.58 - 93.2%
Relief 4.8, 0.96 - 78.4%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

kridge classifier.

3.4.4 Evaluation on Data sets with High Dimensionality

This section evaluates the three feature ranking algorithms on four truly high-

dimensional data sets GINA, HIVA, NOVA and DOROTHEA. Ranked lists of

features are obtained according to the diff-criterion, mutual information and Re-

lief algorithms. For these data sets, the strategy for generating feature subsets,

adopted for data sets with small dimensionality becomes practically infeasible in

terms of time and computational resources. Also, the conventional strategy is mis-

leading as outlined in subsection 3.4.2. These issues are mitigated by adopting the

CDFE random search approach. Define nested sets S1 ⊇ S2 ⊇ . . . ⊇ SnT
of fea-

tures by progressively eliminating more and more features of decreasing relevance

with the help of a sequence of increasing threshold values on the ranking criterion,

where nT denotes the number of threshold values or in other words the subsets

considered. For a given threshold value, we discard a number of features and retain

the remaining features. The usefulness of every subset thus, generated is tested

by training a classifier and determining the classification error. Instead of using a

sequence of threshold values, subsets can also be generated with pre-defined num-

ber of features. By adopting this strategy, we can evaluate the performance of a

ranking algorithm over the entire range of features.
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Figure 3.8: Evaluation of feature ranking algorithms on GINA.

3.4.4.1 GINA: The Handwriting Recognition Data set

First, we consider GINA, which is used for recognizing odd from even digits. It

consists of 970 continuous features and we convert them into binary using the

strategy outlined in Appendix A. There are 3,468 examples for training and the

classes are balanced. The data set is 70% sparse. Figure 3.8 depicts the error

curves of the four classifiers. It is clear that logistic regression results in the

lowest BER at the optimal point and this is obtained by Relief. The lowest BER

value with all the features is attained by SVM + RBF kernel. The classification

performance of the three ranking algorithms is more or less the same for the four

classifiers except naive Bayes’. In this case, Relief has outperformed diff-criterion

and mutual information for nested subsets generated with its top ranked features

ranging from 50 to 300. Also, we observe that the subsets with the top ranked

Relief features evaluated with the four classifiers have not performed as bad as

in LUCAS0 and SPECT data sets. This is attributed to the use of contextual
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Table 3.7: Comparison of Feature Ranking Algorithms on GINA

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

19.8%
42 19.4% 95.7%

MI 165 19.7% 82.9%
Relief 42 19.2% 95.7%

kridge
Diff-criterion

14%
255 14% 73.7%

MI 255 13.9% 73.7%
Relief 165 13.4% 82.9%

SVM + RBF
Diff-criterion

6.4%
110 6.4% 88.6%

MI 165 6.3% 82.9%
Relief 95 6.4% 90.1%

LR
Diff-criterion

21.3%
11 20.9% 98.9%

MI 10 20.7% 98.9%
Relief 15 20.7% 98.5%

Mean, std
Diff-criterion

-
104.5, 108.5 - 89.2%

MI 148.8, 101.7 - 84.6%
Relief 79.3, 66.1 - 91.8%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

information by Relief. Capturing the information of the neighboring pixels helps

in recognizing the digits. Note that diff-criterion and mutual information are

univariate methods and the performance of the two almost overlaps. One last

remark about the classification performance is that the lowest BER value of 3.5%

is achieved by diff-criterion and Relief algorithms with SVM + RBF classifier.

Let us now look at the dimensionality reduction capability of the three algorithms.

Results for the subset with minimum number of features are given in Table 3.7. It

indicates that diff-criterion outperforms mutual information by selecting smaller

size of G subsets when the rankings are evaluated by naive Bayes’ and SVM with

RBF kernel classifiers. With the other two classifiers, it achieves a performance

comparable to mutual information. In comparison to Relief, it was found that

the G subsets selected by diff-criterion are comparable in size for all the classifiers

except kridge, for which the latter outperforms the former. When mutual informa-

tion and Relief are compared, we observe that the latter outperforms the former

for naive Bayes’, kridge and SVM + RBF classifiers. In the logistic regression case,

mutual information was able to select a smaller G. Next, we compare the average

size of G obtained by the algorithms. It can be noted that Relief selects compar-

atively smaller subsets. While recognizing digits, information related to a pixel’s

neighbors plays a key role. Because Relief estimates the importance of features in



Chapter 3. Evaluating Rankings of Binary Features for Feature Selection 60

0 200 400 600 800 1000 1200 1400 1600 1800
0.25

0.3

0.35

0.4

0.45

0.5

B
E

R

size of feature subsets

HIVA − Performance of naive Bayes

mi−measure
diff−criterion
relief
BER−1617=0.28984

(a) naive Bayes’

0 200 400 600 800 1000 1200 1400 1600 1800
0.2

0.25

0.3

0.35

0.4

0.45

0.5

B
E

R

size of feature subsets

HIVA − Performance of kridge

mi−measure
diff−criterion
relief
BER−1617=0.26778

(b) kridge

0 200 400 600 800 1000 1200 1400 1600 1800
0.2

0.25

0.3

0.35

0.4

0.45

0.5

B
E

R

size of feature subsets

HIVA − Performance of SVM with RBF kernel

mi−measure
diff−criterion
relief
BER−1617=0.24997

(c) SVM with RBF kernel

0 200 400 600 800 1000 1200 1400 1600 1800
0.2

0.25

0.3

0.35

0.4

0.45

0.5

B
E

R

size of feature subsets

HIVA − Performance of Logistic Regression

mi−measure
diff−criterion
relief
BER−1617=0.29053

(d) Logistic Regression

Figure 3.9: Evaluation of feature ranking algorithms on HIVA.

context of other features unlike the other two criteria, it exhibits relatively better

performance. Hence, among the three ranking algorithms Relief performs the best

while mutual information’s performance is the poorest.

3.4.4.2 HIVA: The Chemoinformatics Data set

Now, we study the performance of the three ranking criteria on HIVA, which is

considered to be the most difficult data set among the data sets of the “Agnostic

Learning vs. Prior Knowledge” challenge used in our experiments [60]. It is

designed to predict, which compounds are active and inactive against the AIDS

HIV infection. There are 1,617 features and 4,229 examples for training. The

classes are highly unbalanced and the sparsity is 90.9%. From Figure 3.9, we

observe that the error curves of the three ranking algorithms follow almost the

same pattern for the four classifiers. Also, the plots indicate that the lowest BER

value with all the features is obtained by the SVM + RBF kernel classifier. The

evaluation done by logistic regression seems to be unexpected: as the features of
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Table 3.8: Comparison of Feature Ranking Algorithms on HIVA

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

29%
335 29% 79.3%

MI 153 29% 90.5%
Relief 101 28% 93.7%

kridge
Diff-criterion

26.8%
140 26.2% 91.4%

MI 267 26.7% 83.5%
Relief 180 25.7% 88.8%

SVM + RBF
Diff-criterion

25%
153 24.7% 90.5%

MI 374 24.7% 76.9%
Relief 475 24.9% 70.6%

LR
Diff-criterion

29%
114 28.4% 92.9%

MI 114 28.4% 92.9%
Relief 50 29% 96.9%

Mean, std
Diff-criterion

-
185.5, 101 - 88.5%

MI 227, 117.5 - 85.9%
Relief 201.5, 190 - 87.5%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

less importance are eliminated, the error increases, indicating that features useful

for the classification are being eliminated. The reason for this is that the algorithm

(conjugate gradient) used to estimate the parameters of logistic regression is known

to be not a good choice for strongly correlated data but is preferred due to its

good computational time [102]. We observed earlier for Relief that it places those

features in the top locations of its ranking which result in comparatively higher

BER values. The same can be observed here too for all the classifiers we have

used. As far as the optimal classification or the lowest BER value is concerned,

one can note that it is achieved by the diff-criterion with kridge classifier and the

value is 23%.

Table 3.8 presents the results of dimensionality reduction in terms of G attained

by the three feature ranking algorithms. The comparison demonstrates that the

diff-criterion selected the smallest subsets when the kridge and SVM with RBF

classifiers were used. But Relief outperformed the diff-criterion and mutual infor-

mation when the rankings were evaluated by naive Bayes’ and logistic regression.

In comparison with Relief, mutual information outperforms it only with the SVM

+ RBF classifier. Otherwise, Relief has exhibited better feature selection per-

formance than mutual information. The feature selection performance can be
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summarized as: the diff-criterion results in the smallest G subsets with two clas-

sifiers while Relief outperforms the diff-criterion and mutual information when

the other two classifiers are used. Comparing the three criteria in terms of the

average size of G, it is found that the diff-criterion selects comparatively smaller

subsets. Hence, we can conclude that the diff-criterion performs better than the

other two criteria in terms of feature selection. Moreover, it results in the lowest

classification error using the kridge classifier.

3.4.4.3 NOVA: The Text Classification Data set

The next data set that we consider for investigating the performance of the three

ranking criteria is NOVA, which is based on the 20-Newsgroup data. Based on

words, text documents are separated into the politics and religion class and the

class assuming rest of the topics. The number of features is 16,969 while there are

1,929 training examples. The sparsity level is 99.7% and the classes are partially

unbalanced. Figure 3.10 plots the error curves for the four classifiers. We can

observe that the SVM + RBF kernel classifier results in the lowest BER while

logistic regression’s classification performance is the worst for the set of all the

features. The lowest classification error is attained by naive Bayes’. As far as

the performance of the feature ranking algorithms is concerned, it can be seen

that classification performance of diff-criterion and mutual information almost

overlaps each other for naive Bayes’, kridge, and SVM + RBF classifiers. In the

case of logistic regression, mutual information performs comparatively better than

diff-criterion. However, both the two measures have performed much better than

Relief over the subsets consisting of almost the top 3,500 ranked features, when

evaluated with naive Bayes’, kridge, and SVM + RBF classifiers. This indicates

Relief’s poor selection of the top features in its ranking; an observation we made

earlier for the previous data sets. Relief is not able to position useful features in the

top positions of its ranking in contrast to diff-criterion and mutual information.

However, the classification performance of Relief is relatively better in case of

logistic regression. One last thing about the classification performance is that

mutual information generates the lowest BER value of 4.7% with SVM + RBF

classifier.

In Table 3.9, the feature selection capability of the three algorithms is measured

in terms of G. From the results, it is clear that the diff-criterion outperforms Re-

lief in case of the kridge, SVM with RBF kernel and logistic regression classifiers.

However, G is of the same size for both of them in case of naive Bayes’. In com-

parison to mutual information, diff-criterion achieves a smaller size for G when the

evaluation is done by the kridge classifier. For the other three classifiers, mutual
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Figure 3.10: Evaluation of feature ranking algorithms on NOVA.

information results in smaller G subsets. On comparing mutual information and

Relief, we found that the former works better than the latter for naive Bayes’,

SVM + RBF and logistic regression. When the average size of the subset G is

calculated, it is observed that diff-criterion beats the other two criteria. Hence,

the diff-criterion is better than Relief and mutual information in terms of feature

selection. However, mutual information exhibits marginally better classification

performance.

3.4.4.4 DOROTHEA: The Drug Discovery Data set

Finally, DOROTHEA is considered. Here, the task is to predict, which compounds

bind to Thrombin. Its sparsity is 99.1% with highly unbalanced classes. The num-

ber of training examples is 1,150 training examples and that of features is 100,000.

These characteristics make DOROTHEA a very interesting case to study for fea-

ture selection. Data sets with highly imbalanced classes and/or training examples

far less than the number of features pose serious challenges to machine learning,
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Table 3.9: Comparison of Feature Ranking Algorithms on NOVA

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

7.9%
2400 7.9% 85.9%

MI 398 7.8% 97.6%
Relief 2400 7.8% 85.9%

kridge
Diff-criterion

6.2%
3917 6.1% 76.9%

MI 10430 6.0% 38.5%
Relief 9050 6.1% 46.7%

SVM + RBF
Diff-criterion

5.3%
3917 5.3% 76.9%

MI 2593 5.2% 84.7%
Relief 8078 5.1% 52.4%

LR
Diff-criterion

32.1%
4 31.5% 99.9%

MI 4 30.1% 99.9%
Relief 700 31.4% 95.8%

Mean, std
Diff-criterion

-
2559.5, 1848 - 85%

MI 3356.3, 4852 - 80%
Relief 5057, 4128 - 70%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

data mining and other fields. Figure 3.11 depicts the error curves obtained by the

four classifiers over the nested subsets generated from the three rankings. Among

the classifiers, we observe that the BER of the set of all the features is the lowest

when the SVM with RBF kernel is used whereas logistic regression performs the

worst in this regard. It is also evident that the classification performance of the

diff-criterion and mutual information is quite similar. This thus, implies that the

two ranking criteria have generated similar feature rankings. Both the criteria

reduce the BER of the set of all the features significantly as depicted by the evalu-

ation of all the four classifiers. By contrast, Relief has not been able to reduce the

BER of the set of all the features to a significant level. It’s overall classification

performance has also been outstripped by the performance of the other two crite-

ria. Once again, we observe that Relief’s top ranked features generate high BER

values. Relief has suffered from this issue for all the data sets discussed earlier.

It was also found that mutual information has resulted in the lowest classification

error having a value of 0.77% and obtained with the kridge classifier.

Now, we compare the three ranking criteria from the dimensionality reduction

point of view. Results are given in terms of G in Table 3.10. Like the classifica-

tion performance, Relief is outperformed by the diff-criterion and mutual informa-

tion. An interesting observation about the diff-criterion and mutual information
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Figure 3.11: Evaluation of feature ranking algorithms on DOROTHEA.

is that both were successful in placing two such features in the top two positions

of their ranked lists that can do the job of classification with a BER value equal

to that obtained with 100,000 features. Comparing the diff-criterion and mutual

information, it was found that both select G of the same size when naive Bayes’

and logistic regression were used. For SVM + RBF classifier, the diff-criterion

outperforms mutual information. In the case of kridge, mutual information works

comparatively better. Estimating the performance in terms of the average size of

G, we find that the diff-criterion generated the smallest size. Hence, we can con-

clude that the diff-criterion works better than the other two criteria both in terms

of improving the classification accuracy and selecting the most useful features.

Results of our experiments demonstrate that the diff-criterion outperforms mutual

information and Relief in four of the six data sets and obtains the second position

on the two other data sets.
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Table 3.10: Comparison of Feature Ranking Algorithms on DOROTHEA

Classifier FR Algorithm BERF |G| BERG Reduction

naive Bayes’
Diff-criterion

19.6%
2 19.2% 99.9%

MI 2 19.2% 99.9%
Relief 70 19.2% 99.9%

kridge
Diff-criterion

14%
100 14% 99.9%

MI 100 13.4% 99.9%
Relief 85598 14.4% 14.4%

SVM + RBF
Diff-criterion

11.5%
150 11.2% 99.9%

MI 300 11.4% 99.7%
Relief 10075 11.5% 89.9%

LR
Diff-criterion

20.6%
2 19.3% 99.9%

MI 2 19.3% 99.9%
Relief 100 20.6% 99.9%

Mean, std
Diff-criterion

-
63.5, 74 - 99.9%

MI 101, 140.5 - 99.9%
Relief 23961, 41360 - 76.1%

F is the entire feature set, G is the selected feature subset and BER is the balanced error rate, std means the

standard deviation and Reduction =
M−|G|

M
.

3.4.5 Discussion of Results

Diff-criterion is a new feature ranking measure, which has been proposed to work

for applications represented with binary data and two classes. To test its effec-

tiveness as a feature selection algorithm, we evaluated and compared it against

the well-known mutual information and Relief algorithms on six binary data sets.

Characteristics of these data sets were diverse and were chosen from different

application domains. We used two parameters for evaluation; the classification

performance and the size of the minimum subset of features that achieves the

same classification performance as attained by the set of all the features. This

subset was denoted by G. The classification performance was measured in terms

error and was estimated by using four different classifiers that are well known in

the feature selection community.

The diff-criterion and mutual information are univariate schemes while Relief is

multivariate. Univariate feature ranking methods are simple and computationally

less expensive. But these methods are unable to capture the interactions among

the features. On the other hand, being a multivariate algorithm, Relief is com-

putationally more expensive and is expected to perform comparatively better as

it takes the feature interactions into account. However, performance of multivari-

ate methods becomes worse in case the ratio of number of features to number of
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training examples, denoted by M
N
, is much greater than 1. Also, when the train-

ing examples are scarce, their performance will suffer. The time-complexity of

diff-criterion is less as compared to the other two criteria and Relief is the most

expensive.

LUCAS0 and SPECT were the two data sets with small dimensionality but with

different characteristics. The ratio M
N

is much less than 1 for LUCAS0 and it

consists of partially balanced classes and a sparsity of 45%. Due to the large

number of training data, it was expected that Relief will perform better than

diff-criterion and mutual information but it has shown poor classification and

feature selection performance. The reason is that unlike diff-criterion and mutual

information, Relief may not include all the training examples for estimating feature

weights. The diff-criterion has shown a performance similar to mutual information

in terms of classification error and dimensionality reduction. However, compared

to Relief, its performance is much better. When the three criteria were compared

in terms of the average size of G, mutual information was the winner on the

LUCAS0 data set. Table 3.11 presents a summary of the results. For SPECT

data set, the sparsity is 67% and its classes are balanced. In this case, the training

set is very small and the ratio M
N

≈ 0.08. As expected, the diff-criterion and mutual

information outperform Relief. Both show almost the same behavior both in terms

of classification and size of G. Hence, it can be concluded that diff-criterion is as

good as mutual information for small-dimensional data sets and performs much

better than Relief.

Theoretically, we can look into the comparison of rankings by using some rank

comparison measure. There are many measures defined in the literature, which

can be used to compare two rankings [11]. One well-known measure is the Kendall’s

τ correlation coefficient [29]. If Wi and Wj denote the weight vectors generated

by the ith and jth feature ranking criteria, then Kendall’s τ is given by

τ(Wi,Wj) =

∑
1≤a<b≤M

sign(Wia −Wib)(Wja −Wjb)√
(np − (nTi

/2))(np − (nTj
/2))

(3.15)

where Wia and Wja are the weights of the a
th entry of the weight vectors generated

by the ith and jth criteria respectively. The exact working of τ will be explained

in detail in Chapter 4 but for now, it suffices to know that it ranges over [-1, 1].

When the two rankings are independent, τ becomes 0. In case the two rankings

are positively correlated, τ equals 1 and if there is a negative correlation, then τ

has a value of -1. We have used it to estimate the difference between the rankings
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Table 3.11: Summary of the Performance of the Feature Ranking Algorithms

Data set FR Algorithm Average size of G Rank

LUCAS0
Diff-criterion 6.3 2

Mutual information 5 1
Relief 6.5 3

SPECT
Diff-criterion 1.5 1

Mutual information 1.5 1
Relief 4.75 2

GINA
Diff-criterion 104.5 2

Mutual information 148.75 3
Relief 79.25 1

HIVA
Diff-criterion 185.5 1

Mutual information 227 3
Relief 201.5 2

NOVA
Diff-criterion 2559.5 1

Mutual information 3356.25 2
Relief 5057 3

DOROTHEA
Diff-criterion 63.5 1

Mutual information 101 2
Relief 23960.75 3

G is the minimal subset of features that results in a classification performance equal to the classification perfor-

mance attained by all the features of a data set.

generated by the three feature ranking algorithms. Table 3.12 lists Kendall’s τ

calculated for the data sets used in our experiments.

For LUCAS0 and SPECT, we find that the rankings of diff-criterion and mutual

information are 92% similar thus, verifying our empirical conclusions.

The four high-dimensional data sets that we used in our experiments are GINA,

HIVA, NOVA and DOROTHEA. First, we applied the three ranking criteria on

GINA, whose task is to recognize handwritten digits. Its classes are balanced and

it is 70% sparse. The number of training examples is quite high in relation to the

number of features (M
N

≈ 0.28). Here, the performance of Relief was found to be

better both in terms classification and dimensionality reduction, though not sig-

nificantly. The reason for this is that Relief considers the contextual information

while assessing the features. The comparison of the diff-criterion and mutual infor-

mation indicates that both have shown a similar performance however the former

is comparatively better than the latter. This can also be seen from Table 3.11.

HIVA is a representative of applications with sparse data (≈ 90%) and highly

unbalanced classes. The ratio between number of features and number of training
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Table 3.12: Comparison of the Rankings using Kendall’s τ

Data set Comparison Kendall’s τ coefficient

LUCAS0
Diff vs. MI 0.9273

Diff vs. Relief 0.0182
MI vs. Relief 0.0182

SPECT
Diff vs. MI 0.9221

Diff vs. Relief -0.1429
MI vs. Relief -0.0823

GINA
Diff vs. MI 0.8372

Diff vs. Relief 0.4492
MI vs. Relief 0.4518

HIVA
Diff vs. MI 0.7496

Diff vs. Relief 0.1592
MI vs. Relief 0.1383

NOVA
Diff vs. MI 0.7878

Diff vs. Relief 0.5244
MI vs. Relief 0.5149

DOROTHEA
Diff vs. MI 0.7046

Diff vs. Relief 0.2005
MI vs. Relief 0.2788

examples is less than 1. It was found that for most of the subsets generated over the

entire range of features, the classification error of diff-criterion is either comparable

or less than that of mutual information. This similarity is also evident from the

Kendall’s τ = 75% as given in Table 3.12. The diff-criterion has also shown better

performance than Relief. In terms of the size of G on average, it generated the

smallest subsets.

We then looked at the NOVA data set, which has partially balanced classes, 99.7%

sparsity and M
N

is greater than 1. The training set is small. In this case, Relief

as per our expectations performed poorly as compared to the diff-criterion and

mutual information. The diff-criterion and mutual information demonstrate a

similar performance in terms of classification but the former outperforms the latter

in terms of the average size of G.

Finally, the data set that models an application where number of training exam-

ples is very small in comparison with the number of features (i.e., M
N

≫ 1) is

considered. This situation is frequently encountered in microarray classification

tasks [75]. DOROTHEA also suffers from the class imbalance problem that is

quite common in the text classification domain [152]. These characteristics make

it an interesting test case for feature selection. As expected, the performance of
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Relief was very poor and it was outperformed by both diff-criterion and mutual

information. It was unable to reduce the classification error unlike the other two

criteria, which have shown a significant reduction in the error attained by all the

features. The performance of diff-criterion and mutual information was almost the

same however, the former was successful in selecting smaller subsets of G on av-

erage. The similarity between the diff-criterion and mutual information estimated

by Kendall’s coefficient is 68%.

Hence, our conclusion about the working of the diff-criterion when used as a feature

selection algorithm for data sets of high dimensionality is that it is comparable to

that of mutual information but selects smaller G subsets on average. It generally

outperforms Relief.

Having compared the diff-criterion against mutual information and Relief algo-

rithms, we next compare its performance against the winning entries of the “Ag-

nostic Learning vs. Prior Knowledge” challenge for HIVA, NOVA, and GINA data

sets.

3.4.6 Comparison of CDFE against Winning Entries of the

Agnostic Learning Track

This section evaluates the performance of CDFE on three test sets namely, GINA,

HIVA and NOVA. One interesting point about these data sets is that the class

labels of their test sets are not publicly available. One can make an online submis-

sion to know the prediction accuracy of one’s algorithm. These data sets serve as a

benchmark for evaluating feature subsets selected by feature selection algorithms.

The organizers of the agnostic learning track of the “Agnostic Learning vs. Prior

Knowledge” challenge ranked all the entrants on the basis of the BER obtained

on the test sets.

For each data set, the feature subset selected by diff-criterion that resulted in best

classification BER values in Section 3.4.2 was used to investigate the performance

on the test set. For this purpose, we trained the kridge classifier and the Bernoulli

Mixtures Models + Neural networks classifier given in [131] using instances of

the test set with the optimal diff-criterion selected features. Table 3.13 has been

produced with the results that are available on the web site of challenge [62]. The

names of the feature selection algorithms and the classification methods used by

the entrants are listed. A comparison of CDFE’s performance against the top 3

winning entries of the agnostic learning track of the challenge is given.

In case of NOVA, the CDFE algorithm outperforms the top 3 winning entrants.
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For the HIVA data set, we observe that the BER value obtained by CDFE with

the kridge classifier also outperforms the test set BER values attained by the top

3 entries. Results obtained on GINA indicate that the CDFE algorithm beats

the 3rd winning entry. Thus, the performance exhibited by CDFE on the test

sets is an obvious indication of its effectiveness as a feature selection algorithm for

high-dimensional binary data sets.

3.5 Summary and Conclusions

In this chapter, we proposed a new ranking measure called the diff-criterion that

assigns weights to binary features of a data set according to their power to dis-

criminate between the classes. A mathematical and graphical analysis was given

to compare it against mutual information and thus, to motivate its usage. Our

theoretical analysis has shown that it will generate rankings effectively equivalent

to that of mutual information but it is computationally less expensive. To evalu-

ate its usage for feature selection, we rigourously tested it against two well-known

ranking (mutual information and Relief) algorithms on six different data sets with

four different classifiers. Results have shown that it outperformed mutual infor-

mation and Relief algorithms in case of four data sets in terms of dimensionality

reduction. For the other two data sets, it secured the second position among

the used ranking algorithms. Moreover, diff-criterion successfully selects feature

subsets that significantly reduce the classification error.

In the next chapter, we study the correctness of feature ranking measures. A

new method termed as feature ranking evaluation strategy (FRES) is suggested

to evaluate how correctly a measure has ordered the features of a data set in the

ranked list.



Chapter 4

Evaluating Orderings of Binary

Features for Correctness

A feature ranking algorithm 1 assesses the importance of individual features with

respect to the class variable and assigns them weights accordingly [55]. Theo-

retically, it is assumed that a ranking measure assigns higher weights to features

that are more capable of discriminating between the classes [40]. But in prac-

tice, different feature ranking algorithms generate different orderings or rankings

on the same data. This implies that different ranking measures estimate the re-

lationship between a feature and the class variable differently and thus, raises a

question: which measure better learns the “true” feature-to-class relationship and

thus generates the most “correct” order of individual features? This is termed

as the “correctness” problem of feature ranking algorithms. For artificial data,

evaluating a ranking for correctness is easy as we know beforehand the relevance

of features but in the case of real-life data sets, the true relevance is generally

missing.

Determining a ranking with correctly positioned features is helpful for the feature

analysis and feature selection applications. In feature analysis applications, we

want to rank features by relevance to the class variable. In other words, it is

required to identify and analyze features having high predictive power to distin-

guish between the classes. For example, a bio-domain expert wants to rank the

genes which are more relevant to a disease [92, 133, 142], in drug discovery, one

wants to search for drug targets by identifying the most relevant molecules [139]

and a computer scientist is in search for an appropriate ranking for the binary

1We interchangeably use ranking measure, ranking function, ranking algorithm and ranking
criterion.

73
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decision diagrams [28] and learning a Bayesian network from the data [77]. The

feature ranking criterion that positions the features most correctly has been in

fact successful in determining the true relevance of features with respect to the

class and thus, will provide a better analysis of the features. The correctness issue

also allows us to explain to some extent the working of feature ranking algorithms

while selecting features.

A commonly used approach to evaluate a ranking measure is to use its ranked list

of features as an input to an application such as feature selection. Depending on

the application specific performance (e.g., classification error in feature selection),

one can evaluate the quality of the ranking. The feature selection community

mainly focuses on this approach [8, 128]. This approach however does not address

the correctness problem (i.e., how correctly a ranking measure has estimated the

feature-to-class relationship). Evaluation of orderings from correctness point of

view can be done by examining the list of features provided by the domain expert

against the list of features ranked by a criterion. This is however insufficient in

case of real-life data where relevance is not known. Hence, a new evaluation strat-

egy is required. In the literature, the correctness issue has been comparatively

less studied. But these days, it is gaining the attention of researchers. Recently,

the American institute of mathematics (AIMS) has held a workshop whose focus

was to gain deeper insight into the working of ranking measures [3]. In their talk,

Gleich and Langville [49] emphasized on the need of paying more attention to the

correctness problem. This chapter discusses the problem of feature ranking cor-

rectness in detail. We suggest a new evaluation method for applications modeled

with data sets having binary features and two classes. It works equally good for

artificial and real-life data. We look into the working of three ranking algorithms

on five artificially generated data sets and the five data sets that were studied in

Chapter 3 using the proposed evaluation method.

The remainder of this chapter is organized into five sections. Section 4.1 defines

the correctness problem and discusses its importance. A literature review of the

work done for evaluating the correctness of feature rankings is provided in Section

4.2. In Section 4.3, a new evaluation method is proposed. Experimental results

are presented in Section 4.4. The chapter is summarized in Section 4.5.

4.1 The Correctness Problem

The problem of feature ranking correctness is defined as how good is a feature

ranking measure in discovering the “true” relationship between the individual fea-

tures and the class variable. In other words, how correctly a feature ranking
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criterion has positioned the features of a data set in its ranked list. If the set

comprising all the features is denoted by F = {F1, F2, . . . , FM}, then the kth fea-

ture ranking algorithm denoted by FRk, generates a weight vector denoted by

Wk = (Wk1,Wk2, . . . ,WkM) and thus, a ranking is obtained, which is given as,

R(Wk) = (R(Wk1), R(Wk2), . . . , R(WkM)). The available feature ranking criteria

estimate the relationship of features with the class variable differently thus, gen-

erating a different ranked list. The features can be ordered in M ! different ways.

Out of these rankings, one will be most correct and can be used as a reference

against which the correctness of other orderings can be established. If the kth

criterion has been successful in determining the “true” individual usefulness of

features for the class variable, then it will generate the correct order of features

and thus, we can consider it to be a good ranking algorithm from the correctness

viewpoint.

Here, we would like to point out that the variables ordering problem is different

from the correctness problem. In the former case, one is interested in determin-

ing an ordering of variables or features optimal for the problem under considera-

tion [153]. This can be achieved by searching the M ! orderings exhaustively. But

the exhaustive search is computationally intractable for even moderate values of

M . Therefore, heuristics have to be developed [69]. The correctness problem can

help solve the variables ordering problem. This matter is beyond the scope of this

thesis work and will be taken up as a part of our future work.

4.1.1 A Motivating Example

We start with an example to gain insight into the problem of feature ranking

correctness. Table 4.1 describes a data set with three binary-valued features and

nine instances. The class variable was generated according to the Boolean expres-

sion, C = (F1 ∨ F2) ⊕ (F1 ∧ F3). The three features are evaluated by each of the

three ranking algorithms (mutual information, diff-criterion and Relief) that we

presented in Chapter 3 for their relationship with the class.

The last column indicates the ranks assigned to the features by the three al-

gorithms. We observe that the features are ordered differently by the ranking

algorithms. In other words, the feature to class relationship has been estimated

differently by three algorithms. The diff-criterion and mutual information have

positioned F1 the first feature in the 3rd position while Relief has positioned it in

the 2nd position. The ranks assigned to F2 by mutual information, diff-criterion

and Relief are 1, 2, and 1 respectively. So, mutual information and Relief have

positioned F2 in the same position. The situation is most confusing in the case of
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Table 4.1: Motivation for the Correctness of Feature Rankings

x C Ranked List
(0, 0, 0) 0
(0, 0, 1) 0 R(Wmi) = (3,1,2)
(0, 1, 0) 1
(0, 1, 1) 1
(1, 0, 0) 1 R(Wdiff ) = (3,2,1)
(1, 0, 1) 0
(1, 1, 0) 1
(1, 1, 1) 0 R(Wrelief ) = (2,1,3)
(1, 1, 0) 1

F3 feature as no two algorithms share the same position for it. This example stim-

ulates us to think: which criterion’s estimates of the feature-to-class relationship

are correct? Hence, an evaluation method is needed for evaluating the rankings

for correctness.

4.1.2 The Importance of Feature Ranking Correctness

In this section, we look at the importance of the feature ranking correctness issue

for the two well-known applications that deal with features.

4.1.2.1 Feature Analysis

In feature analysis applications, identification of discriminant features is of fun-

damental and practical interest. When identified, discriminant features allow us

to gain better insight into the underlying system. For example, the gene expres-

sion analysis, which has gained a lot of attention from the researchers [57, 75].

Identification of genes helps in understanding the theory of cellular life [52]. Fur-

thermore, the bio-domain experts are interested in the gene ranking output so that

they can validate their results obtained in the laboratory [133]. The gene ranking

also allows them to learn the characteristics of essential predictive genes. This has

played a key role in the development of biological and medical applications [4].

Recently, discoveries in cancer research have also been confirmed using the gene

rankings [57]. Another example is drug discovery where molecules are ranked ac-

cording to their chances of success as drugs [139]. A correct feature ordering can

also be helpful in learning a Bayesian network from the data, which is known to be

a difficult task. In this regard, the K2 algorithm [30] has shown good performance

but it is sensitive to the ordering of variables. Hruschka Jr. and Ebecken [77] show

that good results can be obtained by using the ranked list of features generated
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by a ranking criterion for K2 algorithm. Similarly, binary decision diagrams [28]

require an appropriate ranking. Hence, for applications based on the ordering

of features, one is interested in finding out the “true” relationship between the

individual features and the class variable.

4.1.2.2 Feature Selection

The working of a feature ranking algorithm when used for feature selection can

be explained from the correctness point of view. In this respect, a feature ranking

algorithm that has been successful in estimating the true relevance of features will

place them in the correct order in its ranking and thus, provide a comparatively

better kick-off for the feature selection process. We provide empirical evidence to

support this argument in Section 4.4.

Furthermore, the correctness issue is of key importance for feature selection in

high-dimensional data sets. Guyon and Elisseeff [55] point out that it is tempting

to perform feature selection in two-stages for the typical case of high-dimensional

data sets where the number of features is large in comparison to the number of

instances. A feature ranking algorithm employed in the first stage provides a

reduced subset to the multivariate method of the second stage. This helps the

multivariate methods to overcome the issue of overfitting. However, the authors

raise their concern whether the feature ranking algorithm will provide the most

valuable information content to the second stage. This concern can be addressed

by considering the correctness of feature ranking algorithms and by using a ranking

algorithm in the first stage that generates a correctly ordered list of features.

Guyon and Elisseeff’s concern can be explained with the help of the working of fast

correlation based filter (FCBF) [159]. The first stage of FCBF assesses individual

features with respect to the class variable using symmetrical uncertainty. Features

having a weight less than a threshold value provided by the user are eliminated.

If symmetrical uncertainty has incorrectly estimated the relevance of features and

the user provides a high threshold value, the feature subset that is retained may

have potentially lost valuable information content.

4.2 Related Work

The machine learning, data mining and pattern recognition community has mostly

evaluated feature rankings from the feature selection perspective and the correct-

ness problem of feature ranking algorithms has gained little attention.

Su et al.[142] studied the correctness problem for the DNA microarray-based gene

expression data. They evaluated the correctness of the rankings generated by eight
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criteria that are well-known for their use in the analysis of the gene expression data.

For this purpose, the ranking generated by the t-statistic measure is considered

as a benchmark against which rankings of other measures are compared. In their

experiments, information gain, sum of variances, twoing rule, gini index, sum

minority, max minority and 1-D support vector machine measures were evaluated.

Ranks of the top 20 genes selected by the t-test measure were compared against

the ranks assigned to them by the measures that were under study. However,

no rationale was given for using the t-statistic as a benchmark to evaluate other

measures. Like other measures, the t-statistic is a measure used for ranking genes

and the extent to which its ranking is correct is not known.

Slavkov et al.[139] demonstrated the utility of the correctness problem for the

process of biomarker discovery. They proposed a method for measuring the cor-

rectness of feature rankings in medical applications. After estimating the ranks

of the features with a given ranking criterion, they generate M nested subsets

S1 ⊆ S2 ⊆ . . . ⊆ SM by adding one feature of decreasing importance at a time.

Each subset is evaluated by training a classifier. Classification error curves are

then constructed in order to analyze how correct is a ranked list. Experiments

have been conducted on rankings of information gain, random forests, ReliefF,

and support vector machine recursive feature elimination. To construct the error

curves, four classifiers are used, namely: naive Bayes, random forests, decision

trees and support vector machines. However, no clear-cut conclusion can be made

as the error curves are contradictory due to the different inherent characteristics

of the classifiers.

4.3 Feature Ranking Evaluation Strategy

(FRES)

In this section, we describe our proposed method, termed as feature ranking eval-

uation strategy (FRES), with which one can test the correctness of the order of

the individual features generated by a criterion. This will allow us to determine

the criterion whose feature-to-class relationship estimates are the best.

Our approach is based on the intuition that the feature that individually predicts

the class variable best should be assigned the largest weight by a feature ranking

criterion. In other words, it should be positioned at the top of the ranked list

generated by the criterion. On the other extreme, the feature that is poorest for

classification should be located at the bottom of the list. Therefore, we can use

the individual predictive power of a feature as a benchmark to determine how

correctly a given ranking criterion has positioned it in its ranking.
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FRES uses the concept of a single variable classifier [55] to estimate how well a

single feature predicts the class variable independently from the other features.

A single feature is used to train a classifier and the corresponding output value

of the classifier is assigned as a weight to it. Thus, a ranking sorted according

to the decreasing individual predictive power values is generated. In case of bi-

nary classification tasks with binary features, this ranking does not depend upon

the classifier used and therefore, can be used as a benchmark for evaluating the

correctness of rankings.

Theorem 4.1. A binary feature of a two-class classification problem when used to

train a classifier results in the same error value irrespective of the classifier used.

x

P (x|Ci)P (Ci)

x∗R1 R2

0

C1

C2

1

C2

C1

Figure 4.1: The space of a binary feature divided into two regions R1 and R2

by a general classifier as shown by the decision point x∗.

Proof. Let us assume that a general classifier induces a decision point (x∗) such

that it divides the space of Fi feature into two regionsR1 andR2 in a possibly non-

optimal way. The situation is depicted in Figure 4.1. A misclassification can occur

in two ways; either an observation x of Fi falls in R2 while the true class is C1, or

x falls in R1 and C2 is the true class. As these two events are mutually exclusive

and exhaustive, we can therefore estimate the probability of error as [15, 41]:
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P (error) = P (x ∈ R2, C1) + P (x ∈ R1, C2)

= P (x ∈ R2|C1)P (C1) + P (x ∈ R1|C2)P (C2)

=
∑
R2

µx
1(1− µ1)

(1−x)P (C1) +∑
R1

µx
2(1− µ2)

(1−x)P (C2) (4.1)

where µ1 = P (Fi = 1|C1) and µ2 = P (Fi = 1|C2) and are the average values of Fi

in C1 and C2 respectively. As x ∈ {0, 1}, the probability of error given in Equation

4.1 is independent of the location of the decision point (x∗) or in other words, the

decision boundary induced by the classifier. �

Remark 4.1. The individual predictive power of a binary feature can be estimated

by any classifier, which makes the weight vector or ranked list of individual features

a benchmark for the correctness issue. We also provide empirical evidence to

support this argument in Section 4.4.2.1.

Now, we explain the working of FRES, which is outlined in Table 4.2. First, the

kth feature ranking criterion whose correctness is to be investigated is applied on

the data set D. This generates a weight vector Wk. In the next step, a computa-

tionally efficient classifier is trained using the features one by one. FRES uses the

classification error for estimating the individual predictive power of features. The

error value thus obtained is used to assign a weight to the feature that was used to

train the classifier. In this way, FRES generates a weight vector consisting of the

values of individual predictive power of the features. It is denoted by WE and is

used as a benchmark for determining how correctly the kth ranking criterion has

positioned the features in the ranked list.

The deviation of a ranking generated by a criterion from the benchmark can be

measured with a rank comparison measure [11]. FRES uses Kendall’s τ rank

correlation coefficient [29]. It is different from other rank comparison measures as

it works on the weights instead of the ranks assigned to the features. Kendall’s

τ is equivalent to the linear correlation between the concordances of any pair of

observations. For example, consider the ath and bth entries of the two weight

vectors generated by FRES, i.e., (Wka,WEa) and (Wkb,WEb), where a < b. A pair

is said to be concordant if Wka > Wkb and WEa > WEb or if Wka < Wkb and

WEa < WEb. In other words, Wka −Wkb and WEa −WEb will have the same sign.

If the pair has opposite signs, then it is said to be discordant. When Wka = Wkb
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Table 4.2: The Feature Ranking Evaluation Strategy (FRES)

Input: Data D, The feature ranking method, FRk

Output: Kendall’s τ rank correlation and a FRES curve
Wk ⇐ ∅ , WE ⇐ ∅
Wk ⇐ sortDescOrdr(FRk(D))
for i = 1 to M do

Pi ⇐ BuildPredictiveModel(Fi)
WE ⇐ WE ∪ EstimateError(Pi)

end for
WE ⇐ sortDescOrdr(WE)

τ(Wk,WE) =

∑
1≤a<b≤M

sign(Wka−Wkb)(WEa−WEb)

√
(np−(nTk

/2))(np−(nTE
/2))

plot(Wk,WE)
return

or/and WEa = WEb, we say a tied pair arises in Wk or/and WE respectively. In

case of FRES, there are M observations and therefore np =
M×(M−1)

2
pairs will be

evaluated in calculating τ .

Kendall’s τ can be estimated as [29]:

τ(Wk,WE) =

∑
1≤a<b≤M

sign(Wka −Wkb)(WEa −WEb)√
(np − (nTk

/2))(np − (nTE
/2))

(4.2)

whereWka andWEa are the weights of the a
th entry of the weight vectors generated

by the kth criterion and the benchmark respectively. Here, nTk
denotes the number

of tied pairs in Wk and nTE
is equal to the number of tied pairs in WE. τ can vary

over the range [-1 1]. When the two rankings are independent, τ becomes 0. In case

the two rankings are positively correlated, τ equals 1 and if there is a negative

correlation, then τ has a value of -1. Since FRES uses the classification error,

therefore, when it compares various ranking measures from the correctness point

of view, a ranking criterion having τ equal to -1 or approaching -1 is considered

to be the best.

To visually depict the relationship between the ranking of a criterion and the

benchmark, FRES plots the error values obtained by features individually and

the weights assigned to them by a ranking criterion. We term such plots as FRES
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Figure 4.2: The ideal and worst FRES curves.

curves. An ideal ranking criterion will exhibit a linear relationship with the bench-

mark. The linear relationship will be negatively correlated with the classifier error.

The ideal and the worst cases are shown in parts (a) and (b) of Figure 4.2 respec-

tively.

4.3.1 Time Complexity

The running time of the FRES algorithm can be calculated from Table 4.2 and

can be broken down into three factors:

• time taken by the kth feature ranking algorithm, typically it is O(M),

• time complexity of the for loop will be O(M × V ), where the classifier trains

a single feature in time V , and

• Kendall’s τ has complexity O(M2).

When compared against O(MV ) and O(M2), the running time of the first factor

can be ignored. Hence, the time complexity of FRES isO(MV+M2) and therefore,

choosing a computationally efficient classifier is important.

4.4 Experiments

This section describes the experiments that were carried out to test FRES. In

Chapter 3, we investigated the usefulness of the three ranking algorithms, namely:

mutual information, Relief and the diff-criterion on six real-life binary data sets

for the feature selection problem. The same setup is used to evaluate the rankings

of mutual information, Relief and the diff-criterion for correctness in this chapter.

Appendixes A and B provide the details of the data sets and the experimental setup



Chapter 4. Evaluating Orderings of Binary Features for Correctness 83

respectively. In addition to the real-life binary data sets, we further investigate the

rankings of the three criteria on five artificially generated binary data sets. The

individual predictive power of the features is measured in terms of error which is

estimated over 5-fold cross validation with the balanced error rate (BER). We use

the logistic regression classifier [102] to estimate the individual predictive power

of the features as it was found to be computationally efficient in classifying the

instances. The CLOP [134] package was used to perform the experiments.

4.4.1 Synthetic Data

In this section, we use synthetic data to test how the three criteria perform in

discovering the feature-to-class relationship. For synthetic data, the relevance of

each feature is known. Hence, these data sets will give us a good comparison

about the performance of the FR algorithms from the correctness perspective. We

generate five data sets consisting of features with different but known values of

relevance.

4.4.1.1 Data Description

First, we describe the data generation procedure. The class variable of a data set

is generated randomly such that C ∈ {0, 1}. Then, features with given relevance

levels are generated by following the strategy proposed in [76]. For example, a

feature that matches the C variable 70% of the time has a relevance of 0.7 while a

feature’s relevance is 0.1 if 10% of its instances are extracted from C. In this way,

five data sets consisting of 5, 6, 7, 8, and 10 features and having 32, 64, 128, 256,

and 1,024 instances respectively were generated. The features include relevant and

irrelevant features. Of course, redundancy is also present among these features. To

have a better idea about the correctness of a ranking algorithm and to overcome

the randomness of the C variable, five versions were generated for each data set

without allowing the known relevance of the features to vary.

4.4.1.2 Results

Equations 2.2, 2.6 and 3.4 are used to apply Relief, mutual information and the

diff-criterion on the data sets to obtain the rankings respectively. The ranked lists

thus obtained are compared against the known relevance of the data sets. The

correctness is measured in terms of Kendall’s τ coefficient given in Equation 4.2.

Here, the relevance estimated by a good feature ranking algorithm will be highly

positively correlated with the known relevance of features. Higher the value of τ ,

the more correct is the ranking generated by a criterion. We repeated the same

experiment on the five versions of each data set and calculated the average value

of Kendall’s τ .
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Figure 4.3: Correctness of feature ranking algorithms on synthetic data.

Figure 4.3 depicts the results for the five data sets. In Figure 4.3(a), all the

instances of a data set (i.e., whole distribution) were used by the feature ranking

algorithms. It is clear from the histograms that among the three algorithms Relief

exhibits the lowest average τ values. Therefore, it is outperformed by the other two

criteria while diff-criterion performs better or comparable to mutual information.

FRES uses the the individual predictive power of features measured by a classifier

as an alternate to known relevance in case of real-life data sets where relevance

is unknown. To justify this idea, we applied FRES on the synthetic data and

compared the individual predictive power of features in terms of BER against the

known relevance. Figure 4.3(d) plots the relationship between individual BER

values and known relevance values of the features. From the red colored plot (or

whole distribution plot), we observe that the two are negatively correlated. The

feature with the highest known relevance has resulted in the lowest BER value.

Hence, the estimation made by FRES on the basis of the individual predictive
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power is a good reflection of the true relevance of features.

Next, we investigate the effect of not having the whole distribution on the correct-

ness of the rankings. For this purpose, two cases were considered. Figure 4.3(b)

indicates the case when we have 70% of the whole distribution and Figure 4.3(c)

shows the impact on the correctness of the rankings when 45% of the instances

are used. We observe that as the ratio between number of features and number of

instances increases, the estimated relevance values get affected, resulting in lower

τ values. However, our earlier conclusion about the ranking algorithms when the

whole distribution was used still holds. The diff-criterion is comparatively better

than Relief and mutual information in terms of the correctness of the rankings.

The black and blue colored plots of Figure 4.3(d) depict how the relationship be-

tween known relevance and the individual BER varies as 70% and 45% of the

instances are used respectively. In comparison to whole distribution, when 45% of

the data is used, Kendall’s τ decreases from -1 to -0.73. Hence, the estimates get

affected negatively as M
N

increases.

We can conclude that in case of synthetic data, the diff-criterion provides com-

paratively better estimates for the feature-to-class relationship thus, being a good

choice for applications wherever identification of most relevant features is required.

4.4.2 Real Life Data

This section tests FRES on real-life data sets. Rankings generated by Relief,

mutual information and diff-criterion are compared on five data sets. DOROTHEA

was left out as estimating the individual predictive powers of 100,000 features of

DOROTHEA was practically intractable. We also show how correctness of the

rankings can be used to explain the working of feature ranking algorithms for the

feature selection application. In this regard, the feature ranking algorithms are

applied on the data sets and then we analyze their top ranked features to determine

whether these features are truly the most informative features. Thus, the working

of the feature selection process is explained in the context of correctness. For

this purpose, we generate and evaluate M nested subsets S1 ⊆ S2 ⊆ . . . ⊆ SM

by adding one feature of decreasing importance at a time. In case of data sets

with small number of features, we examine all the features but for data sets with

high dimensionality, nested subsets generated from the top 20 ranked features are

studied.

4.4.2.1 The Working of FRES Does Not Depend upon a Classifier

First, we provide empirical evidence in support of Theorem 4.1, which states that

in case of binary classification tasks with binary features, a single feature when
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(b) kernel ridge regression
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(c) support vector machines
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Figure 4.4: FRES curves for SPECT using different classifiers.

trained with any classifier results in the same output error value.

To verify the theorem empirically, we applied FRES on the ranking of mutual

information criterion obtained on the SPECT data set. The individual predictive

power of the SPECT features was estimated using four different classifiers namely:

naive Bayes’, kernel ridge regression (kridge), support vector machines (svm) and

neural networks. The implementation given in CLOP [134] for these classifiers was

used. Figure 4.4 depicts the FRES curves. We find that these curves are the same.

The kernel used with the kernel ridge regression classifier is a polynomial degree

3 kernel and that used with support vector machines is a radial basis function

kernel. For neural networks, a two layer network, one of which consists of hidden

units is used. In addition to these four classifiers, Figure 4.6(b) shows the FRES

curve for SPECT using mutual information with the logistic regression classifier.

The similarity among all the five curves is evident. This kind of behavior is shown

by FRES irrespective of the data set and the ranking criterion. Hence, it can
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also be concluded empirically that FRES is independent of the classifier we use

to determine the individual predictive power of the features. This allows us to

use the ranking based on the individual error values of features as a benchmark

against which we can compare the correctness of other ranking criteria.

4.4.2.2 Results

Now, we present FRES curves for Relief, mutual information and diff-criterion

obtained on LUCAS0, SPECT, GINA, HIVA and NOVA data sets. In a FRES

curve, the weight vector obtained by a ranking algorithm is plotted against the

weight vector that is based on the individual predictive powers of the features. The

ranking of an ideal criterion should exhibit a negative linear relationship with the

benchmark as the latter is based on classification errors. To quantify the deviation

of the rankings generated by the ranking algorithms from the benchmarks, we use

Kendall’s τ correlation coefficient given in Equation 4.2. Results attained by the

three ranking algorithms on the five data sets are given in Table 4.3.

4.4.2.2.1 Evaluation on Data sets with Low Dimensionality LUCAS0

and SPECT consist of 11 and 22 features respectively and are considered to be data

sets with small dimensionality. We note that both have different sparsity, number

of instances and class imbalance as shown in Table A.1. Moreover, the ratio M
N

has

comparatively a higher value in case of SPECT as compared to LUCAS0. Due to

this characteristic, the estimates of the individual predictive power of the features

estimated by the classifier are expected to get affected. In other words, a small

value of N in relation to M cannot distinguish well between the M features and

can lead to incorrect estimates. Similarly, a higher value of M
N

may also affect

the relevance estimates of the features of the ranking algorithms. This kind of

behavior was observed in the case of synthetic data.

We assess the feature-to-class relationship for the two data sets using Equations

2.2, 2.6 and 3.4 for Relief, mutual information and the diff-criterion respectively.

Then the FRES strategy is applied to determine how correct are the ranked lists.

Figures 4.5 and 4.6 show the FRES curves for LUCAS0 and SPECT respectively.

The values of Kendall’s τ are summarized in Table 4.3. We also look at how

the correctness of rankings can be used to explain the feature selection process

of feature ranking algorithms. In this regard, M nested subsets are generated by

adding one feature of decreasing importance at a time and are evaluated by the

four classifiers that we have used in Chapter 3.

From the LUCAS0 plots and Kendall’s rank correlations, we observe that diff-

criterion works best and Relief’s performance is the worst when the BER values
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Figure 4.5: FRES curves for LUCAS0.

obtained for individual features are compared against the weights assigned to

them. The diff-criterion exhibits a negative linear relationship and achieves a τ

value of -1. Thus, the diff-criterion has successfully positioned all the features in

their correct locations. In other words, the feature with the highest predictive

power is placed at the top of the ranked list while the feature having the poorest

classification accuracy, is assigned the lowest weight.

To gain some further insight into correctness, let us look at the ranked lists:



Chapter 4. Evaluating Orderings of Binary Features for Correctness 89

R(WE) = (2, 4, 5, 9, 6, 8, 11, 7, 3, 10, 1)

R(Wrelief ) = (5, 11, 6, 7, 1, 4, 9, 8, 10, 2, 3)

R(Wmi) = (2, 3, 6, 9, 5, 8, 11, 7, 4, 10, 1)

R(Wdiff ) = (2, 4, 5, 9, 6, 8, 11, 7, 3, 10, 1)

It is clear from the ranking of WE that feature F11 has the lowest individual

classification error while F7’s individual predictive power is the poorest. The diff-

criterion has the ranking same as that of WE. Performance of mutual information

is quite similar to that of diff-criterion or in other words, the benchmark. But

the 2nd, 3rd, 5th and 9th features are placed incorrectly, resulting in a somewhat

smaller Kendall’s τ for the mutual information measure. Relief fails to place most

of the features in the correct position. The feature whose individual predictive

power is worse than that of five other features is ranked at the top. It is clear from

this comparison that the diff-criterion is the most suitable measure for identifying

the most informative features in feature analysis applications.

Table 4.3: Comparison of the Correctness of Feature Ranking Algorithms

Data set Feature Ranking Criteria Kendall’s τ Rank Correlation

LUCAS0
Diff-criterion -1

Mutual information -0.9273
Relief -0.0182

SPECT
Diff-criterion -0.9827

Mutual information -0.9048
Relief 0.1255

GINA
Diff-criterion -0.9108

Mutual information -0.8049
Relief -0.4653

HIVA
Diff-criterion -0.8722

Mutual information -0.6715
Relief -0.1676

NOVA
Diff-criterion 0.1187

Mutual information 0.2101
Relief 0.4110

Now, we examine the feature selection process in context of correctness of the

rankings. A feature ranking algorithm that has been successful in estimating the
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true relevance of features will place them in the correct order in its ranking and

thus provide a comparatively better kick-off for the feature selection process. This

can be observed in Figure 3.6 of Chapter 3. Error curves of the four classifiers

indicate that mutual information and diff-criterion start feature selection from a

lower BER value as compared to Relief. The reason for this is that both have

correctly placed F11 in their respective rankings while Relief places F11 at the 3rd

position. So, in case features are selected with forward selection, diff-criterion and

mutual information will start with features that are best for discriminating the

class variable.
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Figure 4.6: FRES curves for SPECT.

Figure 4.6 plots the FRES curves for the SPECT data set using the Relief, mu-

tual information and diff-criterion measures. The curves indicate that in Relief’s

ranking the top three features have very poor predictive power while mutual in-

formation and diff-criterion have selected features with high predictive power.

Ranking of the diff-criterion follows a linear relationship that is much better than
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achieved by mutual information. The incorrectly ranked features in this case arise

from somewhat less than perfect estimates of ranks due to limited number of data

samples in SPECT. Kendall’s τ rank correlation coefficients also confirm these

graphical observations. The diff-criterion has obtained a τ equal to -0.9827 while

τ for mutual information is -0.9048. For Relief, Kendall’s τ is positive, which

indicates how poorly it has ranked the SPECT features in the ranking. One can

conclude that Relief’s top three features will result in poor performance as com-

pared to those of diff-criterion and mutual information, when used for feature

selection with forward selection. This can be confirmed from feature selection

performed by Relief in Figure 3.7 of Chapter 3. The four classifiers when used to

evaluate the subsets generated from the top three Relief features have resulted in

high error values.

4.4.2.2.2 Evaluation on Data sets with High Dimensionality Next, we

investigate the correctness of feature rankings by Relief, mutual information and

the diff-criterion on the GINA, HIVA and NOVA data sets. From Table A.1,

we observe that there are 970, 1,617, 16,969 features in GINA, HIVA and NOVA,

respectively. Besides having a large number of features, the data sets have different

values for sparsity, number of instances and class imbalance. Unlike GINA and

HIVA, the ratio of M
N

for NOVA is greater than 1. This may lead to relatively less

accurate estimates of the individual predictive powers of NOVA features. The three

ranking algorithms are used to generate ranked lists and then FRES is applied to

test how correct a criterion is in estimating the feature-to-class relationship. We

also explain the feature selection process in the context of the correctness of the

rankings. In this regard, the top 20 ranked features of a ranking evaluated by

the four classifiers that were used in Chapter 3 are studied. The plots for GINA,

HIVA and NOVA are given in Figure 4.7, Figure 4.9 and Figure 4.11, respectively,

and the values of Kendall’s τ are listed in Table 4.3.

Lets consider GINA first. We observe from the GINA plot that the diff-criterion

is successful in locating the features correctly in the ranking while Relief performs

quite poorly. This is evident from τ values of Relief, mutual information and

diff-criterion. Relief has performed the worst while generating the ranked list

of features. Hence, we can expect that Relief will perform the poorest for the

classification task with its top ranked features as its estimates of feature-to-class

relationship are not as accurate as the other two ranking algorithms. This can

be verified by the evaluation of the rankings done by the four classifiers shown

in Figure 4.8. Due to the incorrect placement of features in its ranking, Relief
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has resulted in higher BER values as compared to mutual information and diff-

criterion.
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Figure 4.7: FRES curves for GINA.

In Figure 4.9, the ranked list of HIVA features generated by Relief, mutual in-

formation and diff-criterion are plotted against the individual predictive powers

of the features. It is clear from the FRES curves and Kendall τ coefficients that

the diff-criterion has generated the most correct order of individual features in

its ranking. Relief has performed the worst while positioning the features in its

ranked list. Hence, we can expect that Relief will perform the poorest for the

classification task with its top ranked features. This is evident when the top 20

features of Relief, mutual information and diff-criterion are used for feature se-

lection in Figure 4.10. The BER values obtained by training the four classifiers

with the selected top ranked Relief features are very high whereas diff-criterion

and mutual information perform quite well.
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Figure 4.8: Feature Selection on top 20 GINA features.

Finally, we investigate the working of FRES on NOVA for which M
N

is greater than

1. There are 1,929 instances available for 16,969 features. Figure 4.11 shows the

relationship of rankings of diff-criterion, mutual information and Relief against the

rankings obtained when a classifier was trained by features one at a time. From

the FRES curves and the positive τ values given in the Table 4.3 indicate that

none performs well. The main reason for this poor performance is that there are

not sufficient instances to distinguish well between the features due to which both

the ranking criteria and the individual predictive power of the features has been

affected. Note that the ratio of M
N

is the highest and the correctness has suffered

the most for NOVA among the data sets. But we find that the diff-criterion is

still the best among the three ranking criteria. The performance of Relief while

estimating the true relevance of features is the poorest. From this, we can deduce

that Relief will perform the worst for the classification task with its top ranked

features. To verify this, we generated and evaluated nested subsets of the top 20
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Figure 4.9: FRES curves for HIVA.

ranked features of Relief, mutual information and diff-criterion. The error values

obtained from the four classifiers shown in Figure 4.12 confirms our conclusion.

4.4.3 Discussion of Results

Researchers have paid a lot of attention towards designing feature ranking algo-

rithms and have investigated their performance from the context of feature selec-

tion or building classifiers. However, little work has been done in determining how

correctly a criterion has positioned the features in its ranking. In other words,

how good is a criterion in estimating the “true” relationship between an individ-

ual feature and the class variable. For artificial data sets, the relevance is known

and it is easy to test the correctness of the rankings of ranking criteria. In case

of real-life data, we need some mechanism to test how correct are the rankings.

We have proposed an evaluation method termed as feature ranking evaluation

strategy (FRES), which provides a platform to evaluate the correctness of ranking
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Figure 4.10: Feature Selection on top 20 HIVA features.

algorithms.

FRES plots the weights assigned to the features by a ranking criterion against

their individual predictive power measured by a classifier. For two-class classifica-

tion tasks represented with binary features, the individual predictive power of the

features can be estimated with any classifier and therefore causes the weight vector

of the individual predictive power of features to act as a benchmark. FRES uses

Kendall’s τ to measure the goodness of a criterion with respect to the benchmark.

We have evaluated the correctness of three ranking algorithms namely: Relief,

mutual information and diff-criterion on five synthetic and five real-life data sets.

First, we performed experiments on synthetic data. It was found that Relief is

outperformed by the other two criteria. Unlike mutual information and the diff-

criterion, it may not use all the instances of a training set for estimating the feature

weights. This results in poor estimation of the relevance of features. The compari-

son of diff-criterion and mutual information shows that the former performs better
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Figure 4.11: FRES curves for NOVA.

or comparable to the latter. We also verified the usefulness of FRES on synthetic

data by looking at the relationship between individual predictive power of features

estimated by FRES and the known relevance of the features. FRES was successful

in determining the true relevance of the features. FRES was also investigated for

the case when number of instances (N) are not sufficient in relative to the number

of features (M). For this purpose, we kept M and the known relevance of the

features constant. We observed that the FRES estimates on the synthetic data

gets affected negatively by increasing the M
N

ratio.

Experiments were then carried out on five real-life data sets with different char-

acteristics to test Relief, mutual information and diff-criterion. We found that as

far as the order of individual features is concerned, diff-criterion performs the best

and performance of Relief was the worst. It was also observed that the ratio be-

tween the number of features and the number of instances is an important factor.

As the M
N

ratio approaches 1 or becomes greater than 1, the relationship between
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Figure 4.12: Feature Selection on top 20 NOVA features.

the weights of a ranking criterion and the individual predictive powers deterio-

rates. This is as expected because this will not only worsen the estimates of the

feature-to-class relationship of a ranking criterion but will also cause a classifier

to give an incorrect estimate of the individual power. This was noted in NOVA’s

case, where there are 16,969 features and only 1,929 instances in the training set.

In this regard, the best performance was achieved for LUCAS0 as M
N

≪ 1.

The correctness issue may not be useful in determining the criterion that will

perform best for building classifiers but it helps us in understanding how feature

ranking criteria work as feature selection algorithms. It was observed that Relief

often fails to correctly position the features with good individual predictive power.

Because of this, Relief initially produces the worst classification results as it selects

features one-by-one in the forward direction. Typically, the correctness issue is

more beneficial for applications such as gene expression analysis in which the

examination of features most relevant for the class variable is required. This kind
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of analysis reveals the most useful information related to the class variable and

thus helps in better understanding the application domain.

4.5 Summary and Conclusions

In this chapter, we proposed a new method, termed as feature ranking evaluation

strategy (FRES) which evaluates how correctly a feature ranking criterion posi-

tions the binary features of two-class classification tasks in the ranking generated

by it. FRES defines a benchmark based on the individual predictive power of

the binary features against which rankings of other criteria can be compared. We

tested the rankings generated by Relief, mutual information and diff-criterion on

five artificially generated and five real-life binary data sets having different char-

acteristics. Our results indicate that the diff-criterion places the features more

correctly in their actual positions as compared to Relief and mutual information

criteria. Investigating correctness of rankings is typically useful for analyzing fea-

tures in classification tasks but it also helps us explain the working of feature

ranking algorithms for the feature selection problem.

The next chapter discusses how to make feature selection manageable for high-

dimensional data sets. Feature ranking algorithms are efficient as their time com-

plexity is O(M) but ignore interactions among the features. Algorithms that take

feature redundancies into account have time complexity O(M ×M) and there-

fore, become computationally intractable on data sets with large dimensionality.

To make feature selection effective and efficient for high-dimensional data sets, we

present a new two-stage algorithm which can eliminate redundant features without

becoming computationally infeasible.



Chapter 5

Two Stage Feature Selection for

High-Dimensional Binary Data

Data sets with hundreds of thousands of features are becoming common and are

posing challenges to feature selection. Microarray analysis, image classification

and text classification are examples of the domains where large dimensionality

data sets are commonly in use these days. In the typical case of binary data sets,

NOVA [62] and DOROTHEA [113] are well-known for their large dimensionality

and represent text classification and medical applications respectively. Handling

data sets with a huge number of features raises concerns about the efficiency and

effectiveness of feature selection algorithms.

To select an optimal subset of features from such data sets, feature ranking meth-

ods seem to be the best option. Features are ranked according to their individual

importance with respect to the class variable. Unlike other methods used for

feature selection, these methods simply cut the ranked list of features into two

subsets. One subset of the features is selected and the other subset is discarded.

Because of this, these methods are simple to implement and are usually computa-

tionally efficient. But feature ranking algorithms may not be the best choice for

building classifiers. The reason for this is that only a feature’s relationship with

the class variable is considered and the interactions among the features are not

explicitly checked. So, presenting the most individually relevant features, which

have not been checked for redundancies to classifiers will not result in optimal clas-

sification results [31]. A computationally more expensive option is a filter method,

which belongs to the feature subset selection category. These methods check for

redundancies among features and employ a search strategy in order to find a sub-

set of most relevant and least redundant features. The typical time complexity

99
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is O(M ×M), where M is the original dimensionality of a data set. Some popu-

lar examples are Koller and Shami’s Markov blanket filter (MBF) [86], Fleuret’s

conditional mutual information maximization (CMIM) algorithm [44] and Peng

et al.’s minimal redundancy maximal relevance (mRMR) framework [116]. How-

ever, as the dimensionality of the data increases the explicit search causes these

methods to become computationally intractable. Hence, feature selection for high-

dimensional data sets faces the problem of achieving efficiency and effectiveness at

the same time. To address this problem, we propose a two-stage feature selection

algorithm in this chapter.

The remainder of this chapter is organized into five sections. Section 5.1 describes

the working of the two stage algorithm. Experimental results are presented in

Section 5.2. In Section 5.3, the results are discussed and compared with other

feature selection algorithms that we studied in this research work. We compare

the two-stage algorithms against the top three winning entries of the Agnostic

Learning Challenge in Section 5.4. The chapter is summarized in Section 5.5.

5.1 Two-Stage Feature Selection Algorithms

Based on the Diff-criterion

In this section, we describe the design of the proposed two-stage feature selection

algorithm. We suggest combining a feature ranking algorithm with a filter method

in order to make feature selection efficient and effective for high-dimensional binary

data sets [72]. The first stage employs a computationally cheap feature ranking

measure to select a preliminary subset. This step is intended to eliminate a poten-

tially large number of irrelevant and redundant features. The idea of employing a

feature ranking method to reduce the dimensionality before using a multivariate

method has been criticized for fear of losing valuable information [55]. The reason

for this is that normally a user provided threshold value decides the size of the

subset delivered to the second stage. A smaller subset will be deprived of the

class information while a larger subset will burden the second stage with heavy

computations.

This issue has been addressed by our two stage algorithm. We ensure that the

subset selected by the first stage has enough features so that loss of information

about the class is minimum and the second stage at the same time does not

become computationally infeasible. Presenting such a reduced subset not only

makes the job of a filter algorithm comparatively easy but also provides it with

sufficient information. The second stage then selects the most useful features

from the subset produced by the first stage by employing a computationally more
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expensive but higher performance filter algorithm. The overall impact of the two-

stage algorithm is that feature selection becomes computationally tractable for

high-dimensional data sets while attaining high classification performance. The

details of the two-stage feature selection algorithm are presented next.

5.1.1 First Stage: Selection of the Preliminary Feature

Subset

A feature ranking algorithm such as the class-dependent density-based feature

elimination (CDFE) algorithm is employed in the first stage to obtain a subset

with a reduced number of highly informative features. For this purpose, CDFE

generates a sorted list of features based on the diff-criterion weights assigned to

the features. Then, it generates nested subsets S1 ⊇ S2 ⊇ . . . ⊇ SnT
of features by

progressively eliminating more and more features of decreasing relevance with the

help of a sequence of increasing threshold values on the ranking criterion, where

nT denotes the number of threshold values considered. Each subset is evaluated

with a classifier and thus, a classification error (or accuracy) curve is generated.

When the CDFE strategy is used to search the feature space, the error versus size

of feature subset plots are normally of U shape. This can be easily generalized

from the plots given in Section 3.4 of Chapter 3. We therefore explain the working

of the first stage with the help of the error curve drawn in the following diagram

(Figure 3.2 is reproduced with some changes).

Size of Feature Subsets

E
rr
o
r

ERopt

|O| |F|

ERF

|G|

ERG

J

Figure 5.1: A general relationship between error and feature subsets of CDFE.

CDFE starts with the set of all features denoted by F and continues to progres-

sively eliminate less important features. The error obtained with all the features
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is denoted by ERF . We then, reach the point, which is represented by a circle,

labeled O in the diagram. This subset O will contain those top ranked features,

which together have resulted in the minimum error value. We denote it by ERopt.

The subset generation and evaluation continues until a point G is reached. It

is the subset that consists of the minimum number of features for which ERG

becomes equal to ERF . Actually, this point consists of those features, which are

necessary for the classification task.

Had we been using CDFE as a stand-alone method for feature selection, the out-

come would have been the subset G. But we are looking for a reduced subset of

highly informative features. The nested subsets generated in the region from O to

G as shown in the diagram contain those features. Therefore, we suggest the use

of a subset from this region for the second stage. This guarantees that a highly

informative subset but reduced in dimensionality will be delivered to the second

stage. The best would be the subset corresponding to the ERopt. However, in

the case of true high-dimensional data sets, this subset may still contain a large

number of features that cannot be handled by the second stage algorithm. To

address this issue, we can select a subset with appropriate dimensionality lying

between O and G. Here, one point that should be kept in mind is that G is the

subset with minimal number of features having classification performance same

as that of F . So, we have to find some other point. Let us mark it as J in the

diagram. While determining J, we have to consider that the number of features

contained in it should be greater than |G|, the cardinality of subset G. This will

help us in determining a subset with dimensionality smaller than that of O and

information almost the same as that of O. An empirical rule of thumb is given as

50|G| < |J| < 0.5|O| (5.1)

Hence, the outcome of the first stage is a subset, which will not only be easier for

the filter in the second stage to manipulate but will also contain high quality infor-

mation about the class. This will therefore, improve the computational efficiency

and classification performance of the second stage algorithm.

5.1.2 Second Stage: Selection of the Final Feature Subset

In the second stage, we suggest the use of a filter algorithm. Filters can be catego-

rized depending on whether they determine feature dependencies using statistical

measures or by discovering the causal relationship. The latter are considered to

be superior as they take into account the way data were produced. Incorporating
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causality in feature selection is therefore considered to be beneficial [61]. There-

fore, we employ filters that are designed for discovering causal relationship among

features. The effectiveness of the two-stage idea is tested by using two filters in

the second stage:

1. Koller and Sahami’s Markov blanket filtering (MBF) algorithm [86], which

approximates the theoretically optimal feature selection algorithm, and

2. the Bernoulli mixture model based Markov blanket filtering (BMM-MBF)

algorithm [130], which improves the computational efficiency of MBF par-

ticularly for data sets with binary features.

We now describe the two algorithms briefly.

5.1.2.1 Koller and Sahami’s Markov Blanket Filtering (MBF) Algo-

rithm

Koller and Sahami [86] are considered to be the first to apply the concept of a

Markov blanket for feature selection. The Markov blanket of a feature is the min-

imal subset of features, which when known causes the class variable and all other

features to become probabilistically independent of the feature. The condition for

determining the Markov blanket of a feature of interest is given by Equation 2.18.

Theoretically, Koller and Sahami show that among a set of features, a feature Fi

whose Markov blanket, Mi, can be identified, can safely be discarded from the set

without an increase in the divergence from the true class distribution. However, to

exactly pinpoint the true Markov blanket of Fi is practically an intractable task.

Therefore, heuristics are designed to find an approximation of the Markov blanket.

One such heuristic was proposed by Koller and Sahami and was named as Markov

blanket filter (MBF).

Table 5.1 outlines the MBF algorithm, which eliminates features in the backward

direction. An M ×M matrix involving pairwise (feature-to-feature) correlations,

where M is the size of the set consisting of all the features, is generated. Then, for

each feature Fi, a candidate set Mi is obtained by selecting those K features that

have the highest correlation with Fi. These selected K features are considered to

comprise the Markov blanket of Fi. Having the value of K as large as possible

ensures that Mi subsumes all the information Fi contains about other features and

the class variable. However, in practice this may lead to data fragmentation. MBF

then uses the following expected cross entropy measure to estimate how close Mi

is to being the Markov blanket of Fi:
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Table 5.1: The MBF Algorithm [86]

1. Let U = F
2. repeat

(a) For each feature Fi ∈ U, determine those K features from U−{Fi},
which have the highest correlation with Fi. This candidate set is
taken as the Markov blanket (Mi) of Fi.

(b) For each Fi, compute δU(Fi|Mi).

(c) Eliminate the Fi for which the term in step (b) is minimal and
update U = U− {Fi}.

3. until desired number of features in U

δU(Fi|Mi) =
∑
fMi

,fi

P (Mi = fMi
, Fi = fi)×

DKL

(
P (C|Mi = fMi

, Fi = fi) ∥ P (C|Mi = fMi
)
)

(5.2)

where DKL represents the Kullback-Liebler divergence [89] and fMi
and fi are the

feature values assigned to Mi and Fi respectively. The feature Fi for which we

have found the best match for its Markov blanket will have the smallest value

for δU(Fi|Mi) and thus, can be discarded. The MBF algorithm can also generate

a ranked list of features that are sorted according to relevance to the class vari-

able. Its time complexity is O(rMKN2KL) where r are the features that will be

eliminated and L denotes the total number of classes.

5.1.2.2 Bernoulli Mixture Model-Based Markov Blanket Filtering

(BMM-MBF) Algorithm

Koller and Sahami [86] pointed out that the greater the number of features as-

sumed in the candidate Markov blanket set of a feature, the more likely it is to

subsume all the information contained in that feature. However, for larger values

of K the expected cross entropy measure given in Equation 5.2, which is estimated

from the training data requires heavy computations. In other words, as MBF tries

to discover the Markov blanket over a set with a larger number of features, it

becomes computationally intractable. This issue has been addressed for data sets

with binary features by the BMM-MBF algorithm [130]. Instead of estimating
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the cross entropy measure from the training set, BMM-MBF measures it with the

help of a Bernoulli mixture model. The rationale behind this is that a Bernoulli

mixture model can be used for identifying regions of high data density on the

corners of an M -dimensional hypercube. All the steps given in Table 5.1 for MBF

are followed by BMM-MBF, except that Step 2(b) is replaced by the steps given

in Table 5.2. Now, the working is briefly explained here.

Table 5.2: The BMM-MBF Algorithm [130]

Consider all sub-vectors vj, 1 ≤ j ≤ Q, of the main vectors, so that vj ∈
{0, 1}K , i.e., vj consists of those K features that have the highest correlation
with the target (corresponds toMi given in Table 5.1). For each binary feature
Fi, 1 ≤ i ≤ M , the cross entropy measure δ′U(Fi|Mi) is computed as:

1. Estimate probability of vj in class 1, p1 =
∑Q1

k=1 πk × p(vj|q1k)

2. Estimate probability of vj in class 2, p2 =
∑Q2

k=1 πk × p(vj|q2k)
3. Assuming equal priors for both classes, we calculate P (C1|vj) = p1

p1+p2

and similarly calculate P (C2|vj)

4. Calculate P (C1|vj, fi = 0) and P (C1|vj, fi = 1) by repeating steps 1,2,3

5. By taking the sum over all sub-vectors and all values of fi,
we calculate cross entropy measure, δ′U(Fi|Mi), approximated by:∑

f∈{0,1}
∑Q

j=1 DKL(P (C|vj, fi = f)||P (C|vj))

First, BMM-MBF calculates the Bernoulli mixtures from the training data sep-

arately for the two classes. Class 1 is denoted by C1 and C2 represents class 2.

Lets assume that Q1 and Q2 are the number of mixtures generated for the two

classes respectively and Q denotes the total number of mixtures, i.e., Q = Q1+Q2.

The qth mixture is specified by a prior πq and a probability vector pq ∈ [0, 1]M ,

1 ≤ q ≤ Q. The expectation maximization (EM) algorithm [15] is used to de-

termine these two parameters. The BMM-MBF algorithm then thresholds the

values of probability vector to see which corner of the hypercube the qth mixture

represents. For this purpose, pq is converted into a binary vector x by taking a

probability value greater than 0.5 as a one and zero otherwise. The probability of

occurrence of the newly generated vector is given by:

p(x|q) = πq ×min
i

pxi
qi (1− pqi)

1−xi (5.3)
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where pqi ∈ [0, 1], 1 ≤ i ≤ M , represents the probability of success of Fi in the

qth mixture. In the mixture density model, the feature vector having the highest

probability of occurrence according to Equation 5.3 is termed as ‘main vector’ and

is represented by v:

v = argmax
x∈X

p(x|q)

where X represents the set of all binary vectors in {0, 1}M . On estimating the

main vectors, BMM-MBF then follows the steps given in Table 5.2, where q1k and

q2k represent the kth mixtures of the classes 1 and 2 respectively.

For a classification task with L number of classes, the time complexity of BMM-

MBF algorithm is O(rMKQ2L). In MBF, the cross entropy measure is computed

from a data of size N ×K and doing so, 2K combinations have to be taken into

account. On the other hand, the computation of the cross entropy measure of

BMM-MBF considers a data of size Q ×K. In other words, BMM-MBF consid-

ers only Q main vectors in each Bernoulli mixture thus, resulting in a dramatic

reduction in time.

5.2 Experiments

This section describes the experiments carried out to investigate the performance

of the two-stage algorithm with CDFE used as a preprocessor to an FSS algorithm

(MBF or BMM-MBF) in the second stage. For this purpose, we compare the

performance of two stages against the feature selection algorithm used without

the first stage.

5.2.1 Performance Evaluation

To evaluate the performance of the two-stage algorithm, we use four classifiers:

naive Bayes’, kernel ridge regression, support vector machine with RBF kernel

and logistic regression and four high-dimensional data sets: GINA, HIVA, NOVA

and DOROTHEA, that were used in Chapter 3. The implementation of the four

classifiers given in Challenge Learning Object Package (CLOP) [134] was used.

The classification error is estimated using the balanced error rate (BER) measure

over 5-fold cross validation. BER averages the error rates of the positive and

negative classes and is considered to be a good measure especially for unbalanced

classes [60]. Further details about the data sets and the experimental setup are

given in Appendixes A and B.

We use G in the following discussion to denote the minimal subset of features
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resulting in a BER value that is equal to the BER generated by the entire fea-

ture set. In other words, G is composed of those features that are necessary for

classification. The subset O denotes the feature subset with lowest classification

error. The BER attained by the set of all features is denoted by BER-M , where

M is the size of the entire feature set and is represented by a horizontal dashed

line in the plots. We keep the following two points in mind while evaluating and

comparing the performance of the feature selection algorithms:

• the percentage reduction in dimensionality that is obtained with subset G

is measured as, Reduction = M−|G|
M

× 100, and

• the over all error curves obtained by the feature selection algorithms.

5.2.2 Stage-1: Class-Dependent Density-Based Feature

Elimination

In this phase, CDFE generates a number of nested subsets in search of the lowest

error subset consisting of highly informative features for a data set. In contrast

to other classifiers, the BER curve of a kernel ridge regression (kridge) classifier

varies smoothly. This can be verified from the error curves of GINA, HIVA, NOVA

and DOROTHEA given in the subsection 3.4.4 of Chapter 3. Therefore, we prefer

kridge classifier for finding a subset of features that contains high information

about the class. The subsets thus generated by CDFE are evaluated by the kridge

classifier and the feature subset resulting in a minimum BER value is selected for

the second stage of the two-stage algorithm. From Figures 3.8(b), 3.9(b), 3.10(b)

and 3.11(b), the minimum BER results are obtained for the four data sets and are

summarized in Table 5.3.

Table 5.3: Stage-1: CDFE as a Preprocessor

Data set M BER of F |O| BER of O Reduction
GINA 970 14.0% 450 13.6% 53.6%
HIVA 1,617 26.8% 575 23.1% 64.4%
NOVA 16,969 6.14% 4,950 6.0% 70.8%

DOROTHEA 100,000 13.9% 8,000 4.16% 92%

F is the entire feature set, M is size of the entire feature set, O is the selected feature subset and BER is the

balanced error rate.

The GINA kridge BER curve indicates that an optimal BER value of 13.6% is

achieved with the feature subset which consists of the 450 top ranked features
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from the CDFE ranking. Hence, by applying CDFE on GINA, we are left with

46.4% of the original features. This subset of highly informative features is handed

over to the second stage for further dimensionality reduction and classification im-

provement. Next, we look at the HIVA data set. In this case, when kridge was used

to evaluate the CDFE ranked list of features, optimal classification was attained

by eliminating the bottom 1042 features having poor relevance with respect to the

class. In other words, subset O was found to contain the top 575 ranked features

thus giving a reduction of over 64% in the total features. From the NOVA kridge

plot, we find that an optimal BER of 6% was obtained when a 4,950 feature subset

generated by CDFE was evaluated. We thus have only 29.2% of the original set

of features in the subset that will be carried forward to the next stage for fur-

ther elimination of features detrimental to classification. Finally, we consider the

DOROTHEA data set. It was found that the subset that results in optimal classi-

fication on the kridge curve consists of 25,500 features out of the original 100,000

features. This subset is still of high-dimensionality and will make the second stage

practically intractable. To overcome this problem, we chose a smaller subset of

8,000 features based on the strategy suggested in Section 5.1.1 and in accordance

to the rule of thumb given in Equation 5.1. This resulted in a feature reduction of

92%. The subsets selected from this stage are given for further processing to the

second stage, where we use MBF and BMM-MBF algorithms turn by turn.

5.2.3 Evaluation of the Two-Stage Algorithm with the

MBF Algorithm in Second Stage

This subsection investigates the usefulness of adding CDFE to MBF as a part of

the two-stage feature selection algorithm. The working of MBF when applied on

a reduced CDFE feature subset is compared against that of MBF when applied

on the original feature set as a stand-alone method. For evaluation purpose, we

generate nested subsets from the sorted lists of features returned by both MBF

and two-stage (CDFE + MBF) feature selection algorithms. The subsets of each

of the four data sets (GINA, HIVA and NOVA, and DOROTHEA) are then tested

using naive Bayes’, kridge, SVM with RBF kernel and logistic regression classifiers

as shown in Figures 5.2, 5.3, 5.4 and 5.5 respectively. Table 5.4 summarizes the

results.

The MBF algorithm takes several hours on an Intel Core 2 Duo CPU with 1.83Ghz

clock speed for values of K greater than 15. Also, MBF becomes computationally

infeasible due to the presence of a large number of features in the NOVA and

DOROTHEA data sets. This provides the motivation for introducing CDFE as
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a preprocessor to MBF. For data sets with such high dimensionality, effectiveness

and efficiency for feature selection can be obtained when performed in two stages.

This is reflected through the results of our experiments. MBF has shown a sig-

nificant improvement in its performance both in terms of classification accuracy

and feature selection. In the discussion to follow, we have used the best value of

K for each data set. Since MBF cannot be applied on NOVA and DOROTHEA,

therefore, performance of the two-stage algorithm was compared against the BER

value attained with all the features.
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Figure 5.2: Comparison of the two-stage (CDFE + MBF) algorithm against
the MBF algorithm on GINA.

5.2.3.1 GINA: The Handwriting Recognition Data set

Figure 5.2 depicts the performance of the two-stage algorithm on GINA when

MBF is used in the second stage. The classification performance attained by the

four classifiers using CDFE and MBF in two stages is slightly better as compared

to that of MBF when it is used as a stand-alone method. However, as indicated
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by Table 5.4, the two-stage algorithm (CDFE + MBF) selects G of smaller size as

compared to MBF. Out of the four classifiers, evaluation done by naive Bayes’ is

outstanding. In this case, MBF alone selects a subset of 165 features to generate

a BER value equal to one that is attained by all the features. On the other hand,

MBF reduces the size of this subset to 28 when it processes the highly informative

reduced CDFE subset in the second stage. The kridge results indicate that the

subset G selected by MBF as a stand-alone method consists of 165 features and

that selected by CDFE + MBF contains 150 features. When SVM with RBF

kernel is used for evaluation purposes, MBF when used alone has 102 features in

the subset that results in a BER value as good as the one achieved by the entire

feature set while for the two-stage algorithm, this subset G includes 78 features.

In the logistic regression case, performance of the two feature selection algorithms

is almost similar. On calculating the average size of G, we find that CDFE +

MBF selects 67 features while 111 features are selected by MBF alone. Hence,

MBF has a better performance when it works on the top 450 CDFE features as

compared to when it works on all original features.

5.2.3.2 HIVA: The Chemoinformatics Data set

The HIVA curves given in Figure 5.3 compare the effectiveness of MBF when it

works on the subset provided to it by CDFE and when it works on the data set

with all the features. Evaluation is done using naive Bayes’, kridge, SVM with

RBF kernel, and logistic regression classifiers. From the plots, we can clearly see

that there is a shift in the optimum BER point of MBF towards the left when it is

combined with CDFE. This implies that classification performance has improved.

In case of naive Bayes, MBF alone results in an optimum BER of 26.7% with

185 features. But MBF attains an optimum BER of 26.1% with 153 features

when CDFE is used as a preprocessor to it. For the kridge classifier, MBF attains

an optimum BER value of 25% with 140 features while the two-stage algorithm

obtains the optimum BER point with 121 features. Similarly, SVM with RBF

kernel exhibits an optimum BER value of 23% with 185 features for CDFE +

MBF and an optimum value of 24% with the top 374 MBF features. The optimum

BER point of MBF when evaluated with logistic regression is obtained with 25%

value and 140 features while that of CDFE + MBF is observed as 25% value with

101 features. Hence, MBF’s classification performance is significantly improved

when used with CDFE in two stages. Now, we look at the impact on the feature

selection capability of MBF. Table 5.4 indicates that in contrast to MBF, the

two-stage algorithm selects the subset G of smaller size. The two-stage algorithm

selects 74 features with naive Bayes’ while MBF alone selects 101 features. In case
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Figure 5.3: Comparison of the two-stage (CDFE + MBF) algorithm against
the MBF algorithm on HIVA.

of kridge classifier, MBF alone has chosen a subset with 101 features and when

it is used with CDFE, it selects 51 features to perform classification as good as

the one achieved with all the features. We observe a similar behavior when SVM

with RBF is used; MBF selects 335 features and two-stage algorithm has chosen

55 features for the subset G. But for logistic regression, MBF has selected G with

14 features while |G| = 18 for the CDFE + MBF algorithm. On comparing the

overall performance in terms of the average size of G, we find that the combination

of CDFE and MBF outperforms the MBF algorithm.

5.2.3.3 NOVA: The Text Classification Data set

Unlike GINA and HIVA, MBF becomes computationally infeasible on NOVA,

which has 16,969 features. Therefore, the feature selection performance of the two-

stage algorithm is compared against the BER value attained by the entire feature

set. Performance of the four classifiers is shown in Figure 5.4. An error rate of
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Figure 5.4: Comparison of the two-stage (CDFE + MBF) algorithm against
the MBF algorithm on NOVA.

7.89% was attained when the set of all features is used to train the naive Bayes’

classifier. This error value is reduced to a minimum value of 5.2% when naive

Bayes’ is trained with the top 2,816 ranked features of the two-stage algorithm.

The evaluation of the subsets of the CDFE + MBF algorithm done by kridge

classifier does not dip below the the BER of all the features. In this case, we

take the subset whose BER is nearest to the BER-M as G. The SVM with RBF

kernel shows a slight improvement in classification but logistic regression exhibits a

significant reduction in error when compared against their respective BER values

attained by the entire feature set. Hence, the two-stage algorithm shows good

classification performance. Next, we consider the feature selection capability of

CDFE + MBF algorithm. Table 5.4 presents a summary of the results. For naive

Bayes’, it was found that only 455 (or 3%) features selected by the two-stage

algorithm have resulted in a classification error as good as the one achieved by
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all the features. When kridge is applied on NOVA, the subset G selected by the

two-stage algorithm consists of 2,593 features. The size of G equals 860 with SVM

+ RBF kernel and consists of only 3 features when logistic regression classifier is

used. Hence, it is clear that introducing CDFE as a preprocessor to MBF has not

only made it computationally possible to apply MBF on NOVA but it has also

resulted in good classification and feature selection performance.

0 1000 2000 3000 4000 5000 6000 7000 8000
0

0.05

0.1

0.15

0.2

0.25

size of feature subsets

B
E

R

DOROTHEA − Performance of naive Bayes

CDFE + MBF
BER−100000=0.19616

(a) naive Bayes’

0 1000 2000 3000 4000 5000 6000 7000 8000
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

size of feature subsets

B
E

R

DOROTHEA − Performance of kridge

CDFE + MBF
BER−100000=0.13999

(b) Kridge

0 1000 2000 3000 4000 5000 6000 7000 8000
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

size of feature subsets

B
E

R

DOROTHEA − Performance of SVM with RBF kernel

CDFE + MBF
BER−100000=0.11439

(c) SVM with RBF kernel

0 1000 2000 3000 4000 5000 6000 7000 8000
0

0.05

0.1

0.15

0.2

0.25

size of feature subsets

B
E

R

DOROTHEA − Performance of Logistic Regression

CDFE + MBF
BER−100000=0.20556

(d) Logistic Regression

Figure 5.5: Comparison of the two-stage (CDFE + MBF) algorithm against
the MBF algorithm on DOROTHEA.

5.2.3.4 DOROTHEA: The Drug Discovery Data set

Finally, we look at how the two-stage algorithm works on the DOROTHEA data

set. The error curves are plotted in Figure 5.5 for the four classifiers. Like NOVA,

MBF is computationally infeasible on DOROTHEA due to the dimensionality

size. Therefore, we use the BER value obtained by a classifier trained with all

the features to evaluate the performance of the CDFE + MBF algorithm. The

DOROTHEA plots clearly indicate an improvement in the classification error.
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The naive Bayes’ results in a BER of 19.6% with all the features and exhibits a

minimum error value of 2.4% for the subset with top 4,246 features of the two-stage

algorithm. The kridge classifier reduces the classification error from 13.99% that

is attained by all the features to minimum value of 1.6%, which is obtained with

3,130 features. While evaluating feature subsets, SVM + RBF classifier results in

a minimum BER value of 2.22% with 1700 features while it gives a BER of 11.44%

with all the features. In case of logistic regression, a minimum BER of 7.89% is

achieved with 1700 features and a BER of 20.5% with all the features. We next

refer to Table 5.4 in order to analyze the feature selection performance of CDFE

+ MBF on DOROTHEA. Using the first two features of CDFE + MBF, naive

Bayes’ and logistic regression have achieved a BER that is as good as obtained by

all the features. For the kridge classifier, the size of G is 20 and for SVM + RBF

kernel, it is equal to 40. The overall impact of combining CDFE and MBF in two

stages on DOROTHEA is that a significant reduction in classification error and

high feature selection performance have been achieved.

5.2.4 Evaluation of the Two-Stage Algorithm with the

BMM-MBF Algorithm in Second Stage

In this subsection, we investigate the performance of the two-stage algorithm when

CDFE and the BMM-MBF algorithm are combined in two stages. The advantage

of BMM-MBF over MBF is that the former is computationally more efficient. On

considering different values of K (i.e., different sizes of Markov blanket set) for the

BMM-MBF algorithm, we found that it does not suffer from the computational

problems that were faced by Koller and Sahami’s MBF algorithm, even when it

searches for the Markov blanket of a feature using values of K as large as 40. The

optimal value of K was used for each data set. To evaluate the performance of

CDFE + BMM-MBF and BMM-MBF algorithms, we generated nested subsets

from the sorted feature lists of the two algorithms and trained four classifiers

with each subset. We present our results in Table 5.5. The empirical results are

plotted in Figures 5.6, 5.7, 5.8 and 5.9 for GINA, HIVA, NOVA and DOROTHEA

respectively. The four error curves thus obtained give us a fair comparison about

the working of the two feature selection algorithms.

5.2.4.1 GINA: The Handwriting Recognition Data set

In Figure 5.6, the two-stage algorithm and the BMM-MBF algorithms are applied

on GINA and are evaluated using the naive Bayes’, kridge, SVM with RBF kernel

and logistic regression classifiers. From the plots, it is clear that the improvement

in the classification performance of BMM-MBF is significant. Now, we look at
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Figure 5.6: Comparison of the two-stage (CDFE + BMM-MBF) algorithm
against the BMM-MBF algorithm on GINA.

the extent to which the feature selection capability of BMM-MBF algorithm has

been improved. For this, lets refer to Table 5.5. It can be seen that the two-stage

algorithm significantly improves the feature selection performance of BMM-MBF.

When naive Bayes’ classifier is used to evaluate the BMM-MBF and two-stage al-

gorithms, the size of G equals 827 and 165 features respectively. In the kridge case,

the classification task is performed with 600 features by BMM-MBF alone with an

accuracy equal to that attained with all the features. This subset is reduced to 255

features with the addition of CDFE to BMM-MBF. Evaluation of the SVM with

RBF kernel indicates that there are 935 features selected by BMM-MBF in the

subset G, which is reduced to a size of 128 when CDFE and BMM-MBF are com-

bined together. On running the experiment with logistic regression, BMM-MBF

selected 158 features while the two-stage algorithm selected 60 features. The aver-

age size of G is 630 for BMM-MBF and 152 for the two-stage algorithm, which is
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a huge improvement. It can be said that CDFE provides a relatively small subset

with highly relevant features to BMM-MBF, which then selects a smaller subset

of most useful features.
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Figure 5.7: Comparison of the two-stage (CDFE + BMM-MBF) algorithm
against the BMM-MBF algorithm on HIVA.

5.2.4.2 HIVA: The Chemoinformatics Data set

The performance of the two-stage (CDFE + BMM-MBF) algorithm is compared

with the BMM-MBF algorithm on HIVA in the error curves corresponding to the

four classifiers shown in Figure 5.7. An improvement in the classification capability

of BMM-MBF can be seen clearly. In all the cases, the minimum BER points

have shifted left. To understand how the addition of CDFE as a preprocessor has

affected BMM-MBF’s capability to select useful features, we refer to our results

given in Table 5.5. Results of naive Bayes’ indicate that 1020 features of BMM-

MBF have resulted in a classification error, which is equal to the BER value
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attained by all the features. This number is reduced to 101 when CDFE + BMM-

MBF is used. When the two algorithms were evaluated by kridge, we find that the

subset G selected by BMM-MBF consists of 1119 features while for the two-stage

algorithm, it contains 153 features. In case of SVM+RBF and logistic regression

classifiers, BMM-MBF was unable to select a smaller subset of features, which

results in a BER value as good as attained by all the features. But when CDFE

was introduced before BMM-MBF, the G that was selected consists of 400 and 30

features for SVM + RBF kernel and logistic regression respectively. Hence, the

performance in terms of feature selection and classification has been improved for

the HIVA data set with the addition of CDFE to BMM-MBF.
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Figure 5.8: Comparison of the two-stage (CDFE + BMM-MBF) algorithm
against the BMM-MBF algorithm on NOVA.

5.2.4.3 NOVA: The Text Classification Data set

Figure 5.8 shows how the two-stage algorithm performs on NOVA. Like MBF,

working of BMM-MBF becomes computationally infeasible. Due to this, we use
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the BER value obtained by all the features to estimate the performance of the two-

stage algorithm. The good classification performance of CDFE + BMM-MBF is

evident from the plots. The two-stage algorithm, when evaluated with naive Bayes

reduces the BER of 7.88% that is obtained with all the features to 2.2% , which is

attained with 1700 features. Similarly, the CDFE + BMM-MBF with the kridge

classifier exhibits a BER of 4.1% with 1700 features in contrast to 6.14% BER

with all the features. A similar behavior is shown by our two-stage algorithm when

evaluated with SVM + RBF kernel and the logistic regression classifiers. Next,

we refer to Table 5.5 to have an idea about the feature selection performance

of CDFE + BMM-MBF on NOVA. The two-stage algorithm with naive Bayes’

selects a subset of 300 features with classification error as good as obtained by

all the features. From the results of the kridge classifier, we observe that the size

of G is equal to 575. Dimensionality of NOVA is reduced to 580 when CDFE +

BMM-MBF is used with SVM + RBF kernel classifier. In logistic regression case,

20 features from the reduced subset obtained from first stage attain a BER value

that is as good as obtained by all the features. Hence, the two-stage algorithm

has made it possible for us to apply BMM-MBF on NOVA and has significantly

improved the feature selection and classification performance of BMM-MBF.

5.2.4.4 DOROTHEA: The Drug Discovery Data set

Finally, we analyze the performance of the two-stage algorithm on DOROTHEA.

As with NOVA, BMM-MBF alone is not feasible on DOROTHEA which has

100,000 features. The two-stage algorithm is therefore compared against the clas-

sification error of the entire feature set. Figure 5.9 shows the evaluation done by

the naive Bayes’, kridge, SVM with RBF kernel and logistic regression classifiers.

A significant improvement in the classification performance is evident. To look at

the capability of CDFE + BMM-MBF, we refer to Table 5.5. Results show that

BMM-MBF selects a subset of 27 features from the subset provided from the first

stage to perform the classification task with error as good as the one attained by

all features. In the case of kridge classifier, the size of the subset G is 55. When

we use SVM + RBF kernel to evaluate the two-stage algorithm, we find that 75

features can do the classification task with an error value that is obtained with all

the features. For the logistic regression, only 7 features are selected in the subset

G. Hence, performing feature selection on DOROTHEA with good effectiveness

and efficiency has become possible by introducing CDFE as a preprocessor to

BMM-MBF algorithm.
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Figure 5.9: Comparison of the two-stage (CDFE + BMM-MBF) algorithm
against the BMM-MBF algorithm on DOROTHEA.

5.3 Discussion of Results

These days, data sets with hundreds of thousands of features are commonly avail-

able in domains such as microarray analysis, text classification and many others.

Feature selection algorithms that take feature interactions into account normally

have a time complexity of O(M ×M), which makes such algorithms impractical

on large dimensionality data sets. The normal routine is to use feature ranking

algorithms to perform feature selection. But these methods ignore feature de-

pendencies and thereby, result in suboptimal classifier design. To make feature

selection efficient and effective for high-dimensional data sets, we propose a two-

stage algorithm. The first stage finds a reduced subset with high information

content about the class using a computationally cheap feature ranking algorithm.

In the second stage, a computationally more expensive but higher performance

filter is employed in order to select the most useful features. For this purpose, we
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use a filter that discovers the dependencies among the features. The idea of per-

forming feature selection in more than one stage is not new [4, 116, 129]. However,

two-stage feature selection algorithms are criticized for losing valuable information

in the first stage. Our two-stage algorithm takes this matter into account and en-

sures that a reduced subset with highly informative features is provided to the

second stage algorithm.

We have tested our two-stage algorithm using two Markov blanket filters (MBF

and BMM-MBF) by combining them with CDFE. This combination (CDFE +

MBF or CDFE + BMM-MBF) has made it possible for us to apply the two filters

on truly high-dimensional data sets such as NOVA and DOROTHEA. In addition

to attaining computational efficiency, the two-stage algorithms have shown a sig-

nificant improvement in classification with four classifiers namely, naive Bayes’,

kridge, SVM with RBF kernel and logistic regression classifier. We have observed

that the dimensionality of these data sets has been substantially reduced from 74%

to over 99%. In contrast to the performance on these two data sets, we have also

applied our two-stage algorithms on GINA and HIVA, which are data sets with

relatively small number of features. CDFE + MBF and CDFE + BMM-MBF

algorithms both were able to reduce the classification error significantly and were

able to achieve a reduction up to 98.8% and 98.2% respectively.

To further look into their performance, we compare CDFE + MBF and CDFE

+ BMM-MBF algorithms against the feature ranking algorithms that we have

studied in Chapter 3. A comparison among the seven feature selection algorithms

that have been discussed in this dissertation is shown in Table 5.6 in terms of the

average size of G, the smallest subset that results in an error value that is attain-

able by all the features. From the table, we observe that the two-stage ((CDFE +

MBF) or (CDFE + BMM-MBF)) algorithm consistently acquires the first position

for the four high-dimensional binary data sets. In case of GINA, Relief, which was

the winner amongst the feature ranking algorithms, has been outperformed by

CDFE + MBF. For HIVA, NOVA and DOROTHEA, the diff-criterion (or CDFE)

algorithm outperformed mutual information and Relief algorithms. But CDFE +

MBF tops the list for HIVA and DOROTHEA while CDFE + BMM-MBF has

topped the list of feature selection algorithms for NOVA. Hence, the combination

of a feature ranking algorithm with a filter in the form of a two-stage algorithm

is the clear winner amongst the three feature ranking algorithms (diff-criterion,

mutual information and Relief) and the two filters (MBF and BMM-MBF).
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Table 5.6: Summary of Performance of Feature Selection Algorithms

Data set Feature Selection Algorithm Average size of G Rank

GINA

Diff-criterion 104.5 3
Mutual information 148.75 5

Relief 79.25 2
CDFE + MBF 67 1

MBF 111 4
BMM-MBF 630 7

CDFE + BMM-MBF 152 6

HIVA

Diff-criterion 185.5 4
Mutual information 227 6

Relief 201.5 5
CDFE + MBF 49.5 1

MBF 137.75 2
BMM-MBF 1343.5 7

CDFE + BMM-MBF 171 3

NOVA

Diff-criterion 2559.5 3
Mutual information 3356.25 4

Relief 5057 5
CDFE + MBF 977.75 2

MBF infeasible -
BMM-MBF infeasible -

CDFE + BMM-MBF 368.75 1

DOROTHEA

Diff-criterion 63.5 3
Mutual information 101 4

Relief 23960.75 5
CDFE + MBF 16 1

MBF infeasible -
BMM-MBF infeasible -

CDFE + BMM-MBF 41 2

G is the minimal subset of features that results in a classification performance equal to the classification perfor-

mance attained by all the features of a data set.

5.4 Comparison of Two-Stage Algorithms against

the Winning Entries of Agnostic Learning

Track

This subsection investigates how well our two-stage algorithm works on unseen

data or the test data set. For this purpose, we compare the working of the two-

stage (CDFE + MBF and CDFE + BMM-MBF) algorithms on GINA, HIVA and

NOVA, which were introduced in the “Agnostic Learning vs. Prior Knowledge”
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challenge [62]. The special thing about these data sets is that the class labels of

their test sets are not publicly available and one has to submit one’s results on line

to test performance of one’s algorithm. All the entrants of the agnostic learning

track of “Agnostic Learning vs. Prior Knowledge” challenge were evaluated on

the basis of the BER on the test sets.

We tested CDFE + MBF and CDFE + BMM-MBF algorithms with kridge clas-

sifier and the classification method given in [131] for NOVA, HIVA and GINA. A

comparison of the performance of the two-stage algorithm against the top 3 win-

ning entries of the agnostic learning track of the challenge is given in Table 5.7.

In case of NOVA, the two-stage algorithm outperforms the top 3 results. For

the HIVA data set, we observe that the BER value obtained by CDFE + MBF

algorithm on the test set with the kridge classifier achieves the fourth position.

Results obtained on GINA indicate that the two-stage (CDFE + MBF) algorithm

beats the 2nd and 3rd winning entries. This gives a proof about the classification

performance of the two-stage algorithm that is attained on the test sets of GINA,

HIVA and NOVA data sets and shows the effectiveness of introducing CDFE as a

preprocessor to MBF and BMM-MBF algorithms.

5.5 Summary and Conclusions

In this chapter, we proposed a new two-stage algorithm to select the most useful

features from data sets with high-dimensionality. The first stage employs a com-

putationally efficient feature ranking algorithm to search the feature space in order

to select a reduced information rich subset. In the second stage, a filter is used to

discover causal relationships among the features to further reduce the dimension-

ality of the subset from the first stage. We found that working on a reduced subset

not only makes feature selection efficient but also effective for high-dimensional

data sets. The two-stage idea was tested on four data sets GINA, HIVA, NOVA

and DOROTHEA using four classifiers namely naive Bayes’, kridge, SVM with

RBF kernel and logistic regression. The two-stage algorithm made it possible for

the filters to work on NOVA and DOROTHEA otherwise as stand-alone method,

these methods could not be applied on high-dimensional data sets. A subset as

small as 2 was selected by CDFE + MBF for the DOROTHEA data set, which

performed the classification task without compromising the accuracy of the sys-

tem. We also compared the performance of the two-stage algorithm on test data

and compared the performance with the top three winning entries of the “Agnos-

tic Learning vs Prior Knowledge” challenge. Our results in terms of classification

error and feature selection confirm the effectiveness of the two-stage algorithm.
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Chapter 6

Conclusions

High-dimensional data sets pose serious challenges to machine learning, pattern

recognition, data mining and other fields. Increase in the dimensionality on one

hand increases the time complexity of the algorithms used for the analysis of data.

On the other hand, the presence of irrelevant and redundant information in the

data threaten the accuracy of the learning algorithms. To overcome such prob-

lems associated with high-dimensional data, one has to reduce the dimensionality.

Methods that are proposed in this regard can be grouped into two broad categories:

feature selection and feature extraction methods. Feature selection methods se-

lect a subset of most useful features from the original set of features while the

latter transform the original feature space into another space for dimensionality

reduction.

In this dissertation, we have focused on feature selection algorithms for classifi-

cation tasks, also known as supervised learning tasks. A classification algorithm

learns a function that maps the input data to the classes. The presence of irrele-

vant and redundant features in the data make the classifier confused and complex

time wise. A feature selection algorithm is therefore designed by keeping one cri-

terion in view: select those features from the entire feature set, which together

improve the classification performance. In other words, feature selection is just a

search algorithm. An ideal algorithm will search 2M subsets, where M is the size

of the entire feature set. This search however becomes intractable as M increases.

Thus, feature selection algorithms are based on heuristic search mechanisms. Most

feature selection algorithms have been designed for and tested on non-binary data.

Not too much attention has been paid towards binary data sets, which are becom-

ing common these days in various application domains. The lack of work in this

area therefore directs our attention on data sets consisting of binary features. Our
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goal in this work was to design effective and efficient feature selection algorithms

for binary data especially with high-dimensionality. A summary of our research

contributions is provided below.

6.1 Summary of Research Contributions

Feature selection has been successfully applied in many domains for finding a

subset of the most useful features to improve the classification performance of

classification tasks. Based on the search strategy, feature selection algorithms

are grouped into two categories, i.e., feature ranking and feature subset selection

algorithms. The former do not explicitly search the feature space for the optimal

subset while the latter employ explicit heuristic search methods. In feature ranking

algorithms, features are evaluated individually and interactions among them are

not considered. This makes these methods computationally the most efficient

among the feature selection methods. On the other hand, feature subset selection

algorithms generate and assess subsets of features in search of the optimal subset.

Despite the fact that binary data are widely used to model tasks in a number of

application domains, one finds little feature selection work in this regard. Our

thesis makes the following contributions:

1. We proposed a ranking criterion called the diff-criterion to estimate the rel-

evance of features using their density values over the classes. It was demon-

strated through our theoretical analysis that the diff-criterion is equivalent to

the mutual information measure but it is more stable with respect to the class

balance for applications modeled with two classes. It was further established

that the diff-criterion is computationally more efficient. Additionally, we

have shown that the diff-criterion is an improvement over the max-criterion,

a ranking measure that has performed well in the “Agnostic Learning versus

Prior Knowledge” challenge organized for the IJCNN 2007 [62]. We empiri-

cally tested the feature reduction capability of diff-criterion against mutual

information and Relief algorithms. Our experiments on six data sets indi-

cate that the newly proposed diff-criterion outperforms both the criteria in

four data sets and secures the 2nd position on the other two data sets. We

found that on data sets with very large number of features it can reduce the

dimensionality upto about 99.9%. The classification performance of the diff-

criterion on the test data sets was tested against the top 3 winning entries

of the “Agnostic Learning versus Prior Knowledge” challenge. It was found

that it outperforms the winners of NOVA and HIVA while beating the 3rd

position holder in the case of GINA.
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2. A serious concern when designing feature ranking algorithms is how to de-

cide the total number of features in the final subset. Conventional methods

rely on the user input and thus, are sub-optimal. To address this issue,

we proposed an algorithm termed as class-dependent density-based feature

elimination (CDFE), which generates nested subsets over the entire range

of features by eliminating more and more features of less importance. The

goodness of each feature subset that is generated is evaluated using a clas-

sifier. Each subset’s classification performance is plotted against its size.

Depending on the application’s requirement, the subset that results in the

optimal classification or that which has the same performance as that of the

entire feature set, gives us the final count of the selected features. We found

that this strategy reduced the error introduced due to human subjectivity

and has shown promising results.

3. In the literature, a number of feature weighting schemes have been proposed

and tested from the feature selection point of view. Little attention has been

paid to the question of which criterion gives a better estimate of the feature-

to-class relationship? In other words, how correct is the order of features

in the sorted list generated by a feature ranking criterion? This requires an

evaluation method. In this regard, we proposed an algorithm called feature

ranking evaluation strategy (FRES) for binary data sets. The prediction

power of an individual feature can be used to estimate its correct position in

the sorted list. FRES is based on this idea. FRES is helpful for applications

such as analysis of gene expression data and to some extent it can help

us explain the feature selection process. It was shown with the help of

theoretical and empirical analyses that the working of FRES is independent

of the classifier used. Experiments were performed on five data sets and the

usefulness of FRES was demonstrated as it enhanced the comprehensibility

of the feature selection process. The diff-criterion was found to be the more

“correct” as compared to mutual information and Relief.

4. In the case of truly high-dimensional data sets, feature ranking and fea-

ture subset selection algorithms are used sequentially in two stages, to select

the most useful features. This makes feature selection effective and efficient

simultaneously. However, a serious issue in this regard is: what is the guar-

antee that the subset handed over to the second stage is not deprived of

valuable information about the class? No mechanism exists in the literature

to address this matter. We propose the use of the CDFE approach in the

first stage and select the subset with optimal classification performance for
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the second stage. This subset not only relives the second stage computa-

tionally but provides it with a good subset for classification. Our two-stage

algorithm employs the CDFE, a ranking algorithm in the first stage and a

causality based filter in the second stage. Experiments were performed on

four truly high-dimensional data sets. We have found that the combination

of a feature ranking algorithm and a filter has shown tremendous reduction

(upto about 99.9%) in the dimensionality. It was not only successful in elim-

inating the redundant features but also the computing time was drastically

reduced. The two-stage algorithm has outperformed all the feature ranking

and feature subset selection algorithms used in this study. To test the clas-

sification performance on the test data sets, we compared our results with

the winners of “Agnostic Learning versus Prior Knowledge” challenge. Our

two-stage algorithm outperformed the winning entries of the challenge.

6.2 Future Work

While providing answers to some of the problems and challenges faced by feature

selection algorithms for high-dimensional data sets, our work opens doors to some

interesting problems:

1. Extending the research work to non-binary data:

At present, the diff-criterion works for binary features. In future, we would

like to extend it to non-binary data. Also, it works on applications repre-

sented as two-class classification problems. The diff-criterion can be easily

extended to multiple classes by adopting one of the strategies outlined in

Section 2.3.1 and will be part of our future work.

Feature ranking evaluation strategy (FRES) currently measures the correct-

ness of feature ranking algorithms for data sets with binary-valued features

and two classes. It can be extended to work on continuous features and for

more than two class problems.

Similarly, the proposed two-stage algorithm that uses the CDFE approach

for selecting a subset in the first stage with highly informative features has

shown promising results on binary data. In the future, we would apply it to

non-binary data.

2. Employing a wrapper in the second stage of the two-stage algorithm:

While the two-stage algorithm with casuality based filters in the second

stage has shown good results, it would be part of our future work to test the

performance of the two-stage algorithm with a wrapper in the second stage.
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3. Applying the FRES concepts on real-life problems:

The performance of real-life problems such as learning the Bayesian network

structure, extracting boolean rules from binary decision diagrams (BDD)

and identification of genes depends upon an appropriate ordering of features.

FRES allows us to measure the correctness of feature orderings generated

by feature ranking algorithms. How well the orderings evaluated by FRES

will perform in such real-life situations is an open problem. We will take up

this work in our future.

4. Employing a correct ordering for two-stage feature selection algorithms:

For truly high-dimensional data sets, feature selection is performed in two

stages. The first stage selects a reduced subset for the second stage. As

a part of our future work, we will look into whether a ranking algorithm

(in the first stage) more correct in terms of estimating the feature-to-class

relationship can improve the performance of two-stage algorithms.

6.3 Concluding Remarks

This dissertation contributes to the field of feature selection by analyzing and

evaluating existing feature selection algorithms and presenting new algorithms,

which give better results for classification tasks modeled with binary features and

two classes. We hope that this work leads to a greater understanding of feature

selection for binary features.



Appendix A

Data Sets

In this appendix, we describe the details of the data sets that have been used in

this research work. The feature selection algorithms were tested on five real-life

data sets. Table A.1 summarizes the characteristics of each data set. The data

sets model different applications and we can observe from the Table A.1 that the

data sets possess quite different characteristics. We now explain each data set.

A.1 LUCAS0: The Lung Cancer Data Set

LUCAS0 (lung cancer simple set) is a toy data set consisting of binary variables

and was launched in the “Causality Challenge # 1: Causation and Prediction”

[63]. It was artificially generated using a causal Bayesian network and is used for

modeling a medical application used for the diagnoses of lung cancer. There are

11 features and the target or class variable is lung cancer. The training data set

contains 2,000 instances and is 45.1% sparse. The ratio M
N

≪ 1 indicating that

the instances for training are pretty good in comparison to the number of features.

LUCAS0 is partially unbalanced between the two classes.

A.2 SPECT: The Heart Disease Data Set

This data set is based on cardiac single proton emission computed tomography

(SPECT) images and models a medical application used for the diagnoses of a heart

disease. The SPECT images were processed to obtain 22 binary features and 267

training instances. It classifies patients into two categories: normal and abnormal.

The data set is moderately sparse with a sparsity of 67.2% and its classes are

almost balanced. It has been widely used by machine learning researchers due to

its distinguishing characteristics and is available on the web site of the University

of California Irvine (UCI) machine learning repository [47].
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Table A.1: Summary of the Data Sets

Data set M N M
N

Sparsity +ve Class
LUCAS0 11 2,000 0.0055 45.1% 72.2%
SPECT 22 267 0.0823 67.2% 41.2%
GINA 970 3,468 0.279 69.1% 49.2%
HIVA 1,617 4,229 0.383 90.9% 3.5%
NOVA 16,969 1,929 8.8 99.7% 28.5%
DOROTHEA 100,000 1,150 87 99.1% 9.74%

For each data set, we show the number of features M, number of training instances N, the sparsity, the ratio
number of features to number of training instances M

N
and the fraction of instances in the positive class. Each

data set models a 2-class classification task.

The next three data sets were introduced in the “Agnostic Learning versus Prior

Knowledge” challenge [62]. The class labels of the test sets of these data sets

are not publicly available but one can make an online submission to know the

prediction accuracy on the test set. In our experiments, the training and validation

sets are combined.

A.3 GINA: The Handwriting Recognition Data

Set

The task of GINA is to recognize handwritten digits. Two-digit even numbers

are separated from the two-digit odd numbers. With sparse continuous input

variables, it is designed such that only the unit digit provides the information

about the classes. This data set consists of 970 features and there are 3,468

instances for training purposes. The values of the features are integers quantized

to 256 grayscale levels. We converted these 256 gray levels into 2 by substituting

1 for the values greater than 0. This is equivalent to converting a grayscale image

to a binary image. Data sets with GINA-like feature values can be binarized with

this strategy which does not affect the sparsity of the data. Furthermore, the data

set is 69.1% sparse and its positive class is 49.2% of the total instances. In other

words, GINA is balanced between the positive and negative classes.

A.4 HIVA: The Chemoinformatics Data Set

HIVA is used for determining the compounds that are active against the AIDS

HIV infection. The data set consists of 1,617 binary features, which represent

properties of the molecules inferred from its molecular structure. There are 4,229

training instances and the sparsity of the data set is 91%. The positive class is

3.5% of the class variable. HIVA is thus, an unbalanced data set. The ratio of M
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and N is less than 1. In other words, the training instances are in a good number

as compared to the features.

A.5 NOVA: The Text Mining Data Set

NOVA is designed for the text classification task and classifies newsgroup emails

into two classes: politics and religion versus all other topics. The data set models

a bag-of-words representation with a vocabulary consisting of 16,969 words and

hence consists of 16,969 features. The positive class is 28.5% of the total instances.

Thus, NOVA is a partially unbalanced data set. Its sparsity is 99.7% while M
N

is

greater than 1, which indicates that the number of training instances are far less

than the number of features.

A.6 DOROTHEA: The Drug Discovery Data Set

DOROTHEA models the task of determining the compounds which bind to throm-

bin and was introduced in the “Feature Selection” challenge of Neural Information

Processing Systems Conference (NIPS) in 2003 [113]. This data set is actually

based on a data set DuPont pharmaceutical provided to the KDD (Knowledge

Discovery in Data Mining) Cup 2001 competition [81]. DOROTHEA has 100,000

binary features and 1,150 training instances. Its sparsity is 99.1% and its positive

class consists of 9.74% of the training instances. Having a M
N

≫ 1 and highly

unbalanced classes make DOROTHEA a challenging data set for feature selection

algorithms.
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Experimental Setup

This appendix presents the details of the setup that we have used for running

the simulations in this work. The software package employed is named challenge

learning object package (CLOP) [134]. It is a machine learning tool and is freely

available. We now explain CLOP, its objects and the error estimation strategy

used.

B.1 Challenge Learning Object Package (CLOP)

CLOP consists of several ready-to-use machine learning algorithms. For example,

various preprocessing methods, classifiers, feature selection algorithms and post-

processing methods are implemented in it. It is based on the Spider toolbox [155]

and runs on MATLAB [101], a well-known and a friendly package for developing

algorithms, performing numerical computations and analyzing data. In addition

to the entire Spider, several other algorithms are implemented in it.

We used the following objects of CLOP.

B.1.1 Classifiers

Four classification methods were employed to evaluate and compare performance

of the feature ranking algorithms. Feature subsets were generated from the ranked

lists. The goodness of each subset is then, evaluated using a classifier. For details

on the working of the classifiers, interested readers are referred to [6, 41]. Here,

we briefly look at the classifiers.

B.1.1.1 The Naive Bayes’ Classifier

Learning a Bayesian classifier is practically intractable because of the number of

parameters required to be estimated. This complexity is simplified by the naive

Bayes’ [91] classifier, which assumes independence among the features. If the

134
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independence assumption is violated, then the resulting classifier will be biased.

It is also highly robust against over-fitting. Because of its simplicity, it is widely

used. For example, it is quite popular in fields such as text classification, medical

diagnosis, and systems performance management [39, 103]. Interested readers are

referred to [54] to get an idea about the CLOP implementation of naive Bayes’.

B.1.1.2 The Kernel Ridge Regression Classifier

Ridge regression is a regularization method that regularizes the objective function

of a classification problem in case the solution is ill-conditioned [67]. When the

basis function used are of the kernel form, the classification method is named a

kernel ridge regression classifier or kridge for short. An analysis of the kridge is

given in [117] and we refer the reader to [53] for an explanation of the CLOP

implementation of kridge. In our experiments, a linear kernel has been used.

B.1.1.3 The Support Vector Machine with Radial Basis Function Ker-

nel Classifier

Support vector machines (SVMs) [19] are currently one of the best-known and

widely used classification algorithms. SVMs can handle both linear and non-linear

decision boundaries. Based on the idea that class separation may be relatively

easier in higher dimensions, SVMs use a kernel function to transform the data into

a higher dimensional space. For a detailed explanation about its working, we refer

the interested readers to [6]. In our experiments, we use the CLOP implementation

along with the radial basis function (RBF) kernel, which is a popular kernel.

B.1.1.4 The Logistic Regression Classifier

Logistic regression is well-known for being the discriminative counterpart of naive

Bayes. For the hot debate of generative and discriminative classifiers, interested

readers are referred to [110], which also provide a good comparison between naive

Bayes’ and logistic regression. In our experiments, we have used the conjugate

gradient implementation made available by Minka [102] and have integrated it

into the CLOP package for our experiments.

B.1.2 Cross-Validation

Cross-validation is a technique for assessing the goodness of the model that has

been used to fit the data. There are many types of cross-validation [6]. For our

experiments, we use 5-fold cross validation as suggested by Hall and Holmes [65].

This object is also implemented in CLOP. The classification performance is mea-

sured in terms of balanced error rate (BER), which takes the average of the error

rates of the positive and negative classes [60]. It can be calculated as: for a data set
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with two classes, lets assume that tp denotes the number of positive instances that

are correctly labeled and fn is the number of positive instances that are incorrectly

labeled by the classifier, then false negative rate is defined as fnr = fn/(tp+ fn).

Similarly, we can define the false positive rate as, fpr = fp/(tn + fp), where tn

is the number of negative instances that are correctly labeled by the classifier and

fp denotes the number of negative instances that are incorrectly labeled. BER is

thus, given by

BER = 0.5× (fpr + fnr)

The BER measure is considered to be a relatively better measure of the error than

the simple error rate for data sets, which have unbalanced classes [59].
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