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ABSTRACT

Computational Fluid Dynamics (CFD) is a useful tool that enables highly cost-effective

numerical solutions for the problems related to fluid flow phenomena, which in turn results

in the state-of-the-art product designs in a variety of engineering sectors. CFD has made

remarkable progress due to continuous growth in computing capabilities. Further increase

in the computing power urges the computational scientists for even more detailed and

in-depth analyses. Better understanding of the flow phenomena, however, requires higher

order/resolution solutions, which in turn requires more and more computing power due

to increase in the number of degrees of freedom. The present thesis is to contribute in

the endeavor of addressing these two challenges, i.e., to provide higher order numerical

solutions in fluid mechanics and to fulfill the demand of computing power. The first

objective is addressed by presenting a high order flow solver for compressible fluid flow

problems and the second objective is addressed by developing a high performance parallel

implementation of the flow solver.

The present work is aimed at developing a scalable and efficient parallel program based

on a high order discontinuous Galerkin (DG) method with Taylor series basis for the

compressible Euler and Navier-Stokes equations on unstructured meshes. The numeri-

cal scheme is capable of efficiently simulating the physics of the flow problems consid-

ered, including subsonic and transonic compressible inviscid flows around two well known

benchmark airfoils. The parallel code employs the DG method for the space discretiza-

tion of the governing equations to obtain a semi-discrete form and various explicit and

implicit schemes for time integration of this semi-discrete form. The explicit time inte-

gration scheme is based on three-stage third-order Total Variation Diminishing (TVD)

Runge-Kutta (RK) method. The implicit time integration scheme for the Euler equa-

tions is based on Backward Euler scheme. The resulting system of algebraic equations

i



is solved using a variety of so-called matrix-free parallel linear solvers, including Symmet-

ric Gauss-Seidel (SGS) method, Lower-Upper Symmetric Gauss-Seidel (LUSGS) method

and Generalized Minimum Residual (GMRES) method preconditioned with LUSGS (i.e.,

GMRES+LUSGS). In this work, a parallel p-multigrid solver for the Euler equations

is also presented. Unlike the other p-multigrid solvers where the same time integration

scheme is used on all the approximation levels, the present two-level p-multigrid solver

uses the Runge-Kutta scheme as the iterative smoother on the higher level approximation,

and the matrix-free GMRES+LUSGS method as the iterative smoother on the lower level

approximation in an attempt to significantly reduce the computer memory requirements.

In this thesis, inviscid flow computations are accurate up to the fourth order of polynomial

approximation whereas the viscous flow computations are accurate up to the third order

of polynomial approximation.

The parallel DG flow solver is based on distributed memory programming model,

making use of the message passing approach for communications among the parallel processes.

Two kinds of so called commodity parallel systems are used as the platform for per-

forming parallel computations. The first kind of parallel systems are the clusters in which

the worker nodes are interconnected using some networking technology. The other kind

of parallel systems are the multicore SMP machines. The parallelization is based on

Single Program Multiple Data (SPMD) parallel programming model that has been em-

ployed by making use of a computational domain partitioning technique and the de-facto

industry standard Message Passing Interface (MPI) library for inter-process communica-

tions. Favorable parallelization characteristics of the discontinuous Galerkin method have

also been exploited by hiding the communications behind the computations. The parallel

performance of the developed code, in terms of scaling of the speedup with respect to the

number of processes, is demonstrated.
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Chapter 1

Introduction

A very large number of natural phenomena in the universe, ranging from those present

inside living bodies to those beyond the galaxies, are attributed to fluid motion (flu-

ids includes liquids and gases). Consequently, a very large number of human-made

objects are conceptually based on (or related to) fluid motion. Fluid mechanics is the

field of science, which deals with the study of fluid flows and the theory developed

in this field is quite successful in finding applications for developing products that

elevate living standards. One approach in fluid mechanics is to theoretically solve

the fluid flow problems based on governing equations (mostly the differential/integral

equations) that mathematically model the underlying physical phenomena. The for-

mulation of the governing equations is based on certain physical ideas. These ideas

include the laws of conservation of mass, balance of momentum and conservation of

energy, as well as the continuum hypothesis (i.e., the fluid can be regarded practically

as continuous medium by neglecting the discrete nature of its particles at microscopic

level). The other approach is to perform physical experiments to carry out studies in

fluid mechanics. This approach is directly favourable for developing the products in

engineering. These two approaches constitute two branches of fluid mechanics, theo-
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retical and experimental respectively. The theoretical branch, although very rich in

concepts, has been able to develop only a few analytical methods applicable to rather

simple problems. On the other hand the experimental branch involves heavy costs

and specific arrangements. These shortcomings with the two approaches motivated

the scientists to look around for a third or complementary choice, i.e., the use of

numerical simulations in fluid mechanics. The numerical solution of fluid flow

problems, by its very nature, requires high computational power. As the world has

been continuously enjoying substantial growth in computer technologies during the

past three decades, the numerical approach in fluid mechanics became more and more

pragmatic. This constituted a complete new branch of fluid mechanics that is about

using numerical methods for solving the mathematical formulations of fluid flow prob-

lems and is termed as Computational F luid Dynamics (CFD). CFD itself can

be regarded as an important area of a broader discipline, namely the Scientific

Computing, that has emerged with the spirit of obtaining qualitative predic-

tions through simulations in ‘virtual laboratories’ (i.e., the computers) in all areas

of science and engineering. The scientific computing, due to its nature, exists at

the overlapping region of the three disciplines, mathematical modeling, numerical

mathematics and computer science. Thus, it requires multi-disciplinary expertise for

obtaining effective and industrious outcomes through it. An excellent elaboration of

this interdisciplinary blend is given by Bungartz et al. [1], shown in Fig. (1.1).

Computational Fluid Dynamics (CFD) is now a well matured discipline and ap-

prehended as an effective tool for performing numerical simulations in applied sci-

ences and engineering for problems related to fluid flow phenomena. CFD simula-

tions provide qualitative prediction of flow behavior and, thus, serve in significantly
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reducing the number of required expensive laboratory or physical experiments while

designing and developing new products. Most of the physical experiments might be

impossible to be carried out, expensive to be performed or less insight providing. The

simulations, on the other hand, are more likely to be carried out, lesser expensive to

be performed and provide more insight and comprehensive information (see [2], pp.

1). CFD does not seem to completely eliminate the need of physical experiments in

the predictable future because of the fact that some simplifying assumptions are of-

ten made while modeling the problems of practical interest that usually involve very

complex phenomena, like turbulence, shocks, discontinuities, etc. Yet there is great

potential in CFD to reduce the number of required experiments during the develop-

ment of new products, for example, reduction in the number of wind-tunnel tests in

aerospace industry [3]. The number of wind-tunnel hours required for the develop-

ment of Boeing-747 aircraft (in 1963) was reduced by a factor of 10 for Boeing-767

(in 1982) and was further reduced by another factor of 10 for Boeing-777 (in 1998)

(see [2], pp. 2). These figures indicate similar accomplishments in other industrial

sectors. The main enabling factors for so impressive advancements in CFD during

the past three decades are enormous growth in computing capabilities, steep decline

in computing cost and development of more and more efficient algorithms [2]. It is

quite interesting to note that these factors mutually serve as stimulating agents for

one another in their enhancement.
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Figure 1.1: "The simulation pipeline and its stages, involving input from mathematics, informatics,

and the respective field of application" (taken from Ref. [1] by Bungartz et al.)

1.1 A Conventional Methodology for CFD Solutions

Most CFD problems of practical interest involve one or more partial differential equa-

tions (PDEs) governing some fluid flow phenomena, defined over a certain physical

domain and subjected to some assumed or measured boundary conditions. Such a

problem requires the use of an appropriate numerical scheme for obtaining an ap-

proximate solution. A conventional approach of such numerical schemes involves

discretization of the physical domain and that of the continuum partial differential

equations to obtain their respective discrete models. The discretization of the physi-

cal domain produces a discrete model that is termed as computational domain and is

usually a structured or unstructured grid (ormesh) generated through an appropriate

grid generation technique. The discretization of the PDEs of the transient problem

can be carried out in two ways. One way is to obtain a completely-discretized model,

which is a system of algebraic equations, by discretizing both of the “space” and

“time” derivatives. The other way, relatively more popular one, is to obtain a semi-

discrete model of the PDEs, which is a system of ordinary differential equations
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(ODEs), by discretizing the “space” derivatives using an appropriate discretization

method. Some well known discretization methods are: Finite Difference Method

(FDM), Finite Volume Method (FVM), Finite Element Method (FEM) and a rela-

tively newer method, namely Discontinuous Galerkin Finite Element Method (DG-

FEM or simply DG method), sometimes also referred to as hybrid FEM/FDM/FVM

method. The space-discretized form of the PDEs is, then, integrated in “time”, ex-

plicitly or implicitly, for obtaining a steady state solution of the transient problems.

Some well known time integrators are: Explicit Runge-Kutta (RK) Methods, Implicit

Euler Backward Methods, etc. Implicit time integration schemes are known to be

numerically more stable and efficient and they require, at each time step, the solution

of a large sparse linear system. The best algorithms for such linear systems involve

an apt iterative solver (usually a non-stationary Krylov subspace method) alongwith

a preconditioner. The preconditioning of the linear system is performed for rapid

convergence of the iterative procedure, either by using a stationary linear solver like

Block Jacobi, ILU, SGS, LUSGS, SSOR, etc., or sometimes by using a multigrid ac-

celeration approach, or by using the both. Some well known forms of the multigrid

methods are algebraic multigrid, h-multigrid (geometric multigrid), p-multigrid and

hp-multigrid methods. Here, “h” is a measure of the cell size and “p” is the order of

approximating polynomials.

The complete numerical scheme is implemented on computers using some appro-

priate programming environments and libraries, and executed on some workstation

or parallel computer. Some necessary steps, like for example collecting input data

in some special format and the grid generation activity for a given CFD problem

are performed in a separate pre-processing phase. The main numerical scheme is
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implemented in the principal software application program/code and on execution it

produces output data files that might grow upto Megabytes to Gigabytes in their size.

Finally in the last step, the post-processing phase, useful conclusions are drawn from

the output files by making use of appropriate graphical/visualization tools. Note

that software testing (code verification and model validation) and maintenance

are two important aspects in scientific computing to be considered with due atten-

tion, especially for the large scale open-source applications which usually evolve for

advancement in the science through a community effort. These considerations are

not about the execution performance or speed of the code as such but they turn out

to be key factors in getting productive use of the scientific application in its life cycle.

1.2 Need of HPC for CFD

CFD simulations, even for problems of moderate size, may involve several million

degrees of freedom. Moreover, making high order approximations, handling complex

geometries and capturing low level physical phenomena (like turbulence, shocks, dis-

continuities, etc.) bring remarkable increment in the computational workload. Con-

sequently, it may require hours to months, even years to obtain a solution. Therefore,

alongwith developing a hierarchy of efficient algorithms for a CFD application, an

important need is to implement the complete application in some high performance

computing (HPC) environment to obtain the solution in a reasonable time frame.

In fact, a key factor for enormous growth in CFD applicability has been the rapid

developments in HPC capabilities during the past two decades. Thus, realization of

the essential cooperation between the CFD and HPC is quite important [1]. The

most commonly used and recognized form of obtaining a HPC based solution is to
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perform parallelization of the application, so that a number of processing elements

work together on different parts of the problem or domain to reduce the overall time

required to solve the problem. From a hardware perspective, HPC may be realized

on a variety of distributed memory architectures, shared memory architectures and

hybrid architectures. From a software perspective, HPC relies on utilizing efficient

compilers, mathematical kernels and sophisticated parallelization models (shared,

distributed or a mix of both) for an underlying architecture. It should be noted that

respective capability or support both in hardware and software is necessary for any

form of parallelism. Further, tuning the application with reference to an underlying

architecture may also result into very fast solutions. Some examples that indicate

the importance of using HPC facilities for CFD simulations include Tezdoyar ( [4],

1996), Acosta ( [5], 2001), Cant ( [6], 2002), Itou et al. ( [7], 2005) ( [8], 2007),

Bischof et al. ( [9], 2010) and Gorobets et al. ( [10], 2011).

1.3 The Discontinuous Galerkin (DG) Method

The discontinuous Galerkin (DG) methods, first introduced by Reed and Hill ( [11],

1973), are now emerging as a new class of methods in the field of numerical solu-

tion of partial differential equations representing conservation laws [12—17]. These

methods are gaining popularity in solving the problems of fluid dynamics [18—28],

acoustics [29,30], electromagnetism [16], etc. The motivation for development of the

DG methods is their ability of providing high order accurate numerical solutions.

The order of accuracy of a discretization method describes how the solution error

decreases with the grid refinement (i.e., increasing number of grid elements). If the

solution error decreases as O(h≥3), i.e., the method is third or high order accurate,
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then the method is usually regarded as a high order method (see [31], pp. 4). The

DG methods enjoy the advantage of finite element methods of high order accuracy

and that of finite volume methods of conserving field variables [13, 16, 26]. The DG

method combines a number of benefits and overcomes a number of weaknesses of

finite element and finite volume methods. In the DG method, the solution is approx-

imated by high order polynomials within each cell (like in FEM) but without the

global continuity requirement, while the physics of wave propagation is accounted

for by using some numerical flux scheme (like in FVM) to cope with discontinuous

representation of the solution at element interfaces. In principle, the accuracy in the

DG method is achieved by the high order local polynomial approximation and the

stability is achieved by a careful selection of the flux scheme. Therefore, they have

been successfully employed in the high order numerical simulation of wave phenom-

ena by solving Riemann problems at element interfaces arising from discontinuous

nature of the solution at the interfaces.

Growing popularity of the discontinuous methods owes to its attractive features

including the following:

1. These methods have good conservation, stability and convergence properties.

2. Order of approximation may be extended as desired.

3. They are applicable on arbitrary grids (conforming/non-conforming/hybrid),

thus having the ability of dealing with complex rather arbitrarily shaped geome-

tries.

4. Since the polynomial approximation is taken independently on each element

with minimal inter-element communication, they can be parallelized easily.
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FDM FVM FEM DGM

Complex Geometry × � � �

Higher Order Accuracy and Adaptivity � × � �

Compactness × × � �

Explicit Semi Discrete Form � � × �

Conservation Laws � � � �

Elliptic Problems � � � �

Table 1.1: A comparison of some spatial discretization schemes

5. adaptive strategies using hp-refinement (i.e., refining the grid both by decreas-

ing the element size−h and increasing the order of approximating polynomial−p)

can easily be integrated into these methods because of the removal of continuity

restriction at element interfaces.

A comparison of some generic properties of FDM, FVM, FEM and DG method

(DGM) is presented in Table (1.1), adapted from ( [16], pp. 7) and ( [31], pp. 9). In

Table (1.1), “�” means that the method is capable, “×” means that the method has

shortcoming and “�” means that the method is capable but with modification and

is not a preferred choice. Some excellent accounts of history and developments of the

DG approaches have been presented briefly by Hesthaven and Warburton (see [16],

pp. 10−13, 2008) and Landmann (see [31], pp. 7−9, 2008), and in detail by Cockburn

et al. ( [13], 2000). A recent review on Local DG (LDG) method for high order PDEs

is given Xu and Shu ( [32], 2011).

Some significant DG formulations for fluid flow problems, among numerous other

contributions, include pioneering contributions by Bassi and Rebay for Euler ( [18],
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1997) and Navier-Stokes (NS) equations ( [19], 1997), the Runge-Kutta discontinuous

Galerkin (RKDG) method for conservation laws by Cockburn and Shu ( [12], 1998),

the Local DG (LDG) approach for high order derivatives in viscous terms of NS

equations by Cockburn and Shu ( [33], 1998), a quadrature free implementation

for hyperbolic equations by Atkins and Shu ( [29], 1998), an hp-adaptive approach

for Euler and NS equations by Baumann and Oden ( [20], 1999), further study of

RKDG method, especially with slope limiters by Cockburn and Shu ( [34], 2001), an

approach using penalty method for elliptic problems by Arnold et al. ( [14], 2001),

an implicit algorithm by Rasetarinera and Hussaini ( [15], 2001), a so-called recovery

based approach for diffusion problems by Van-Leer and Nomura ( [21], 2005), an

application to RANS and turbulence models by Bassi et al. ( [22], 2005), some

analyses of p-multigrid approaches by Helenbrook et al. ( [35], 2003), Fidkowski et

al. ( [24], 2005) and Luo et al. ( [36], 2008), a space-time DG discretization for

NS equations by Klaij et al. ( [37], 2006), an hp-multigrid approach by Nastase and

Mavripilis implemented in serial ( [38], 2006) and parallel ( [39], 2007) approaches to

use WENO-based limiter for DG method by Qiu and Shu ( [40], 2005) and Luo et al.

( [41], 2007), a DG approach based on Taylor series basis by Luo et al. ( [26], 2008),

a compact DG method for elliptic problems by Peraire and Persson ( [42], 2008), a

unified framework for FVM and DGM by Dumbser et al. ( [17], 2008), an interior

penalty DG discretization for NS equations by Hartmann and Houston ( [43], 2008),

the DG approach based on Taylor series basis with BGK flux for NS equations by

Luo and Xu ( [44], 2009).

Some quite recent contributions related to DG methods include a study of DG

method for aerodynamics by Hartmann et al. ( [45], 2010), a study of applying
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RKDG method to reactive flows by Billet and Ryan ( [46], 2011), a DG spectral

element approach with moving meshes by Minoli and Kopriva ( [47], 2011), a new

approach of geometric conservation law for DG method with deforming meshes ( [48],

2011), a study of LDG with WENO-based slope limiters by Zhu and Qiu ( [49], 2011),

a p-multigrid approaches with RK smoothers for 1D Euler problems by Bassi et al.

( [50], 2011) and a p-multigrid solver with a pseudo time stepping for NS equations

by Luo et al. ( [51], 2012).

Note that a quite new class of methods for NS equations is also emerging, which

involves some kind of hybridization of FV and DG methods with the idea of intro-

ducing some suitable form of reconstruction for obtaining high order accuracy in

DG methods. Some contributions in this regard include a hierarchical reconstruction

approach by Xu et al. ( [52], 2009), a so-called reconstructed DG (rDG) method by

Luo et al. ( [27],2010) ( [53],2010) ( [54], 2011) and a recently introduced approach

by Zhang et al. ( [55, 56], 2012). An amalgamation of FDM and DG method is

recently presented by Fernando and Hu ( [57], 2011).

1.4 Limitations of the DG Methods

In spite of all these features and the fact that there have been considerable devel-

opments in theoretical and numerical analysis of these methods, there are certain

limitations in these methods that need to be addressed to make them a competent

choice for fluid flow problems of practical and industrial interest. These limita-

tions include lack of highly efficient discretization of diffusion terms, effective control

of blow up because of strong discontinuities, and efficient and accurate time inte-

grators. Another main hurdle in adopting these methods for practical engineering
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applications is the lack of efficient solvers because of its high CPU and memory

requirements [24, 26, 34, 38]. The discontinuous Galerkin methods are also low tol-

erant to their under-resolved features. The challenge is to make the DG method

competitive, or at least complement, to the well established schemes for real-world

problems of practical interests. Note that the well-established, matured and robust

space discretization methods, like FVM, for CFD problems in aerodynamics are just

second-order accurate.

1.5 A DG Method with Taylor Basis

Recently, a new DG formulation based on Taylor series basis has been demonstrated

to successfully approximate the solution of compressible inviscid fluid flow equations

on arbitrary grids by Luo et al. [26]. Unlike the traditional DG methods, where

either standard Lagrange finite element or hierarchical node-based basis functions are

used to represent numerical polynomial solutions in each element, this DG method

represents the numerical polynomial solutions using Taylor series expansion at the

centroid of the cell. This way, the new formulation has several distinct, desirable and

attractive features including the following:

1. It has the ability to be implemented on arbitrary grids because of same poly-

nomial solution for any shape of elements.

2. In this method the hierarchic nature of the basis function makes it easy to

implement p-refinement and p-multigrid strategies.

3. The availability of cell-averaged variables and their derivatives facilitates the

implementation of very efficient limiters for eliminating oscillations in the so-
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lution around the discontinuities.

4. The decoupling of cell-averaged variable equations from their derivatives facil-

itates the development of fast low storage implicit schemes.

These features can help in overcoming certain disadvantages of DG methods.

1.6 Motivation and Goals

The DG method, more precisely referred to as DG-FEM, is based on finite element

approach. Thus it provides higher order solution simply by increasing the order

of the approximating polynomials. This also favours the use of multigrid approach

for rapid convergence in which, instead of creating multiple levels of the grid by

changing the size of the elements, the order of approximating polynomial in the

elements is varied to obtain multiple levels of the grid. This approach is referred

to as p-multigrid. Moreover, in general, the higher order numerical schemes require

more computing power for their solution. As noted, the DG solutions require higher

number of degrees of freedom for the same meshes than is required to be solved

by the finite element methods and the finite volume methods. Distributed memory

parallelization of the DG solver serves as an approach to fulfill its high requirement

of computational resources.

The objective of the current work is to develop a scalable and efficient parallel

program based on a high order discontinuous Galerkin (DG) method with Taylor

series basis [26,58] for the fluid flow problems on unstructured meshes. The govern-

ing equations are the compressible Euler and Navier-Stokes equations that represent

the non-linear, time dependant hyperbolic conservation laws and are to be solved

numerically. The numerical scheme should be capable of efficiently simulating the
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physics of the flow problems. The parallel code should employ the DG method for

the space discretization of the governing equation to obtain a semi-discrete form and

various explicit and implicit schemes for time integration of this semi-discrete form.

A parallel p-multigrid solver for the Euler equations is also to be presented. Unlike

the other p-multigrid solvers where the same time integration scheme is used on all

the approximation levels, the targeted two-level p-multigrid solver uses the Runge-

Kutta scheme as the iterative smoother on the higher level approximation, and the

matrix-free GMRES+LUSGS method as the iterative smoother on the lower level

approximation in an attempt to significantly reduce the computer memory require-

ments [59].

The parallel DG flow solver is to be developed using distributed memory pro-

gramming model, making use of the message passing approach for communications

among the parallel processes. The parallel architectures of choice for the present

study are the so-called commodity parallel systems, as they are composed of

mass-market commodity off-the-shelf (M2COTS) hardware components. Two kinds

of commodity parallel systems are considered as the platform for performing the flow

computations in this thesis. The first kind of parallel systems are the compute clus-

ters, sometimes also referred to as Beowulf clusters. They offer very cost effective

solutions for distributed memory, high performance parallel computing. They are

established by interconnecting the worker nodes via Ethernet networking technol-

ogy [60,61], or optionally a specialized fiber technology (for example like Infiniband,

Myrinet or Quadrics) for very fast inter-process communications. The second kind of

commodity parallel systems considered, on the other hand, are single-box (with sin-

gle system board) computers having one or more multicore/manycore CPUs. These
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PC class SMP machines have emerged as a rather new class of parallel computing

platforms and are affordable to individual scientists.

The parallelization is intended to base on Single Program Multiple Data (SPMD)

parallel programming model to be employed by making use of a computational do-

main partitioning technique and Message Passing Interface (MPI) library [62,63] for

inter-process communications. MPI has emerged as a de-facto standard for portable

and scalable parallel programming for distributed memory parallel architectures. Sev-

eral free and commercial MPI implementations are available. These implementations

include both general and system/vendor specific. Favorable parallelization charac-

teristics of the discontinuous Galerkin method should be exploited by hiding the

communications behind the computations. The parallel performance of the MPI

based parallel flow solver can be demonstrated, in terms of scaling of speedup with

respect to increase in the number of processes, on Beowulf clusters and multicore

SMP systems.

1.7 Outline of the Thesis

The remainder of this thesis is structured as follows. Chapter 2 presents an out-

look of the high performance computing infrastructures for computational sciences,

in general. It is a kind of comprehensive overview of the HPC technologies and

methodologies commonly employed for CFD computations. The governing equations

and the DG method are described in Chapter 3. Parallel computer implementation

of the method is described in Chapter 4. Numerical results and discussion for the

DG solver involving explicit time integration are presented in Chapter 5. Implicit

time integration schemes for the first order DG discretization are discussed in Chap-
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ter 6. The parallel DG p-multigrid solver with numerical results and performance

is presented in Chapter 7. Viscous flow computations are carried out in Chapter 8.

The conclusions and future work are given in Chapter 9.

.
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Chapter 2

An Outlook of High Performance

Computing Infrastructures for CFD

Computers have become indispensable for numerical simulations of practical prob-

lems in science and engineering. The cooperation between computing facilities and

numerical simulation is quite essential [1]. A variety of industrial innovations in

computer technologies and methodologies for high performance computing is getting

introduced year by year. These technologies motivate the computational scientists

to develop innovative solutions for even faster and detailed analyses and simulations.

The present chapter is a handbook kind of text that overviews the spectrum of high

performance computing (HPC) technologies ranging from a modern uniprocessor to

shared memory (multicore) machines, to distributed memory clusters, to hybrid par-

allel systems. It also lists a variety of high performance parallel programming par-

adigms and methodologies for the said parallel computer architectures. Some basic

parallel performance metrics are also presented.
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2.1 Modern Microprocessor Based Computer Systems

The basic physical organization of a modern computer, based on the von Neumann

architecture model, comprises five units, namely Memory, Control, Arithmetic-&-

Logic, Input and Output. The central processing unit (CPU) comprises control and

arithmetic-&-logic units. The functioning of a computer is precisely the execution of

instructions to process data by its CPU. Instructions are the primitive operations

that the CPU may execute, such as moving the contents of a memory location (called

as register) to another memory location within the CPU, or adding the contents

of two CPU registers. Control unit fetches the data/instruction from the system

memory or main memory, sometimes also referred to as random access memory

(RAM). The data is then processed by the Arithmetic-&-Logic unit, sequentially,

according to the instructions decoded by the control unit. Storing both the data

and instructions in the single main memory unit is an essential feature of the von-

Neumann architecture. Input and Output units provide interface between computer

and the human.

Not only the CPU, the memory system of a computer also plays a crucial rule for

overall computer performance in performing the computations. The memory system

of a modern computer is complicated one. A number of smaller and faster memory

units, called cache memories or simply caches, are placed between the CPU and the

main memory. These caches, existing at a number of levels, form a memory hierarchy

in which access time and size increases as moved away from a level that is nearer to

the CPU to a level that is farther. The idea of a cache memory is to bring only some

part of the program data needed currently from main memory into the cache to speed
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up the data access by the CPU. The memory hierarchy (combining smaller and faster

caches with larger, slower and cheaper main memory) behaves most of the time like

a fast and large memory. This is mainly due to fact that the caches are to exploit

the feature of locality of memory references, also called principle of locality, which is

often exhibited by the computer programs. Common types of locality of reference

include spatial locality (local in space) and temporal locality (local in time). Spatial

locality of reference occurs when a program accesses data that is stored contiguously

(for example, elements of an array) within short period of time. Caches are used to

exploit this feature of spatial locality by pre-fetching from the main memory some

data contiguous to the requested one, into a cache. Temporal locality of reference

occurs when a program accesses a used data item again after a short period of time

(for example, in a loop). Caches are used to exploit this feature of temporal locality

by retaining recently used data into a cache for some period of time. Note that the

locality of reference is a property of computer programs but is exploited in memory

system design through the caches. This, definitely, indicates that during coding a

programmer should take care to develop the code so as to enhance both types of

localities of reference for efficient cache utilization. This could be achieved by coding

in a way that the data is accessed in a sequential/contiguous fashion and, if required

to be reused, is accessed again soon as much as possible.

A modern CPU (microprocessor) executes (at least) one instruction per clock

cycle. Each different type of CPU architecture has its unique set of instructions,

called its instruction set architecture (ISA). The instruction set architecture of a

computer can be thought of the language which the computer can understand. Based

on the type of ISA, two important classes of modern (microprocessor based) computer
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architectures are: CISC (Complex Instruction Set Computer) architecture and RISC

(Reduced Instruction Set Computer) architecture. The basic CISC architecture is

essentially the von Neumann architecture in the sense of storing both instruction and

data inside a common memory unit. On the other hand, the basic RISC architecture

has two entirely separate memory spaces for instructions and data, which is the

feature that was introduced in Harvard architecture to overcome the bottleneck in

von Neumann architecture due to data-instruction shared paths between CPU and

the memory. CISC philosophy is that the ISA has a large number of instructions

(and addressing modes, as well) with varying number of required clock cycles and

execution time. Also certain instructions can perform multiple primitive operations.

RISC philosophy is that the ISA has a small number of primitive instructions for ease

in hardware manufacturing and thus the complicated operations are performed, at

program level, by combining simpler ones. Due to its very nature, RISC architecture

is usually experienced to be faster and efficient than a comparable CISC architecture.

However, due to continuing quest for enhancement and flexibility, today a CPU

executing an ISA based on CISC may exhibits certain characteristics of RICS and

vice versa. Thus, the features of CISC and RISC architectures have been morphing

with each other. Classic CISC architecture examples include VAX (by DEC), PDP-

11 (by DEC), Motorola 68000 (by Freescale/Motorola) and x86 (mainly by Intel).

The modern CISC architecture, x86-64, based processors like Pentium (by Intel) and

Athlon (by AMD) basically evolved from the classic CISC architecture x86, but they

exhibit several RISC features. Currently, Xeon (by Intel) and Opteron (by AMD)

are the two quite prominent market icons based on x86-64 architecture. Famous

RISC architecture examples include MIPS (by MIPS Technologies), Power (mainly
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by IBM), SPARC (mainly by SUN/Oracle), Alpha (by DEC) and ARM for embedded

systems (by ARM Ltd.).

Today, Intel and AMD are the two major vendors in the microprocessor indus-

try, each with their own line of CPU architectures. The x86-64 CPUs from Intel

and AMD, emerged as the CISC architecture, now incorporate a number of RISC

features, especially to provide for Instructions Level Parallelism - ILP (details later

on). Interestingly, today the microprocessors (from Intel and AMD) implement the

RISC feature of separate memory space for data and instructions (for L1 caches, at

least).

Another main specialty of a modern CPU is that a number of CPU cores are

fused together on a single chip/die with a common integrated memory controller for

all the cores. Initially dualcore CPU chips were introduced around the year 2005 but,

as of 2012, 12/16-core CPU chips are commonly available in the market, although

the price might get manifold with linear increase in the number of cores per chip.

Moreover, getting the best performance out of larger number of cores in a single

CPU is currently a challenging task, mainly due to memory bandwidth limitations.

A multicore CPU provides for more clock cycles by the summing the clock cycles

contributed by each of its cores. Thus, it is keeping the well-known Moore’s law

effective, even today, to some extent. Infact, they provide for tackling the issues of

high power requirements and heat dissipation realized in the case when all the cores

are there in separate CPU-chips, instead of being part of a single CPU-chip [64].

Increment in the clock frequency of a single CPU core (silicon based) is virtually no

more feasible due to physical and practical obstacles. Multicore technology is the

posed and accepted solution to this limitation.
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Another sophisticated architectural innovation in a large class of modern CPUs

is the multithreading facility per CPU core. A physical core acts as to provide more

than one (usually two) logical processors that might be benefited by the application

in hand. The common realizations of this concept include hyperthreading, symmet-

ric multithreading (SMT) and chip multithreading (CMT). A concise and beautiful

introduction to this topic, also to the overall features of modern processors is given

by Hager and Wellein ( [65], 1−36). Implications of several of the architectural fea-

tures of modern processors (especially the multicore, multithreading and ILP) are

discussed in the coming sections.

2.2 Computing Shift from Serial to Parallel

Traditional serial computation refers to the execution of program instructions se-

quentially, one after the other, on a single processor. The ever increasing demand of

processing power for solving computational problems has been compelling for innova-

tive ways of responding to the need, beyond the level of conventional serial computing.

High Performance Computing (HPC) is the field that is about the quest

of developing and implementing innovative methodologies and technologies, for both

the hardware and software, to respond the ever increasing demand of processing ca-

pability. The most prominent way to fulfill the high performance computing needs

is considered to be Parallel Computing. Parallel computing refers to solve a

computational problem by working on different parts of the problem simultaneously

by multiple processing units. The processing units could be processors or parts of an

individual processor. The different parts of the problem could be different tasks, or

the same task on different pieces of the problem’s data. Fig. (2.1), taken from [66],
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elaborates the basic difference between serial and parallel executions.

Parallel computing not only provides for the concurrency, it might also provide the

capability to solve large problems that were somehow impossible to be solve by serial

computing approach. A favourable fact to parallel computing is worth to mention

that the programmers/scientists can recognize or define some one or other form of

potential of parallelism in the real world problems to solve them using the parallel

approach [66]. Previously, a variety of ‘high-end’ parallel computing architectures

(both distributed and shared memory systems) were the only choices as the parallel

computers. They were very costly and owned by rich organizations/institutions. But

with the advent of clusters (which could be composed by interconnecting ordinary

microprocessor based personal computers) and multicore CPUs as the cost effective

parallel computers, achieving high performance parallel computing has come down

to an individual user’s desktop level. As these systems are composed of mass-market

commodity off-the-shelf (M2COTS) hardware components, they might be referred to

as commodity parallel systems. An important key point to remember in this

regard is that it necessitates the user or programmer to opt some apt methodology

to take advantage of these innovations and modern trends.

Making use of some agglomeration of physically independent or isolated comput-

ing resources (which could be referred to as explicit parallelism) is not the only form of

parallel computing. Several hardware level architectural innovations, like instruction

level parallelism (ILP), within a single processing core have given rise to, so called,

implicit parallelism. Precisely saying, today the parallelism could be categorized as

Implicit Parallelism and Explicit Parallelism [67], from a programmer’s perspective.

The next two sections are devoted to these two kinds of parallelism.
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(a) Serial execution on a single processing unit

(b) Parallel execution on multiple processing units

Figure 2.1: The basic concept of serial and parallel execution of the solution program. (Figures

taken from Barney)
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2.3 Implicit Parallelism

Implicit parallelism refers to the two peculiarities. One is the instruction level par-

allelism (ILP) that is implemented at the micro-architecture hardware level. The

second is about use of some automatic parallelization standard/compiler. Obviously,

this categorization is from programmer’s view point in the sense that the application

programmer has not to do ‘much’ to get benefit from it. The two forms of implicit

parallelism are further explored below.

2.3.1 Instruction Level Parallelism (ILP)

ILP is a set of techniques for executing multiple instructions simultaneously within

the same CPU core, through keeping different functional units/stages busy for differ-

ent types/parts of instructions, or providing multiple functional units for the same

operation. To elaborate, following are the three kinds of ILP:

(1) Pipelining/Superpipelining: For pipelining, an instruction is considered

to be consisting of a number of functional stages. While an instruction completes

a stage and the respective functional unit becomes free than this functional unit

can be used to perform the same stage of another similar instruction with different

data. This is much like an assembly line. A pipeline provides for overlapping the

execution of multiple instructions. This might provide a throughput near to one in-

struction per clock cycle. Superpipelining is achieved by dividing each of the pipeline

stages that need larger amount of execution time (e.g., the stages concerned with

cache/memory access) into a number of stages to obtain fine-grained pipeline stages

that require nearly equal amount of execution time. The larger number of stages
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allows larger number of instructions to be executed in parallel [68]. As of the year

2011, microprocessors commonly have 10 to 35-stage pipelines ( [65], pp. 10).

(2) Superscalarity: Independent instructions requiring different functional units

can be issued/executed simultaneously through dynamic instruction scheduling by

the hardware at run-time (for example, simultaneous execution of add and multiply

instructions, and load instructions on different functional units). This facilitates for

increasing the CPU throughput by executing more than one instruction per CPU

cycle ( [65], pp. 13−14). The modern microprocessors further enhance the super-

scalarity by incorporating out-of-order execution feature, which dynamically decides

the need and possibility of scheduling an instruction in a way that violates the in-

struction fetch order [68]. As of the year 2011, microprocessors are commonly 2 to

8-way superscalar.

(3)Vectorization: Multiple pieces of vector data (like elements of a linear array)

are loaded into special registers and the same instruction is performed on all the

pieces, simultaneously. This concept is also referred to as S IMD (Single instruction,

multiple data). The vectorization or SIMD feature in modern, so called ‘scalar ’

processors is the renaissance of the concept at a relatively smaller level, which was

originally used in ‘vector ’ processors in 70s and 80s. The vector processors virtually

‘evaded’ from the market since 90s, despite of their basic design being closer to the

computational science. As of the year 2011, microprocessors commonly have vector—

registers of size up to 256 bits. Thus, two registers each having eight elements of

an operand array of 32-bit integers can be operated on simultaneously (performing 8

operations in parallel) to produce the result that is stored into a third vector register.

The instruction set architectures of modern microprocessors include some extension
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for SIMD operations. Examples of these extensions include SSE and AVX from

Intel, 3dNow! from AMD and VIS from Sun/Oracle ( [69], pp. 8).

Note that the degree of ILP heavily depends on how the program instructions

depend on each other. Clearly, more the independent instructions more would be

the chances for ILP. A dependence affects the way the program components (state-

ments/instructions, loop iterations, etc.) may be executed ignoring the sequence of

events specified by the programmer without changing the output. Program compo-

nents that are not dependent on each other can be executed in parallel and have

greater probability to qualify for ILP. Common types of dependencies include data

dependence, name dependence and control dependence. The data dependence or true

dependence refers to the case when a variable content updated by an instruction is

used by another instruction following it (Read-After-Write case). The name depen-

dence could be either an anti dependence, or output dependence. Anti dependence

refers to the case when a variable content is used by an instruction and then the vari-

able content is updated in another instruction following it (Write-After-Read case).

Output dependence refers to the case when a variable content is updated by an in-

struction and then the variable content is updated by another instruction following

it (Write-After-Write case). The true dependences cannot be eliminated, as it is

necessary for the algorithm. A name dependence, on the other hand, can removed

by variable/register renaming technique (see [64], pp. 71). Control dependence af-

fects the flow of control in a program from instruction to instruction through the

existence of branches (conditions like if/else, switch), function calls, etc. Modern

processors also include branch predictor and speculative execution features to allow

for more parallelism beyond the limitation of flow of control [68]. Dependencies in

27



loops, specially the loop-carried dependency (where the ith iteration of the loop re-

quires some value updated in (i-1)th iteration), more seriously affect the ILP and, in

general, the implicit parallelism. The modern compilers might automatically assume

some code restructuring, while generating the object code, for enhancing the degree

of ILP. The compilers perform this automatic code optimization according to the

level of “privilege” given to the compiler by the programmer.

2.3.2 Automatic Parallelization

This form of implicit parallelism could be achieved by using features available in a

parallelization standard/compiler. Fully automatic parallelization has not achieved

the level of maturity that a wide class of problems could be benefited from it. So this is

not focused here. However, programmer directed form of automatic parallelization has

been experienced to be useful for a large number of cases. An important peculiarity

in this regards is the shared memory multithreading that can be achieved by using

“only” the compiler directives of a standard like OpenMP and Cilk Plus (supported

by the respective compiler) or by using a parallel language like UPC, Chapel, Fortress,

X10, Co-Array FORTRAN, HPF, ZPL, Charm++ including recent contributions,

e.g., PetaBricks and Julia [70]. Efforts to develop automatic parallelization models

are ever ongoing, like for example, SPC3PM [71].

Note that the underlying platform is itself needed to be a parallel computer for

getting benefits of the parallelization models. It should at least be a personal com-

puter having multicore and/or multithreaded CPU, if not more sophisticated one.

The automatic parallelization might be attributed to implicit parallelism because the

respective model or standard takes care of how the parallelism is actually achieved
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and the programmer has not to do much, expect for using compiler directives to point

out the parallelizable code segments. Code segments that avoid strict dependencies

and involve patterns favourable to the automatic parallelization have more chances

of getting automatically parallelized.

2.4 Explicit Parallelism

Explicit parallelism is characterized by the fact that the programmer is responsi-

ble for, (1) taking care of subdividing the problem into a number of sub-problems

(with respect to data or tasks) for simultaneous execution on a number of process-

ing elements, and (2) managing the coordination and synchronization among the

sub-problems. The major forms of explicit parallelism are explained below.

2.4.1 Shared Memory Parallelism

From a hardware perspective, a shared memory parallel architecture is a computer

that has a common physical memory accessible to a number of physical processors.

The two types of shared memory architectures are Uniform Memory Access (UMA)

and Non-Uniform Memory Access (NUMA), as shown in Fig. (2.2a-b), taken from

[66]. Today the most common form of the UMA architecture is the Symmetric

Multiprocessor (SMP ) machine, which consists of multiple identical processors

with equal level of access and access time to the shared memory. Whereas, the most

common form of the NUMA architecture is the machine made by inter-linking a

number of SMPs. It is characterized by the fact that the access time to different

memory locations might vary for a processor.

From a programmer’s perspective, the most common form of shared memory par-
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allelism is themultithreading programming model. The parallel application

might involve multiple execution threads that share a common logical address space.

Standard implementations of threads include POSIX Threads, Intel Threading Build-

ing Blocks, Cilk Plus and OpenMP. Note that, unlike OpenMP, POSIX threads are

library based and parallelization with POSIX threads is explicitly performed by the

programmer. The major advantages of shared memory programming are its simplic-

ity and uniformity because of common global address space. On the other hand, due

to the same reasons, the shared memory systems are less scalable; data traffic con-

gestion increases with an increment in the number of threads/processes that share

the same path to access the global memory. Moreover, the cost of building shared

memory system with ever increasing number of processors grows exponentially.

Emergence and so rapid advancements inmulticore (now also referred to asmany-

core) CPUs have given substantial acceptance of these as a new shared memory

parallel computing platform. These CPUs offer a parallel computing platform at

personal/laptop computer (PC) levels. As of the year 2012, PCs with 1-4 CPU

sockets, with each CPU chip having up to 16-cores are available in the commodity

market, thus up to a total of 64 CPU cores could be available in a single system. Each

of the multicore CPUs, itself, may be regarded as a lower-cost version of UMA-SMP

and, thus, the multi-socket PC (having more than one CPU chips, each with its own

integrated memory controller) is a NUMA architecture. However, getting respective

parallel performance from such machines depends strongly on the algorithm and the

program design. Infact, multicore CPUs are appearing to be the one on which the

biggest supercomputing machines are relying by considering them as building blocks.

However, in such machines sufficiently fast memory hierarchies, interconnect fabrics
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(a) Shared memory architecture UMA

(b) Shared memory architecture NUMA

(c) Distributed memory architecture

Figure 2.2: The basic forms parallel computer architectures. (Figures taken from Barney)
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and I/O systems would be necessary for acceptable parallel efficiencies.

Recently a more advanced and extremely fast, but under-developing and tricky,

way of computing is realized that makes use of some accelerator/s or co-processor/s

that work in conjunction with the primary CPU to accelerate certain type of compu-

tations favourable to the architecture of the accelerator/co-processor. A well known

form of such an accelerator is off-the-shelf, massively parallel graphical processing unit

(GPU ). The GPUs were originally introduced for graphics/video processing. How-

ever, in their modified forms, the GPUs have given rise to general-purpose graphical

processing units (GPGPU ) computing during the recent years. With a GPU in-

stalled in a computer 10 time faster speed can be achieved, at least in theory, as of

the year 2012. However, some special programming model and serious code restruc-

turing efforts are required to get benefit of the GPGPU computing. The two most

prominent programming models for GPGPU computing are CUDA (a proprietary

model only for GPUs manufactured by nVidia) and OpenCL (an open model for all

GPUs). Currently nVidia and AMD collectively hold nearly 100% share of the GPU

industry. The locality of memory accesses (due to compactness of DGM) and higher

order nature of DGMmakes it suitable to be implemented on GPUs, as demonstrated

in [72].

Recently, in November 2012, Intel has announced its first commercial product

line of Xeon Phi co-processors [73]. The Xeon Phi co-processor is based on Intel’s

Knight Corner chip having large number of small cores, which is an implementation

of Intel’s Many Integrated Core (MIC) architecture. The Xeon Phi co-processor is

x86 compatible and the programming for the co-processor is pretended to be more

like implicit programming in which few programming directives are required to be
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included in the existing code to make it to be executed on the x86 co-processor.

Currently, it seems that ease of programming, efficiency of double-precision floating

point operations and support for versatile computations (if all really get available)

might prove the Xeon Phi co-processor a much better choice than GPU accelerators.

2.4.2 Distributed Memory Parallelism

From a hardware perspective, a distributed memory parallel architecture is a com-

puter that has a number of physical processors each with its own local resources and

separate memory space and requiring an interconnection network for mutual com-

munication for accessing memory of other processors. A basic block diagram of this

architecture is shown in Fig. (2.2c), taken from [66].

From a programming perspective, the most suitable form of distributed shared

memory parallelism is multiprocessing. Multiple processes, each allocated with

a subproblem, are mapped to different processors (cores) to solve their respective

subproblems. The inter-process communication (for mutual coordination and syn-

chronization) is performed using the message passing model. According to

which the processes (each having a separate logical memory space) send and receive

message for data sharing. This is done in a cooperative fashion such that any message

SEND call issued by a process must has a matching message RECEIVE call issued

by the process that is supposed to receive the message. Amessage passing implemen-

tation is a library (of subroutines for a variety of communication operations) that

works in conjunction with the usual C, C++, and FORTRAN compilers. Although

there have been a number of library-implementations of message passing model, but

today Message Passing Interface (MPI) library is the most widely used
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implementation. MPI library includes a variety of routines for both point-to-point

and collective communications. The communication instance involving one sender

and one receiver is referred to as point-to-point communication. This is in contrast

to the collective communication which could be one-to-all, all-to-one, or all-to-all.

MPI has emerged as a de-facto standard for portable and scalable parallel program-

ming for distributed memory parallel architectures. Several free and commercial MPI

implementations are available. These implementations include both general and ar-

chitecture/vendor specific. Well-known examples of MPI implementations include

• OpenMPI (by Indiana University, open source)

• MPICH andMPICH2 (by Argonne National Lab, open source)

• MVAPICH andMVAPICH2 (by Ohio State University, free)

• Platform MPI (by Platform Computing, commercial)

• Intel MPI (by Intel, commercial)

• MSMPI (by Microsoft, commercial, for use on MS HPC Server 2008 OS)

• MPJ Express (by several including NUST−Pakistan, Java based [74]).

The advantages and disadvantages associated with distributed memory paral-

lelism are in contrast to those of shared memory parallelism. Distributed memory

systems are highly scalable and are less costly. Even, the mass market commodity

off-the-shelf (M2COTS) computer components can be used to build a cost effective

system, usually called clusters (details later on). On the other hand, programming

for the distributed systems is more challenging and intensive to take care of splitting

of data structures across the separate memory spaces of the parallel processes and for

cooperative inter-process communication. In principle, the distributed memory MPI

applications can execute on any shared memory architecture, as well. For example,
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24 MPI processes can be executed in parallel on a 24-core machine (1 MPI process

per processing core). Even for the case of shared memory space, each of the MPI

processes considers its memory space isolated from that of any other process.

2.4.3 Hybrid Distributed-Shared Memory Parallelism

Hybrid parallel architecture refers to the system consisting of a number of ma-

chines/PCs with distributed memory interconnected via a network, where each of

the machine is a shared memory computer (like SMP) itself, as shown in Fig. (2.3a),

taken from [66]. Thus, a hybrid distributed-shared memory computer is built by

interconnecting a number of SMP machines via a network. This looks practicable

and easy to understand as, today, a multi-socket machine with each socket hav-

ing a multicore CPU is an SMP machine. With the advent of number crunching

accelerators/co-processors, a new layer of computing might be added in the hybrid

parallel scenario. That is, each of multiple SMP machines is also equipped with one

or more GPU accelerators or Xeon Phi co-processors, as shown in Fig. (2.3b) for

GPUs, taken from [66]. The high end supercomputing cluster computers follow some

hybrid memory architecture and seem to be prevailing at the top positions in the

predictable future.

There exist a number of useful hybrid parallel programming paradigms that could

be investigated for numerical simulations. MPI with OpenMP is the one among those.

The idea is to use MPI for communication across the interconnected machines and use

OpenMP within a single multicore machine, as shown in Fig. (2.3c), taken from [66].

In general, a hybrid programming approach might use more than one implementation,

selecting at most one implementation out of each of the three architectural levels of
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parallelism: (1) MPI, (2) OpenMP/p-threads and (3) CUDA/OpenCL. A hybrid

programming approach on an appropriate parallel architecture might (or might not)

utilize the computational resource more efficiently and effectively than with any one

of the participating parallel programming approach.
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(a) Hybrid distributed-shared memory architecture

(b) GPU equipped hybrid distributed-shared memory architecture

(c) A hybrid programming model with MPI + OpenMP

Figure 2.3: Hybrid parallelism. (Figures taken from Barney)
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2.5 Cluster Computing

As discussed that, a cluster is composed by interconnecting individual PCs using an

interconnection network (simply called as interconnect) such that the interconnected

machines act like a single computer. Common cluster types (with respect to their

usage) include compute clusters, high-availability clusters and load-balancing clus-

ters. As the present work is concerned solely with the compute clusters, so the word

cluster is used to refer to the compute cluster only. The compute cluster is proven

to be very cost effective distributed memory parallel architecture. More precisely,

today, the cluster is a hybrid memory parallel architecture given that each of the in-

terconnected machines is an SMP (being a multi-socket and/or multicore machine).

The interconnected machines that constitute the cluster are called as nodes. Two

necessary types of cluster nodes are compute nodes, where the parallel computa-

tions are performed, and head node, which is responsible for system management,

handling of user login and job submissions.

In a typical scenario, cluster users log-on to the front-end node of the cluster via

public Internet and compile their programs using compilers/environments of their

choice (from among the available ones) on the front-end node and submit their batch

jobs for execution. The front-end node manages some queues of user requests and

schedules the submitted jobs to execute them on the compute node/s according to

some pre-specified priority mechanisms using a job scheduling software, also called

batch scheduler. Examples of job scheduling software include

• Portable Batch System (PBS)

• Oracle/Sun Grid Engine (SGE)
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• Platform LSF (Load Sharing Facility)

• MAUI Cluster Scheduler

• MOAB Cluster Suite

• TORQUE Resource Manager

• Simple Linux Utility for Resource Management (SLURM).

In complement to the batch job submission style, a cluster may have the facility of

interactive job submission style, usually on some specified nodes for debugging, test-

ing and short jobs. A cluster may also have some scalable distributed monitoring sys-

tem for statuses of resources in the cluster. Examples of monitoring software include

Ganglia, MOAB Cluster Suite etc. For big clusters, with several hundred/thousand

of nodes, the responsibilities of the head node are distributed among a different type

of nodes:

• one administration/management node

• one or more Login nodes

• one or more Gateway or I/O nodes (for efficient handling of data bulks).

The cluster interconnect could be as simple as Fast Ethernet (of 100Mbps

of bandwidth) and Gigabit Ethernet (of 1000Mbps of bandwidth). The cluster

may also be equipped with a specialized interconnect technology (of high band-

width and/or low latency), like 10-Gigabit Ethernet, Infiniband, Myrinet or

Quadrics. If a specialized network is available in the cluster then it is configured to

be used for inter-process MPI communications among the parallel processes mapped

onto different compute nodes. In such a case, the Ethernet network is used for sys-

tem/job management purposes. The two major characteristics of an interconnect are
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bandwidth and latency. Bandwidth refers to data transfer rate, i.e., quantity of data

transferred per unit of time, usually expressed in Mbps (Mega bits per second). La-

tency refers to transfer time for minimal (zero byte) data between two points, usually

expressed in microseconds.

The clusters, as the hybrid memory architectures, offer the most cost effective

solution to fulfill the need of high performance parallel computing capabilities for

numerical simulations. Because of their effectiveness, cost-effectiveness and scalabil-

ity, 411 (82.2%) supercomputing machines out of the world’s top 500 known super-

computing machines as of November 2012 are clusters, as announced by the TOP500

project [75]. However, it is worth to mention that clusters compliment rather than

compete with the more sophisticated parallel computing architectures, usually called

Massively Parallel Processing (MPP ) machines, which are only 89 (17.8%)

in number out of the total of top 500 machines, as of November 2012. As an evidence

of this fact, note that the total number of CPU cores in 411 clusters is 8060460 and

that of in 89 MPPs is 6825340. Similarly the overall total maximum speed attained

by 411 clusters is 83407488 GFLOPS (51.4% share in the collective performance of

the top 500 machines) and that of by 89 MPPs is 78731899 GFLOPS (48.6% share in

the collective performance of the top 500 machines). This means that, on average, a

cluster has 19611 CPU cores and 202937 GFLOPs maximum speed, whereas an MPP

has 76689 CPU cores and 884628 GFLOPs maximum speed in the top 500 machines.

Thus, an MPP has 3.91 times more number of CPU cores and 4.35 times more speed

than those of a cluster, on average [75].

Moreover, the dominant choices of the CPUs are the 64-bit architecture (x86-

64) based Xeon (from Intel) and Opteron (from AMD) for the high performance
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computing machines. This is evident from the fact that around 88% of all the systems

in the top 500 machines are using CPUs from these two series [75]. Further, the use of

accelerators/co-processors for number crunching in the HPCmachines is getting to be

significant year by year. This is evident from the fact that in November 2010 only 17

machines out of the top 500 supercomputing machines were using the accelerators/co-

processors whereas in November 2012, 62 machines out of the top 500 supercomputing

machines are using the accelerators/co-processors [75].

As the use of clusters is becoming so economical and widespread that very small

clusters within a single desktop chassis are also appearing in the commodity market,

for example the Limulus (LInux MULti-core Unified Supercomputer) project [76],

that can work like very big clusters (obviously at small scale). Interestingly, a

low-cost cluster according to the Limulus Project Design (having four nodes with

four quadcore processors of desktop category) has been demonstrated to achieve 200

GFLOPS [77]. Such a 16-core cluster could be outperform a 16-core SMP machine

that have all of its cores on the same system board (irrespective of the number of sock-

ets), especially for the scientific applications (like sparse linear solvers, for example)

requiring high memory bandwidth [78—80].

2.6 Grid and Cloud Computing

Parallel applications, based on distributed memory models, can be categorized as

either loosely coupled, or tightly coupled applications. A loosely coupled application,

sometimes also referred to as embarrassingly parallel application, requires very few or

virtually no communication among the parallel processes. Therefore, these processes

might be mapped to geographically disperse processing units, inter-connected using
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some appropriate networking technology. Such an agglomeration of remote comput-

ers inter-connected, possibly on the Internet, with certain others attributes as well,

is termed as grid. The embarrassingly parallel applications like Monte-Carlo simu-

lations are the best candidate for exploiting the maximum processing potential of

grids. The tightly coupled applications, like the PDEs solvers, which require very

frequent inter-process communications can be executed more efficiently on the paral-

lel computers which have all of its processing units either inter-connected using some

local network topology (e.g., clusters, MPPs, etc.), or remain within a box (like SMP

machines).

Grids not only provide for the sharing of remote ‘computational resources’ but

they enable certain other types of resource sharing as well. Further details on grid

computing can be found in [81] and [82]. Note that another type of computing,

namely the cloud computing is also emerging, in which not only the high performance

computing but mostly a vast variety of other forms of computing are provided through

the Internet as “services”, instead of “products” [83]. Interestingly the services on

clouds are provided as metered facilities. This has given rise to the debate whether

an in-house HPC facility is preferable or the HPC service from a commercial cloud

for medium scale applications. The examples of HPC services on clouds range from

a single core computer to a cluster of a few hundred CPU cores, to a cluster of

GPUs [84].

2.7 Developing Efficient Parallel Programs

The operating system (OS) of choice for most of the HPC community is Linux.

93.8% of the top 500 supercomputing machines are based on Linux [75]. The par-
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allel computers are equipped with a number of modern compilers of C, C++ and

FORTRAN languages, at least. Intel, PGI, Pathscale, Absoft and GNU are some

well-known compiler providers. For shared memory programming, modern compil-

ers include OpenMP implementation. Also the POSIX thread library could be used.

Cilk Plus is a new standard, included with C/C++ compilers from Intel, for directive

based parallelization. For distributed memory programming an MPI implementation

is installed on the parallel computer using a set of C, C++ and FORTRAN compil-

ers. A variety of performance tools and libraries can also be considered. Intel’s Math

Kernel Library (MKL) and AMD’s Core Math Library are among the libraries that

provide highly efficient subroutines for useful mathematical operation.

During the program development, an appropriate code debugging software

tool might be used to find out the errors to obtain the correct final results from the

computations. The list of well-known debuggers includes

• TotalView (by TotalView Tech, commercial, parallel, memory debugger)

• Distributed Debugging Tool-DDT (by Allinea, commercial, parallel)

• PGDBG (by Portland, commercial, parallel)

• GDB (by GNU, free, serial, Command-Line)

• Inspector (by Intel, commercial, parallel, also a memory debugger)

• Memcheck (by Valgrind, free, memory debugger).

Once a working parallel code has been developed, it should be considered to

tune up for enhancing the overall performance and optimal resource utilization [85].

Tuning refers to finding out hot spots in the program (where it consumes large

portions of any resource it requires, especially its total execution time) and removing

the concerning bottlenecks (which use the computing resource inefficiently) [66]. It
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is interesting that the 90/10 locality rule often works, according to which a program

consumes 90% of the total number of required CPU cycles for 10% of its code [64].

Analysis of code performance and resource utilization could be done through some

appropriate performance profiling/tracing software tools. A healthy list of

well-known parallel performance analysis tools includes

Profiling Tools:

• mpiP (by Lawrence Livermore National Lab, free)

• PGPROF (by Portland Group, commercial)

• Vtune Amplifier (by Intel, commercial)

• PAPI (by Uni. of Tennessee at Knoxville, free, hardware performance counter)

• SCALSCA (by several including Julich Supercomputing Center, free, a very

sophisticated analysis tool)

Tracing Tools (more expert than profiling):

• Open|SpeedShop (by Krell Institute, free)

• TAU (Tuning and Analysis Utilities, by University of Oregon, free)

• VampirTracer (by TU Dresden, free)

• Trace Collector and Analyzer (by Intel, commercial)

• MPE (MPI Parallel Environment, by Argonne National Lab, free)

• KOJAK (by several including Julich Supercomputing Center, free).

The parallelization approach of choice for the present work is MPI based parallel

processing. Therefore, the discussion of parallel performance would focus around

the distributed/hybrid memory architectures. In general, performance of a parallel

program on a distributed/hybrid memory architecture with a given data size depends

on many factors including:

44



• Processor (total number, number per node, speed)

• Memory (capacity, bandwidth, latency, caching effects)

• Interconnect (type, bandwidth, latency)

• Environment Capabilities (OS, compilers, implementation, library)

• Algorithm, Data Structures and Memory Access Pattern

• Granularity (i.e., computation to communication ratio) [66,86].

The factors affecting the overall program performance are interrelated and quite

complicated. Therefore, to meet the challenge of developing efficient parallel pro-

grams that make optimal use of the available resources, certain design consideration

are important to be taken into account [86]. These considerations include prob-

lem and program understanding, problem decomposition (data/task decomposition),

I/O and communication requirements and patterns, load balancing, granularity, cost

and limits of parallelization. Some detailed discussions on these consideration are

presented by Hager and Wellein [65], and Barney [66].

2.8 Parallel Performance Metrics

A number of metrics are available in literature and are commonly used to quan-

tify performance of parallel programs. The most basic metrics include “total execu-

tion time”, “relative speedup” and “relative efficiency”. In this work, the “relative

speedup” and “relative efficiency” will simply be called “speedup” and “efficiency”,

respectively. Execution time consists of computation time and communication time,

both. It is “the elapsed wall clock time from the start of execution of first process

of a parallel program to the end of execution of its last process”. Simply knowing

the execution time of any code or code segments could be done through a variety

45



of timer functions available in the programming language and parallelization model

implementation. Relative speedup, Ş, of a parallel program is “the ratio of elapsed

time, τ 1, taken by one process to solve a problem of size n to the elapsed time, τ p,

taken by p processes” to solve the same problem, i.e.,

Ş = Ş(n, p) =
τ 1
τ p
. (2.1)

The relative efficiency, E , is defined as,

E = E(n, p) = Ş
p
. (2.2)

In general, speedup is observed less than p and efficiency is observed between 0 and

1. In an ideal case,

τ p =
τ 1
p
, Ş = p, and E = 1. (2.3)

Sometimes so called “super-linear speedup” is observed where speedup is greater

than p. This phenomenon is caused by the cache efficiency with smaller data sizes

on the p processors as compare to the single processor case. Scalability is another

characteristic of parallel programs that measures how much efficiency is sustained

when the processing resources and the problem size are both increased in proportion

to each other ( [87], pp. 208−218). Some relatively more rigorous theoretical discus-

sions about parallel performance analysis, especially the Amdahl’s law, Gustafson-

Barsis’ law, Karp-Flatt metric, isoefficiency metric and refined performance models

can be found at ( [65], pp. 123−130) and ( [88], pp. 161−173). Based on differ-

ent approach and applicable to possibly a different situation, each of the performance

analysis models might help to provide the indication of performance extent of a given

parallel application. In general, the parallel performance analysis helps in predicting

performance of parallel program and understanding the hurdles in achieving higher
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performance. A brief description of some of these performance models is given below.

The total sequential execution time of a program (i.e., execution time on one proces-

sor) can be considered as consisting of two portions: (i) time required for inherently

serial (non-parallelizable) computations, may be denoted as τ serial, and (ii) the time

required for the parallelizable computations, may be denoted as τ parallel, i.e.,

Sequential Execution Time = τ 1 = τ serial + τ parallel. (2.4)

Note that the time required for inherently serial (non-parallelizable) computations,

τ serial, remain fixed irrespective of the number of processors p. On the other hand,

the time required for the parallelizable computations, τ parallel, is made to decrease

through execution of the parallel program on a multiprocessor computer. Thus,

the time for parallel execution of the program on p processors, involving parallel

overheads, is given by:

Parallel Execution Time = τ p ≥ τ serial +
τ parallel
p

+ h(n, p). (2.5)

where h(n, p) is the parallel overhead incurred due to communication, synchroniza-

tion, redundant operations and/or load balancing among the p processors. The Am-

dahl’s law specifies an upper bound on speedup, as follows:

Ş(n, p) =
τ 1
τ p

(2.6)

≤ τ serial + τ parallel
τ serial +

τparallel
p

+ h(n, p)

≤ τ serial + τ parallel
τ serial +

τparallel
p

=
1

f+ 1−f
p

.

Here f is the fraction of τ 1 that is spent for inherently serial (non-parallelizable)

computations, i.e.,

f =
τ serial
τ 1

=
τ serial

τ serial + τ parallel
. (2.7)
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The Amdahl’s law treats problem size as a constant and it assumes that the goal

of parallelism is to minimize the execution time. The law indicates that how the

execution time decreases and the speedup increases with the increase in number

of processors. Sometimes, there might be another goal of parallelism, i.e., within

a fixed available time for program execution obtain more precise/accurate result

by increasing the problem size on large number of processors. This goal is taken

into account by the Gustafson-Barsis’ law, i.e., keep the execution time fixed and

determine the effect of increasing problem size with the increase in the number of

processors. The Gustafson-Barsis’ law puts an upper bound on speedup as follows:

Ş(n, p) =
τ 1
τ p

(2.8)

≤ τ serial + τ parallel
τ serial +

τparallel
p

+ h(n, p)

≤ τ serial + τ parallel
τ serial +

τparallel
p

= p+ (1− p)g.

Here g is the fraction of the inherently serial (non-parallelizable) computations in the

parallel program, i.e.,

g =
τ serial

τ serial +
τparallel

p

. (2.9)

The Karp-Flatt metric provides another metric for parallel performance that, unlike

the Amdahl’s and Gustafson-Barsis’ laws, takes the parallel overhead into account.

The new metric, e, is the “experimentally determined serial fraction” for a parallel

program and is given by

e =

1
Ş
− 1

p

1 + 1
p

. (2.10)

Here the speedup Ş is an experimentally measured quantity and hence the fraction

e. A smaller value of e represents better parallel scaling of the program. The metric
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might be used sometimes for determining that which of the “parallel overhead” and

“inherent sequential computation part” is the cause of parallel inefficiency of the pro-

gram. If e increases with the increase in number of processors for a fixed problem size

then the parallel overhead is the cause for parallel inefficiency rather than inherently

limited parallelism in the program.

Study of performance models and experiments indicates that for a given prob-

lem, the overall speedup increases with increase in the number of processing elements

until an extent of the number of processing elements (relative to the given problem

size) is reached. Further increase in the number of processing elements brings the

point of diminishing returns. To gain further speedup the problem size would need

to be enlarged. The scalability analysis performed indicates that how the perfor-

mance metric, speedup, of the parallel program varies with the increase in number

of processes for a given problem size.
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Chapter 3

A Discontinuous Galerkin (DG) Solver

using Taylor Basis

In this chapter a PDE solver based on the discontinuous Galerkin (DG) discretization

in space using Taylor series basis, as introduced by Luo et al. [26], is presented. The

discussion in the current chapter is concluded for the inviscid flow problems, while

that for the viscous flow problems is deferred until Chapter 8. Firstly the governing

equations of the viscous fluid flow phenomena are given. Secondly, the discontinuous

Galerkin discretization of the problem equations is formulated. Thirdly, Runge-Kutta

(RK) method is presented for explicit time integration. Fourthly, some numerical flux

functions for inviscid terms are described. Finally, some brief notes on numerical

integration and boundary treatment are given.

3.1 Governing Equations

The governing equations of unsteady compressible viscous fluid flows known asNavier-

Stokes equations can be expressed in the conservative form, using summation con-
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vention, as

∂U (x, t)

∂t
+
∂Fj (U (x, t))

∂xj
=
∂Gj (U (x, t))

∂xj
, ∀x ∈ D, t ∈ (0,+∞). (3.1)

Here D is the domain contained in Rd. It is assumed to be bounded and connected.

j varies from 1 to d, where d ≥ 1 is the number of spatial dimensions. For computa-

tional fluid flow problems in two dimensional space (i.e., d = 2),

x = (x1, x2) ∈ D ⊆ R2 = {(x1, x2) | x1, x2 ∈ (−∞,+∞)}. (3.2)

The conservative state vector U is given by,

U =

⎛⎜⎜⎜⎜⎜⎜⎝
ρ

ρui

ρE

⎞⎟⎟⎟⎟⎟⎟⎠ , (3.3)

and the inviscid flux vectors Fj = Fj (U) and viscous flux vectors Gj = Gj (U) are

given by,

Fj =

⎛⎜⎜⎜⎜⎜⎜⎝
ρuj

ρuiuj + pδij

uj(ρE + p)

⎞⎟⎟⎟⎟⎟⎟⎠ , Gj =

⎛⎜⎜⎜⎜⎜⎜⎝
0

σij

ukσkj + qj

⎞⎟⎟⎟⎟⎟⎟⎠ , for i, j, k = 1, 2, · · · , d. (3.4)

Here ρ, p, E and T denote density, pressure, specific total energy and temperature of

the fluid respectively and uj is the velocity of the flow in the coordinate direction xj.

δij is the Kronecker delta function, i.e.,

δij =

⎧⎪⎪⎨⎪⎪⎩
1 for i = j

0 for i �= j

(3.5)

σ is the viscous stress tensor. It is symmetric and a linear function of the velocity

gradients because the fluid under consideration is air, which is a Newtonian fluid and
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hence satisfies the Stokes hypothesis. The components of σ,

σ =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

σ11 σ12 · · · σ1d

σ21 σ22 · · · σ2d

...

σd1 σd2 · · · σdd

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
, (3.6)

are given by

σij = μ

(
∂ui
∂xj

+
∂uj
∂xi

)
+
2

3
μ
∂uk
∂xk

δij. (3.7)

q is the heat flux vector, whose components qj are given by

qj =
1

γ − 1
μ

Pr

∂T

∂xj
. (3.8)

Pr is the non-dimensional Prandl number that is taken to be 0.71 for air in the

temperature range 200 − 600K and μ is the molecular viscosity coefficient that can

be obtained by using the Sutherland’s semi-empirical relation

μ

μ0
=

(
T

T0

) 2
3 T0 + 110

T + 110
. (3.9)

Here μ0 represents the viscosity at the reference temperature T0, so that μ0 = 1.716×

10−5kg/ms and T0 = 273K. The temperature T of the fluid can be determined by

T = γ
p

ρ
. (3.10)

In order to obtain the closed form of the system (3.1), the equation of state,

p = (γ − 1) ρ
(
E − 1

2
ujuj

)
, (3.11)

is added into the system. Here γ is the ratio of the specific heats and is considered to

have a constant value of 1.4 (for air). Eq. (3.11) is valid for thermally and calorically
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perfect gases and it can be used to compute the pressure p. The specific total energy

E is the sum of the specific internal energy e and specific kinetic energy, i.e.,

E = e+
1

2
ujuj. (3.12)

Due to the perfect gas assumption, the total enthalpy H and the total specific heat

E are related by

H = E +
p

ρ
. (3.13)

Neglecting viscous effects, i.e., the right-hand side of Eq. (3.1), the governing

equations of unsteady compressible inviscid fluid flows, known as Euler equations,

are obtained.

3.2 Formulation of The Discontinuous Galerkin (DG)

Discretization

The discontinuous Galerkin spatial discretization of the Navier-Stokes equations

based on Taylor series basis is similar to that defined in [26]. To formulate the

DG scheme, first the weak formulation is obtained. For obtaining the weak formu-

lation, first the governing equations (3.1) are multiplied by a test function ψ and

integrated over the domain D, as follows:∫
D

ψ
∂U

∂t
dD+

∫
D

ψ
∂Fj
∂xj

dD =

∫
D

ψ
∂Gj
∂xj

dD. (3.14)

Now the use of the identity

∂

∂x
(ψF) = ∂ψ

∂x
F + ψ

∂F
∂x

or ψ
∂F
∂x

=
∂

∂x
(ψF)−F ∂ψ

∂x
(3.15)

in Eq. (3.14) for the terms containing Fj or Gj gives∫
D

ψ
∂U

∂t
dD+

∫
D

∂

∂xj
(ψFj)dD−

∫
D

Fj ∂ψ
∂xj

dD =

∫
D

∂

∂xj
(ψGj)dD−

∫
D

Gj ∂ψ
∂xj

dD. (3.16)
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The component form of the divergence (or gradient) theorem provides the relation

∫
D

∂

∂x
(ψF)dD =

∮
Γ

FnψdΓ, (3.17)

where Γ (= ∂D) denotes the boundary of D and n denotes the unit outward vector

normal to the boundary. Using Eq. (3.17) for respective terms in Eq. (3.16) yields

the following weak formulation:

∫
D

∂U

∂t
ψdD+

∮
Γ

FjnjψdΓ−
∫
D

Fj ∂ψ
∂xj

dD =

∮
Γ

GjnjψdΓ−
∫
D

Gj ∂ψ
∂xj

dD, ∀ψ. (3.18)

For discretization of the conservation law (3.18), the domain D is subdivided into

a collection of non-overlapping elements or cells De to obtain a classical triangulation

Dh of D, so that
⊕
De = Dh ≈ D. Elements De are polygons in 2D (the two

dimensional space). These are usually triangles, quadrilaterals, or their combinations.

The test functions form a broken Sobolev space V p
h , consisting of discontinuous m-

component vector-valued polynomials of degree p, i.e.,

V p
h = {vh ∈ [L2 (D)]m : vh|De ∈ [V m

p ] ∀De ∈ Dh}, (3.19)

where

V m
p = span

{
d∏
i=1

xαii : 0 ≤ αi ≤ p, 0 ≤ i ≤ d

}
. (3.20)

Here α is the multi-index. When, the weak formulation in Eq. (3.18) is applied to

De we obtain a semi-discrete problem:

Find Uh ∈ V p
h such as

d

dt

∫
De

UhψhdD+

∮
Γe

Fj (Uh)njψhdΓ−
∫
De

Fj (Uh)
∂ψh
∂xj

dD

=

∮
Γe

Gj (Uh)njψdΓ−
∫
De

Gj (Uh)
∂ψ

∂xj
dD, ∀ψh ∈ V p

h , (3.21)
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where Γe (= ∂De) represents the boundary of De. Here Uh and ψh are piecewise

polynomial approximations to the analytical solution U and the test function ψ,

respectively, both belonging to V p
h , the space of test functions (i.e., the Galerkin

approach). These approximations are discontinuous across the element interfaces.

Let ϕi = ϕi(x) denote the ith basis function of the space V
p
h of dimension, say, N .

Then the approximationsUh and ψh can generally be expressed in conventional finite

element sense, as follows:

Uh (x, t) =

N∑
i=1

Ui (t)ϕi(x) (3.22)

ψh (x) =
N∑
i=1

ψiϕi(x). (3.23)

The dimension N = N(p, d) of the polynomial space V p
h can be computed as

N =
(p+ 1) (p+ 2) ... (p+ d)

d!
. (3.24)

Thus, N equals 1, 3, 6 and 10 for constant (p = 0), linear (p = 1), quadratic (p = 2)

and cubic (p = 3) approximations, respectively, in 2D (i.e., d = 2). Because ϕis

form the basis for the polynomial space V p
h of test functions ψh, solving Eq. (3.21)

is equivalent to solving the following system of N equations:

d

dt

∫
De

UhϕidD+

∮
Γe

Fj (Uh)njϕidΓ−
∫
De

Fj (Uh)
∂ϕi
∂xj

dD

=

∮
Γe

Gj (Uh)njϕidΓ−
∫
De

Gj (Uh)
∂ϕi
∂xj

dD, for 1 ≤ i ≤ N. (3.25)

The inviscid flux function, Fj(Uh)nj, present in the boundary integral term on the

left hand side of Eq. (3.25), is approximated by a suitable numerical flux function for

computing numerical fluxes across the element interfaces, across which the numerical

solution Uh is discontinuous. The flux function Fj(Uh)nj is replaced by a suitable
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numerical Riemann flux function of the form Hj(U
L,UR,nj), where UL and UR are

the conservative state vectors at the left (interior) and right (exterior) side of the

element boundary. To ensure consistency and conservation of the numerical scheme,

the flux function Hj is required to satisfy the following two conditions,

Hj(U,U,nj) = Fj(Uh)nj (3.26)

Hj(U
L,UR,nj) = −Hj(U

R,UL,nj) (3.27)

In this work a number of numerical fluxes, as different choices of Hj(U
L,UR,nj) are

tested. A description for each of these numerical fluxes is given later on. Moreover, for

solving complete Navier-Stokes equations, some appropriate treatment is also needed

to be taken into account for the viscous flux function, Gj(Uh)nj, that is present in

the boundary integral term on the right hand side of Eq. (3.25).

Note that in Eq. (3.22) the approximate polynomial solutionUh in each element is

represented using either standard Lagrange finite element or hierarchical node-based

basis. This is the approach used in the traditional discontinuous Galerkin methods.

This way the unknowns to be determined are the variables Ui at the nodes and

the polynomial solutions are dependent on the geometrical shape of the element. In

the present work, unlike traditional discontinuous Galerkin methods, the polynomial

solution is represented in a different way in which the solutions are represented using

Taylor series expansion at the centroid of the element/cell. For example, Taylor

series expansion of the solution Uh for quadratic approximation at the centroid of

an element in 2D (the two dimensional space), irrespective of its geometrical shape,

can be expressed as,

Uh = Uc +
∂U

∂ξ

∣∣∣∣
c

(ξ − ξc) +
∂U

∂η

∣∣∣∣
c

(η − ηc)
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+
∂2U

∂ξ2

∣∣∣∣
c

(ξ − ξc)
2

2
+
∂2U

∂η2

∣∣∣∣
c

(η − ηc)
2

2
+

∂2U

∂ξ∂η

∣∣∣∣
c

(ξ − ξc) (η − ηc) . (3.28)

Here ξ = x1 and η = x2 are the components of spatial coordinate vector x and

Uc is the value of U at the centroid (ξc, ηc) of the cell. From this point onward

the discussion is confined to the problems in 2D. Integrating Eq. (3.28) over the

element and then subtracting the resulting equation from Eq. (3.28), the following

cell-averaged representation of Uh is obtained:

Uh = Ũ+
∂U

∂ξ

∣∣∣∣
c

(ξ − ξc) +
∂U

∂η

∣∣∣∣
c

(η − ηc) (3.29)

+
∂2U

∂ξ2

∣∣∣∣
c

⎛⎝(ξ − ξc)
2

2
− 1

De

∫
De

(ξ − ξc)
2

2
dD

⎞⎠
+
∂2U

∂η2

∣∣∣∣
c

⎛⎝(η − ηc)
2

2
− 1

De

∫
De

(η − ηc)
2

2
dD

⎞⎠
+

∂2U

∂ξ∂η

∣∣∣∣
c

⎛⎝(ξ − ξc) (η − ηc)−
1

De

∫
De

(ξ − ξc) (η − ηc) dD

⎞⎠ .

Here Ũ is the mean or cell-averaged value of U at the cell-centroid. The six unknown

coefficients to be determined, in Eq. (3.29), are the values at the cell-centroid.

Therefore, this representation of Uh is independent of element shapes, because the

values are cell-averaged at the cell-centroid (instead of the values at the elemental

nodes which are different for triangles and rectangles). Thus, the six basis functions
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ϕi, 1 ≤ i ≤ 6, for the polynomial space of dimension N = 6 are given by,

ϕ1 = 1

ϕ2 = ξ − ξc

ϕ3 = η − ηc

ϕ4 =
(ξ − ξc)

2

2
− 1

De

∫
De

(ξ − ξc)
2

2
dD

ϕ5 =
(η − ηc)

2

2
− 1

De

∫
De

(η − ηc)
2

2
dD

ϕ6 = (ξ − ξc) (η − ηc)−
1

De

∫
De

(ξ − ξc) (η − ηc) dD. (3.30)

Use of the basis functions, given in Eq. (3.30), in the DG formulation (3.25) yields

the following differential algebraic system of equations:

d

dt

∫
De

ŨdD+

∮
Γe

Fj (Uh)njdΓ =

∮
Γe

Gj (Uh)njdΓ, for i = 1 (3.31)

M5×5
d

dt

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

∂U
∂ξ

∣∣∣
c

∂U
∂η

∣∣∣
c

∂2U
∂ξ2

∣∣∣
c

∂2U
∂η2

∣∣∣
c

∂2U
∂ξ∂η

∣∣∣
c

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
+R5×1 = 0, for 2 ≤ i ≤ 6. (3.32)

The entries Mij of the symmetric matrixM5×5 are given by

Mij =

∫
De

ϕiϕjdD, for 2 ≤ i, j ≤ 6, (3.33)

and components Ri of the vector R5×1 are given by

Ri =

∮
Γe

Fj (Uh)njdΓ−
∫
De

Fj (Uh)
∂ϕi
∂xj

dD

−
∮
Γe

Gj (Uh)njdΓ−
∫
De

Gj (Uh)
∂ϕi
∂xj

dD, for 2 ≤ i ≤ 6. (3.34)
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Note that in this formulation, the equations for the cell-averaged variables are decou-

pled from the equations for their derivatives due to the choice of the basis functions

and the fact that ∫
De

ϕiϕ1dD = 0, for 2 ≤ i ≤ 6. (3.35)

Further, for Euler flow computations, the terms involving a viscous flux vectors

Gj (Uh) in Eq. (3.31) and Eq. (3.34) are vanished. The discussion of the viscous flow

problems is deferred until Chapter 8. For implementing the above computational

procedure, normalization of the basis functions ϕi is carried out that improves the

conditioning of the system matrix. The normalized basis functions, φi, are given by

φ1 = 1 (3.36)

φ2 =
ξ − ξc
δξ

φ3 =
η − ηc
δη

φ4 =
(ξ − ξc)

2

2 (δξ)2
− 1

De

∫
De

(ξ − ξc)
2

2 (δξ)2
dD

φ5 =
(η − ηc)

2

2 (δη)2
− 1

De

∫
De

(η − ηc)
2

2 (δη)2
dD

φ6 =
(ξ − ξc) (η − ηc)

δξδη
− 1

De

∫
De

(ξ − ξc) (η − ηc)

δξδη
dD.

Here δξ = 0.5(ξmax − ξmin) and δη = 0.5(ηmax − ηmin), where ξmax and ηmax, ξmin

and ηmin denote the maximum and minimum coordinates in the cell De in the two

coordinate directions respectively. The relation (3.35) also holds for the normalized

basis functions, φi, i.e., ∫
De

φiφ1dD = 0, for 2 ≤ i ≤ 6. (3.37)

Due to the normalized basis functions, the entries, M̂ij,of the modified symmetric
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matrix, say M̂5×5, for Eq. (3.32) are given by

M̂ij =

∫
De

φiφjdD, for 2 ≤ i, j ≤ 6. (3.38)

The simplified forms of these integrals (entries for the mass matrix with the normal-

ized basis functions) are obtained in Appendix A. The quadratic approximation of

Uh becomes as follows:

Uh = Ũφ1 +
∂U

∂ξ

∣∣∣∣
c

δξφ2 +
∂U

∂η

∣∣∣∣
c

δηφ3 (3.39)

+
∂2U

∂ξ2

∣∣∣∣
c

(δξ)2 φ4 +
∂2U

∂η2

∣∣∣∣
c

(δη)2 φ5 +
∂2U

∂ξ∂η

∣∣∣∣
c

δξδηφ6.

The normalized basis functions produce entries of mass matrix with magnitude not

greater than 1. This helps in removing the stiffness of the system matrix for higher

order discontinuous Galerkin (DG) approximations [26].

By assembling together all the elemental contributions, a system of ordinary dif-

ferential equations (ODEs) governing the evolution in time of the discrete solution is

obtained, which can be written as:

MdU

dt
= R (U) , (3.40)

whereM denotes the mass matrix, U is the global vector of the degrees of freedom

and R (U) is the residual vector.

Since the shape functions ϕi are nonzero within element De only, the mass matrix

M has a block diagonal structure that couples the N degrees of freedom of each

component of the unknown vector only within De. As a result, the inverse of the

mass matrixM can be easily computed by hand considering one element at a time

in advance. It is stable for any mesh to perform the inversion of the mass matrix [26].
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3.3 Explicit Time Integration Using Range-Kutta (RK)

Method

The explicit methods may be employed to integrate the system of ODEs (3.40). RK

based DG flow solvers was first introduced by Cockburn and Shu [12, 34]. In this

work, the following explicit three stage third-order TVD Runge—Kutta method, as

implemented by Luo et al. [26], is used to march the solution in time:

U(1) = Un +ΔtM−1R (Un) ,

U(2) = 3
4
Un + 1

4

[
U(1)+ΔtM−1R(U(1))

]
,

Un+1 = 1
3
Un + 2

3

[
U(2) +ΔtM−1R (U(2)

)]
.

(3.41)

This scheme is stable (linearly) for CFL (Courant-Friedrichs-Lewy) number being

less than or equal to 1/(2p + 1). The time step of an explicit scheme is restricted

by CFL number that determines the stability of the scheme. The smaller allowable

time steps results in very slow convergence of the solution to the steady state. Local

time stepping is one of the possible approaches to accelerate the convergence. In

the present scheme, on each element De, the local time step Δt is obtained by the

following formula:

Δt =
DeCFL

(2p+ 1)

∫
Γe

max (|uLi ni|+ CL, |uRi ni|+ CR) dΓ

, (3.42)

where C is the speed of sound and L and R in superscripts represent the left and

right sides of the element boundary respectively.
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3.4 Description of the Numerical Fluxes for Inviscid Flux

Function

As mentioned earlier that the numerical flux function, Fj(Uh)nj, present in Eq.

(3.25) is replaced by a suitable numerical Riemann flux function Hj, following are

the five numerical fluxes considered in the present work for inviscid (Euler) flow

computations (ignoring the viscous terms) in 2D. An excellent text on a variety of

Riemann flux schemes is presented by Toro [89].

3.4.1 Lax-Friedrich (LF ) Flux

Lax-Friedrich (LF ) [89] numerical flux is one of the simple and widely used flux

functions in a DG method and is also known as Rusanov flux. It is defined as:

HLF =
1

2

[F(UL) + F(UR)− C(UR −UL)
]
, (3.43)

where F=Fjnj and C is the largest wave speed in the direction normal to the element

interface. Wave speed in the system case is the absolute value of the Eigen value of

the Jacobian.

3.4.2 Harten- Lax and Van Leer- with Contact Restoration (HLLC)

Flux

In this work, HLLC (Harten- Lax and Van Leer- with Contact restoration) approxi-

mate Riemann solver, first introduced by Toro et al. [90] is used to approximate the

Riemann flux function. The HLLC flux is a modification of the Harten-Lax-vanLeer

(HLL) flux, whereby the missing shear and contact waves are restored [90]. The
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HLLC flux for the Euler equations, as implemented by Betten et al. [91], is given by

HHLLC=

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

F(UL) if SL > 0

F(UL
∗ ) if SL ≤ 0 < S∗

F(UR
∗ ) if S∗ < 0 ≤ SR

F(UR) if SR > 0

(3.44)

where

UL,R
∗ =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ρL,R∗

(ρu1)
L,R
∗

(ρu2)
L,R
∗

(ρE)L,R∗

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
=

1

SL,R − S∗

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ρL,R(SL,R − qL,R)

(SL,R − qL,R)(ρu1)
L,R + (p∗ − pL,R)nx

(SL,R − qL,R)(ρu2)
L,R + (p∗ − pL,R)ny

(SL,R − qL,R)(ρE)L,R − pL,RqL,R + p∗S∗

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
,

(3.45)

F(UL,R
∗ ) =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ρL,R∗ S∗

(ρu1)
L,R
∗ S∗ + p∗nx

(ρu2)
L,R
∗ S∗ + p∗ny

((ρE)L,R∗ + p∗)S∗

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (3.46)

p∗ = ρL(qL − SL)(qL − S∗) + pL = ρR(qR − SR)(qR − S∗) + pR, (3.47)

qL,R = uL,R1 nx + uL,R2 ny, (3.48)

with [nx, ny]T being the unit outward normal to the element interface. There could

be a number of ways to estimate the wave speeds SL, S∗ and SR. In this work, SL

and SRare estimated as in [92]:

SL = min
[
λ1(A(U

L)), λ1(A(U
∗))
]
, SR = max

[
λ2(A(U

R)), λ2(A(U
∗))
]
, (3.49)

with λ1 and λ2 are the smallest and largest Eigen values of the linearized flux Jaco-

bian. The intermediate state U∗ is taken to be the Roe average. S∗ is estimated as
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by Betten et al. [93]:

S∗ =
pR − pL + ρLqL(SL − qL)− ρRqR(SR − qR)

ρL(SL − qL)− ρR(SR − qR)
. (3.50)

HLLC based solvers have been effectively used to compute compressible viscous

and turbulent flows on both structured grids [91] and unstructured grids [23]. HLLC

Riemann solver is easier to implement, also its computational cost is lower than that

of other available Riemann solvers [89] [91] [94].

3.4.3 Bhatnagar-Gross-Krook (BGK) Flux

The Bhatangar-Gross-Krook (BGK) flux is based on a gas-kinetic scheme, computing

the numerical fluxes at the element interfaces through a simple hybrid gas distribution

function. With the BGK flux, there could be two approaches for constructing the

numerical fluxes. The one approach is the directional splitting method by Xu [95]

and the other one is the fully multidimensional method by Xu et al. [96]. In this

study the less costly directional splitting method is used, which is defined as:

HBGK=

∫
u

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1

u1

u2

1
2

(
u21 + u22 + ζ2

)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
f(t, u1, u2, ζ)dΞ. (3.51)

The integral in Eq. (3.51) over the time step gives the numerical fluxes of mass,

momentum and energy transport. Here dΞ = du1du2dζ is the volume element in

phase space with internal variable ζ,
[
1, u1, u2,

1
2

(
u21 + u22 + ζ2

)]T
is the vector of
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moments and f is the gas distribution function at a cell interface. f is defined as:

f(t, u1, u2, ζ) = (1− E−
t
r )g0 (3.52)

+ (τ(−1 + E−
t
r ) + tE−

t
r )(ālH[u1] + ār(1−H[u1]))u1g0

+ τ(t/τ − 1 + E−
t
r )Āg0 + E−

t
r ((1− u1(t+ τ)al)H[u1]g

l

+ (1− u1(t+ τ)ar)(1−H[u1]g
r) + E−

t
r (−τAlH[u1]gl − τAr(1−H[u1]g

r),

where H[u1] is the Heaviside function. The particle collision time τ is taken as:

τ =

∣∣∣ ρL
λL
− ρR

λR

∣∣∣∣∣∣ ρL
λL
+ ρR

λR

∣∣∣ (3.53)

with

λL,R =
(K + 2)ρL,R

4((ρE)L,R − 1
2
ρL,R((uL,R)2 + (ûL,R)2)

, (3.54)

where uL,R and ûL,R are tangential and normal component of velocity at the cell

interface, K is the total number of freedom in ζ, which is equal to 3. The coefficients

al, ar, āl, ār, Al, Ar and Ā are related to the derivatives of a so called Maxwellian in

space and time, gl and gr are the Maxwellian distributions at the left and right sides

of the cell interface and g0 is a local Maxwellian distribution function. The detail

discussions of the moments of the Maxwellian and al, ar, āl, ār, Al, Ar and Ā are given

in [95]. A discontinuous Galerkin method based on BGK flux is presented by Luo

and Xu [44].

3.4.4 Artificially-Upstream Flux Vector Splitting (AUFS) Method

The Artificially-Upstream Flux vector Splitting (AUFS) method is based on the idea

of splitting the flux vector, as evident from its name. The AUFS method for the 2D

Euler equations, as implemented by Sun and Takayama [97], is given by

HAUFS = (1−Ms)
⌊
0.5(PL +PR) + δU

⌋
+Ms 
Uα(ũα−s2) +Pα� , (3.55)
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where

Ms =
s1

s1 − s2
, α =

⎧⎪⎪⎨⎪⎪⎩
L for s1 > 0

R for s1 ≤ 0
, PL,R =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

0

pL,Rnx

pL,Rny

(pũ)L,R

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
. (3.56)

Artificial viscosity δU is given by:

δU =
1

2c̃

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

pL − pR

(pu1)
L − (pu1)R

(pu2)
L − (pu2)R

c̃2

γ−1
(
pL − pR

)
+ 1

2

[
(pq2)L − (pq2)R]

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (3.57)

where

q2 = u21+ u
2
2, ũL,R = uL,R1 nx+ u

L,R
2 ny, c̃ =

1

2
(cL + cR), s1 =

1

2
(ũL + ũR). (3.58)

Numerical value of s2 can be computed according to the sign of s1 as:

s2 =

⎧⎪⎪⎨⎪⎪⎩
min(0, ũL − cL, u∗ − c∗) for s1 > 0

max(0, ũR + cR, u∗ + c∗) for s1 ≤ 0
(3.59)

where

u∗ =
1

2

(
ũL + ũR

)
+
cL − cR

γ − 1 , c∗ =
1

2
(cL + cR) +

1

4
(γ − 1) (ũL + ũR

)
. (3.60)

3.4.5 Advection Upstream Splitting Method-PW+ (AUSM-PW+)

The AUSM -PW+ offers an improved version of the AUSM -PW , which in turn

was introduced to overcome certain difficulties for high speed flow computations in

AUSM (advection upstream splitting method) by using weighting functions based

on pressure. AUSM -PW contains a complicating function fL,R, which is modified in
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AUSM -PW+ by considering accuracy, shock instability and efficiency. The AUSM -

PW+ flux for the 2D Euler equations, as implemented by Kim et al. [98], is given

by

HAUSM -PW+ = M̃L
+c

∗ΦL + M̃R
−c

∗ΦR +
(
P L+
∣∣
α= 3

16

PL + PR−
∣∣
α= 3

16

PR
)
, (3.61)

where

Φ =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ρ

ρu1

ρu2

ρH

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (3.62)

P =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

0

p

p

0

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (3.63)

for m∗ ≥ 0, M̃L
+ =ML

++M
R
−
[
(1− ω)(1 + fR)− fL

]
, M̃R

− =MR
−ω(1+f

R), (3.64)

for m∗ < 0, M̃L
+ =ML

+ω(1+f
L), M̃R

− =MR
−+M

L
+

[
(1− ω)(1 + fL)− fR

]
, (3.65)

with

m∗ =ML
+ +MR

− , and ω(pL, pR) = 1−min
(
pL

pR
,
pR

pL

)
, (3.66)

fL,R =

⎧⎪⎪⎨⎪⎪⎩
pL,R

ps
if ps > ε

0 elsewhere

(3.67)

where

ps = P L+p
L + PR+ p

R. (3.68)

The Mach number and pressure splitting function at a cell interface are:

ML,R
± =

⎧⎪⎪⎨⎪⎪⎩
±1
4
(ML,R ± 1)2 ± β((ML,R)2 − 1)2 |ML,R| < 1

±1
2
(ML,R ± |ML,R|) |ML,R| ≥ 1

(3.69)
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P L,R±
∣∣∣
α
=

⎧⎪⎪⎨⎪⎪⎩
1
4
(ML,R ± 1)2(2∓ML,R)± αML,R((ML,R)2 − 1)2 |ML,R| < 1
1
2
(1± sign(ML,R)) |ML,R| ≥ 1

(3.70)

with β = 1
8
and

ML,R =
V L,R

c∗
. (3.71)

The speed of sound c∗ in this case is

c∗ =

⎧⎪⎪⎨⎪⎪⎩
c2s

max(|V L |,cs) if (V L + V R) > 0

c2s
max(|V R |,cs) if (V L + V R) < 0

(3.72)

with

V L,R = uL,R1 nx + uL,R2 ny, cs =
√
2(γ − 1)(γ + 1)Hnor, (3.73)

where

Hnor =
1

2
(HL +HR − 1

2
((uL1 )

2 + (uL2 )
2 − (V L)2 + (uR1 )

2 + (uR2 )
2 − (V R)2, (3.74)

with

HL,R =
(ρE)L,R + pL,R

ρL,R
. (3.75)

3.5 Numerical Integration

The numerical integration of the domain and boundary integrals in Eqs. (3.31) and

(3.32) are calculated using 2p- and (2p+ 1)-order-accurate Gauss quadrature formu-

lae, respectively, except for the few integrals where some direct/analytical approach

could be used for integration, as mentioned in Appendix A. A quadrature formula of

the form ∫
D

f (x) dx ≈
n∑
i=1

wif (xi) ,
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is called Gaussian quadrature rule, whereD is the designated integration region, f(x)

is the integrand defined on D. The points xi are called quadrature nodes and wi are

the quadrature weights.

The number of quadrature points used is chosen to integrate exactly the polyno-

mials of order 2p on the reference element. In the case of triangular elements, the

domain integrals are evaluated using three points for linear, six for quadratic and

twelve for cubic shape functions. In the case of rectangular elements, the domain

integrals are evaluated using four points for linear, nine for quadratic and sixteen for

cubic shape functions. The boundary integrals are evaluated using two points for

linear, three points for quadratic and four points for cubic shape functions in 2D. A

comprehensive discussion on quadrature rules can be found in [99].

3.6 Boundary Treatment

3.6.1 Boundary Conditions

Imposing boundary conditions is a vital part of a flow field solver. In the present

work characteristic boundary conditions are imposed on the far-field, where as slip

boundary conditions are imposed on the solid walls. For inviscid flows, the fluid

slips over the solid wall surface. In this case it is enforced that the velocity vector is

tangential to the wall because of the absence of friction force. Thus, at the solid wall

boundaries

v · n = 0, (3.76)

where v is the velocity vector.
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3.6.2 Geometric Representation: Curved Boundaries

In order to impose the solid wall boundary conditions on curved boundaries, an

accurate representation of the boundary normals is required. A linear approximation

of curved edges on the solid wall boundary leads to numerical instability and loss in

the order of accuracy of DG methods. For removing these drawbacks the approach

used by Luo et al. [100] is followed. According to that approach, although the curved

edges at the physical boundary are approximated by straight edges, the normals to

these edges at the quadrature points are computed accurately using the true geometry

of the boundary. Further details about the implementation of this novel approach

can be found in [100] and [101].
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Chapter 4

High Performance Parallel

Implementation of the DG Solver

In this chapter the techniques or strategies used for parallel implementation of the

PDE solver based on the discontinuous Galerkin (DG) spatial discretization and

explicit time integration using RK method (as explained in Chapter 3) are pre-

sented. First of all some relevant terminologies are explained. Secondly, a detailed

description of the domain decomposition technique including brief literature survey

is presented. Thirdly, some key data structures and algorithms used for the parallel

implementation are explained. Fourthly, some strategies for efficient inter-processor

communications are discussed. Finally, some MPI procedures for implementation of

the communication among the parallel processes are discussed.

4.1 Basic Terminology (the jargon)

For obtaining numerical solution of the PDEs, the triangulation or discretization of

the domain is performed i.e., it is subdivided into a collection of non-overlapping

elements, which is called a grid or mesh. For parallel computations of the flow
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solver on distributed memory parallel computer architecture, the grid is partitioned

or decomposed into a number of disjoint pieces and each of the pieces or sub-grids is

assigned to a different parallel process. The total number of the parallel processes, say

p, is chosen by the user depending upon the available number of physical processors

(or CPU cores) in the parallel computer. The p parallel processes are indexed (or

ranked) from 0 to p − 1. Intuitively, p processes are considered to be assigned (or

mapped on) to p processors. This one-to-one mapping of parallel processes and

physical CPU cores is also assumed by any of the job scheduling software (also called

batch scheduler) for the parallel architectures. Thus the terms ‘process’, ‘processor ’

and ‘CPU core’ may be used interchangeably in this study.

Note that, an elemental face/edge that is shared by two elements belonging to

any two different processes is referred to as a face lying on the “partition boundary”.

The two such elements are referred to as “neighbouring elements” to each other and

the respective processes may be referred to as “neighbouring processes”. One of the

two neighbouring elements is regarded as “left element” and the other one as “right

element” with respect to the shared face. They are identified by moving from the

first node of the shared face to the second node.

The discontinuous Galerkin method is highly parallelizable. The main factor en-

abling it suitable for implementation on parallel computers is the local nature of

DG discretization, i.e., the solution representation in each element is purposefully

kept independent of the solutions in other elements. Thus the method favours the

formulation of very compact numerical schemes, in which the stencil is limited to in-

dividual cells. In the DG method the inter-element data sharing needs to be carried

out among adjacent cells only (elements sharing a common face). Therefore inter-
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process communication is required only whenever the shared face lies on the partition

boundary (means that its left and right elements belong to two different processes)

and it occurs between the corresponding two neighbouring processes. The communi-

cation instance involving one sender and one receiver is referred to as point-to-point

communication. This is in contrast to the collective communication which could be

one-to-all, all-to-one, or all-to-all. Thus, the parallelization of the main computa-

tional part of the DG method is not like the parallelization of an n-body problem,

in which every process is required to communicate with each of the other processes.

Note that the MPI library includes a variety of routines for both point-to-point and

collective communications.

The parallel application, in which each of the processes executes the same com-

puter code on its assigned part of the grid, is said to follow the Single Program Multi-

ple Data (SPMD) parallel programming model. Therefore, because of the compact

nature of DG discretization, it is natural to consider a parallel implementation based

on computational domain partitioning and SPMD parallel programming model on

distributed/hybrid memory computers, preferably the clusters that are composed of

commodity hardware components because of their cost effectiveness and easy avail-

ability. Thus, for parallel implementation of the DG solver the computational do-

main is partitioned among an appropriate number of processes and the same set of

instructions is executed for each process to perform computation on the sub-domain

assigned to that process, with necessary communications and synchronization among

all the processes at certain stages. It is worth mentioning that the parallelization for

the explicit DG solver in this work is obtained without compromising the serial

algorithm so that the parallel code exhibits the same numerical convergence pattern
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as that of the serial code. The explicit DG method includes computation of the

right hand side residual R (U). The parallel performance, in CFD codes like this, is

bounded either by memory bandwidth or by the number of basic operations that can

be performed in a single CPU clock cycle [102].

4.2 Domain Decomposition

As mentioned that the computational grid or domain, which is unstructured in the

present study, is partitioned or decomposed into a number of disjoint sub-domains

to be assigned to different parallel processes. Domain decomposition techniques are

usually based on the graph partitioning algorithms. Some comprehensive discussions

on domain decomposition techniques and strategies are presented by Hendrickson

and Kolda ( [103], 2000), Schloegel et al. ( [104], 2003), Magoules ( [105], 2007) and

Seal and Alurue ( [106], 2008). Some contributions made specifically for PDE solvers

include those by Bank and Jimack ( [107], 2001), Zhuang and Sun ( [108], 2005)

and by Diosady and Darmofal ( [109], 2011). The well known software packages

for domain decomposition include METIS [110], Chaco [111], SCOTCH [112] and

JOSTLE [113].

For a good scalability, and overall parallel performance, of a domain decomposi-

tion based parallel SPMD solution, the following two objectives are quite necessary

to achieve [114]:

(1) load balancing

(2) communication efficiency

A well load-balanced partitioning means that the number of grid cells/points

allocated to each process is the same (or nearly the same). Poor load balances often
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result in idle time at the synchronization points, which are the “barriers” where

all the parallel processes are forced to team up (or join up) such that no process

will start its execution beyond the barrier point unless all the other processes have

reached this point. On the other hand, a communication-efficient partitioning

means that the number of adjacent cells (i.e., pairs of elements sharing an edge/face)

allocated to different processes is minimized. A communication-inefficient partition-

ing results into larger data sizes to be communicated among the processes, hence

increasing the overall communication burden. Although the two objectives are not

perfectly compatible, a sufficiently well load-balanced and communication-efficient

domain partitioning could be obtained by some skillful technique [114]. In this work,

the well known graph partitioning package METIS [110] is used for this purpose,

as it is capable of achieving the said goals [114, 115]. METIS software package con-

sists of a number of stand-alone programs and library interfaces to the stand-alone

programs, mainly for the following three purposes:

(1) partitioning irregular graphs,

(2) partitioning unstructured meshes, and

(3) computing fill-reducing orderings of sparse matrices.

METIS, due to its algorithms, performs the partitioning of an unstructured

mesh/grid in two phases. In the first phase, it models the mesh by a graph, and

then in the second phase it partitions the graph into a number of equal parts. Ac-

cordingly, METIS offers two procedures/styles for mesh partitioning: One procedure

can perform both of the phases for mesh partitioning by using a single command (or

library interface) whereas the other procedure can perform the two phases of par-

titioning by using two separate commands (or library functions). These procedures
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are explained below.

4.2.1 A One-Step Procedure of Mesh Partitioning using METIS

This style is relatively simple in the sense that the two phases of the mesh partitioning

are completed in a single step and is applicable only for the meshes having only one

type of elements (either triangles, or quadrilaterals for 2D cases). Further, this

procedure can be accomplished in the following two ways:

By using stand-alone program

The standalone program partdmesh in METIS is used on command line interface

(CLI) to partition the unstructured mesh during the preprocessing stage. The mesh

partition gets ready like other input files before execution of the flow solver. When

the execution of the solver is started, it reads all the required input files and the

mesh partition, computed in advance for a given number of processes.

partdmesh performs the mesh partitioning with an objective of minimizing the

total communication volume (i.e., to minimize the interface degrees of freedom).

partdmesh first obtains a dual graph of the unstructured mesh, in which the graph

vertices represent the grid elements. Then, it makes use of the subprogram kmetis

to partition the mesh into k parts of approximately the same size (with respect to

the number of elements). kmetis uses a multilevel k-way partitioning algorithm

presented by Karypis and Kumar ( [116], 1998). There also exists a subprogram

pmetis in METIS that partitions the graph so as to balance the number of vertices

per process and is based on a multilevel recursive bisection algorithm presented by

Karypis and Kumar ( [115], 1998). A comparison of kmetis and pmetis subprograms

is presented by Gropp et al. ( [114], 2001), according to which kmetis is somewhat

76



better than pmetis in regard to scalability and creation of communication efficient

partitioning. Note that there is another stand-alone program partnmesh available in

METIS that generates a nodal graph of the mesh (instead of a dual graph).

By using library interface

METIS is linked with execution of the flow solver (run-time linking). The library

interface METIS_PartMeshDual available in METIS partitions the mesh with appro-

priate input arguments to obtain the functionality of partdmesh.

4.2.2 A Two-Step Procedure of Mesh Partitioning using METIS

This style is relatively sophisticated one. The first step is to obtain a dual graph

of the mesh. If the mesh is a simple unstructured one, having only one type of

elements (either only triangles, or only quadrilaterals in 2D), then the dual graph

could be obtained by any of the three ways: (1) using appropriate METIS program on

CLI during preprocessing, (2) calling appropriate METIS library interface during the

solver runtime, or (3) using a user-developed subprogram for manual computation.

If the mesh is an arbitrary one, having a mix of different types of elements (a mix of

triangles and quadrilaterals in 2D), then there is no respective program in METIS

and the user has to use its own developed code for obtaining a dual graph of the

mesh.

The second step is to obtain a partition of the dual graph (of the mesh). For

this, an appropriate METIS library interface (during the execution of the solver) is

invoked that receives the dual graph as input and computes a mesh partition of k-

parts of approximately the same size using a multilevel k-way partitioning algorithm

(like partdmesh). The main benefit of this two-step procedure, over the former one,
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is its capability to partition the arbitrary grids, as well.

Just to quote some examples; the approach of domain partitioning through dual

graph of the domain using METIS with an objective of minimizing total communi-

cation volume in DG solvers has been adopted by Fidkowski ( [117], 2004), Nastase

and Mavriplis ( [39], 2007) and Yano ( [118], 2009), whereas Diosady ( [119], 2007)

and Persson ( [120], 2009) performed the domain partitioning with another approach

using METIS.

4.3 Data Structures and Algorithms for the Computer

Implementation

Data structures play an important role in gaining time and/or space efficiency for

any computer code, specially the flow field solvers. They can help in rapid data

access and manipulation through exploitation of spatial and temporal localities of

memory references, especially for the CFD applications [121]. They might also allow

significant simplifications in methodologies and coding. Thus, for efficient computer

solution the derivation of data structures for handling grid and problem data should

be paid appropriate attention. A number of commonly used data structures as well

as the algorithms to derive the structures have been described by Lohner (see [2],

pp. 7−33). Here we discuss the techniques used to store and manipulate the com-

ponents of a grid in this work. We first describe the commonly used fundamental

data items and then move towards data structures introduced in the present work

for parallelization and efficiency.
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4.3.1 Grid Data Structures for Serial Computations

Assume that there are nelem number of elements in the grid, nnodes number of

vertices/nodes in each element and npoint number of nodes/vertices in the grid. The

most basic data structures for grid representation are the connectivity matrix and

the point matrix. The connectivity matrix represents the grid by global numbers

of the vertices of each element, i.e.,

connectivity_matrix(1 : nnode, 1 : nelem),

and the point matrix represents physical coordinates of each vertex/node of the grid

in a space of dimension ndimn, which is 2 for the present study of two dimensional

problems, i.e.,

point_matrix(1 : ndimn, 1 : npoint).

In this work unknowns are stored at element level as

unknowns(1 : ndegree, 1 : nvrbl, 1 : nelem),

where ndegree is the dimension of polynomial space, nvrbl is the number of unknowns

for each element (nvrbl = 4 for the present flow computations).

Another important derived structure, namely faces, is formed for representing

the face/edge information for the whole grid, i.e.,

faces(1 : 4, 1 : nface),

where nface is the total number faces/edges in the mesh. Also nface comprises of

1 to bface and then bface+ 1 to nface, where bface is the number of faces lying on

the physical boundary and the rest of faces (i.e., from bface + 1 to nface) are the
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internal faces. This array stores data as follow:

faces(1, ith) = the element owning this face (left element)

faces(2, ith) = the element on the other side of this face (right element)

faces(3, ith) = first node/vertex of this face

faces(4, ith) = second node/vertex of this face

Note that, here the data structures discussed are static, as they do not need

to be resized during the program execution. Resizing of the mesh data structures is

required for the solvers based on some h-adaptivity approach, in which case dynamic

data structures are needed.

4.3.2 Grid Data Structures for Parallel Computations

For parallel computations, all the mesh data structures described for serial com-

putations are formed for each of the subdomains according to the number of ele-

ments/points that are local to the respective parallel process. The abridged data

structures local to each process with respect to the subdomain assigned to it stores/use

the same global node numbers of the elements. For example, the connectivity matrix

for a given parallel process becomes

connectivity_matrix(1 : nnode, 1 : nelem_local),

and the array of unknowns becomes

unknowns(1 : ndegree, 1 : nvrbl, 1 : nelem_local),

where nelem_local represents the number of elements in the sub-domain allocated

to this process out of the whole grid. The word ‘local ’ refers to what is owned by

‘this’ process with respect to the sub-domain assigned to it.
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In addition to the above data structures, some more data structures are required

by each of the parallel processes to identify that which of the local faces/edges is being

shared by some other process and which elements belonging to other process share

this face. Such identifications are quite necessary for inter-process communications

that is required for flux computations across the shared faces.

An important data structure whose different local copy is maintained by each of

the total number of p parallel processes is

my_nbrs(1 : 3, 0 : p− 1),

where

my_nbrs(1, i) = number of faces this process is sharing with the ith process

and owning the left element

my_nbrs(2, i) = number of faces this process is sharing with the ith process

and owning the right element

my_nbrs(3, i) = total number of faces this process is sharing with the ith process

For example, my_nbr(2, 7) = 15 means that this process shares 15 faces with the

rank 7 process (i.e., the 8th process because indexing of p processes vary from 0 to

p − 1) such that the left elements of the shared faces belong to the rank 7 process.

On the other hand, my_nbr(3, 9) = 0 means that this process shares no face with

the rank 9 process.

The total number of faces shared by a process with all the other processes is given

by

nblocks_sum = SUM(my_nbrs(3, :)).
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and n_nbrs is the total number of the neighbouring processes (i.e., which share at

least one faces with this process).

The data structure elem_send_index(1 : nblocks_sum) is the list of element

numbers (local) owned by this process with respect to all of its faces on the par-

tition boundary. The element numbers occur in this list according to the order of

neighbouring processes, i.e., the list first contains the element numbers sharing some

faces with the rank 0 process, then it contains the element numbers sharing some

faces with the rank 1 process, so on and so forth (which ever available from 0 to

p − 1, excluding its own rank). The order of the elements in the list determines

the order according to which the elemental data is SENT from this process to its

neighbouring processes. Similarly, elem_recv_index(1 : nblocks_sum) determines

the order according to which the elemental data is RECEIVED by this process from

its neighbouring processes. Similar data structures are maintained for the face-data

communications, where ever required.

The example of an important data item maintained by each of the processes for

elemental data (of unknowns) in each time step is unknowns_nbr, which stores the

unknowns for each of the elements that are across its shared faces and each of those

elements belonging to the some other process.

4.3.3 Data Structures for Exploiting Locality of Reference

It is well recognized that the number of CPU clock cycles required for a typical main

memory access is much larger (sometimes more than 30 times larger) than the number

of CPU clock cycles required for any floating point arithmetic operation (even for the

square root and transcendental function evaluation to some extent) [122] [123]. An
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elegant approach for developing efficient programs is to write the source code so

as to make efficient utilization of the multilevel cache memory system (commonly

available in the modern CPUs) so that the data requests could be satisfied from

a cache memory rather than accessing the main memory, most of the times. This

has been discussed in detail in Section 2.1 that how the cache system provides for

exploitation of the phenomenon of locality of reference. This also necessitates the

programmer to understand the memory system (i.e., when the data retain in the

caches) and memory access pattern of the program. Thus, the programmer can

restructure the code to enhance the locality of reference so that the code attempts

for caching the data in the way that a very large number of data accesses are satisfied

from the caches and a very less number of data access are needed to be satisfied from

the main memory [123].

Special care has been taken for computer implementation of the flow solver in this

work to enhance the locality of reference. To quote some examples, two approaches

are given below:

(1) This approach is recognized as quite basic to adopt. All the loops on the

multidimensional arrays are traversed such that the order of accessing the array-

elements matches with the order of the storage in the memory. FORTRAN stores

the multidimensional arrays with column-major ordering, so the loop structures used

for an array matrix(1 : dim1, 1 : dim2, 1 : dim3) are like the following one:

DO index1 = 1, dim3

DO index2 = 1, dim2

DO index3 = 1, dim1

...
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· · · matrix(index1, index2, index3) · · ·
...

(2) The numerical fluxes are computed by traversing over all the internal faces.

faces(1 : 4, bface+1 : nface) is the array portion containing the information about

all the internal faces. A simple algorithm involves a loop for flux computation that

traverses from bface + 1 to nface. For a face j, between bface + 1 and nface,

faces(3:4, j) first gives the global numbers of the starting and ending nodes of the

face. Then these global numbers are used in another array to get the local numbers

(local with respect to this process) of the two nodes. After this, the local node

numbers are used to retrieve the Cartesian (physical) coordinates of these nodes from

another array. But as the grid is static, this fact is used for a better algorithm which

computes in advance that which local face has which Cartesian coordinates. Then

simply by getting a local face number j the array, say faces_nodes_coordinates(1:4,

j), is used to get the Cartesian coordinates of the two nodes, which were stored in

a fixed order according to the order of local faces in the array faces. This avoids

the multiple cross referencing and helps in reducing the main memory accesses by

enhancing the spatial locality of reference. By keeping lesser number of arrays in use,

it reduces the cache foot-print, as well. The cache foot-print of a code segment at

a certain moment refers to the amount of working space it requires at that moment

during the execution of the code segment. Clearly, more the number of arrays or data

structures in use, larger would be the cache foot-print. Smaller cache foot-print sizes

have greater probability of getting fitted into the cache and speed-up the execution.

Similar approach has been adopted for the case of incorporating domain contribu-

tions in the computation of the right hand side residual R (U) that requires traversal

84



all the local elements. The simple algorithm involves multiple cross referencing: (1)

using local element number to get the node numbers of the cell vertices, (2) using

each of the node numbers to get its Cartesian coordinates from the array storing the

vertex coordinates. A better algorithm collects the vertex coordinates element-wise

according to the order of local elements, but at some additional cost of memory usage.

This avoids the cross referencing by using directly the element number to retrieve

the Cartesian coordinates stored contiguously in the array. Note that an inefficient

algorithm accesses at least three dispersed positions in the coordinate array accord-

ing to the node numbers of the vertices, while an efficient algorithm addresses the

over head of plenty of memory accesses by element-wise contiguous storage of the

coordinates.

4.4 Strategies for Efficient Inter-Process Communication

A serious overhead in a parallel solution on clusters is related to the latency of

communication network. Network latency for communications among processes may

seriously harm the efficiency and scalability of the parallel programs [102]. Therefore,

while developing a parallel program special care should be taken to minimize the

overheads related to inter-process communications over the network. Following are a

few strategies that have been adopted in this regard in the present work and published

by us in [124]. Although the realization of these strategies was experienced in the

present research work, a description of a similar set of strategies has been explained

by Hager and Wellein ( [65], pp. 244-250).
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4.4.1 Communication-Efficient Domain Partitioning

A domain decomposition algorithm that can produce load-balanced partition and can

help in reducing the overall communication volume is desirable. For this purpose,

as described in Section 4.2, we employ a subprogram kmetis of the mesh partition-

ing software METIS [115], which is capable of producing sufficiently load-balanced

partition with an objective of minimizing the total communication volume (i.e., to

minimize the interface degrees of freedom).

4.4.2 Single Dispatch of Message to each Neighbour

Wherever a communication is required between two processes, a single message con-

taining the collected data (irrespective of the number of shared faces/edges) is sent

by the sender to the receiver. If separate messages would be sent against each shared

face/edge then this can easily exhaust the communication network even for mod-

erate size problems. Moreover, for communicating a number of different types of

information possibly present in different locations or data structures, all the infor-

mation should be considered to be aggregated into a single package for carrying out

only one time communication in each pass (for example, like the time step) with a

neighbouring process.

4.4.3 Maximization of Local Computations

It is experienced that the time for communicating a certain piece of data may appear

to be greater by a factor of several tens than the time required to compute the same

information locally by the process. Therefore, it is better to compute the information

locally by a process, whatever can be done (duplication of computation is still faster
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than the communication). In view of this concept, flux computations at a partition

boundary face are performed twice, once by each of the two processes sharing that

face [125]. Thus, the two processes sharing the face need not to communicate the

computed data, as each of them has done that by itself. The present approach is in

contrast to that adopted in [39] where computation has been carried out on one side

of the partition boundary face and then communicated to the other side.

It should be noted that the maximization of local computations is carried out for

the minimization of communication as long as local computations are time-efficient

in comparison with the communication.

4.4.4 Overlapping of the Communications with Computation

This is also referred to as hiding communications behind the computation.

This is quite useful and advanced technique requiring careful efforts in parallel algo-

rithm design and the availability of some modern MPI implementation that ’actually’

provides for this overlapping feature. The parallel algorithm designed in this work al-

lows for the MPI communications to completely overlap with the computations. This

is easier to implement for explicit time marching schemes [125] than the implicit ones.

Fig. (4.1) presents the algorithm [58] [126] [124] used to compute the right hand side

residual, R (U), by each process having some sub-domain after domain partitioning.

Note that in the algorithm shown in Fig. (4.1), depending upon the sophistication

of MPI implementation used, the communication may already be completed before

reaching the WAIT point (Step 5), for the problems with “sufficiently large” data

sizes assigned to each of the processes. Such cases where large data sizes are assigned

to each of the processes are said to have high computation-to-communication ratio
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Figure 4.1: An algorithm for computing the right hand side residual, R(U), with provision of hiding

the communication behind computations
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(i.e., having coarse granularity) [66]. The quantification of “sufficiently large” data

sizes assigned to a process is ensured by the fact that the time taken by the process

to perform computations regarding its local elements and the local faces (in the

Steps 2, 3 and 4 of the algorithm) is larger than the time consumed to complete the

non-blocking communication between this process and all of the other processes.

Note that the computations that are to be performed at Step 6 are those which

were postponed (or procrastinated) at Step 4 through the falsification of the

condition in the IF/THEN construct. The logical condition, there, becomes TRUE if

both side elements of a face are local to the process. If any one side element of the face

belongs to some other process then the condition becomes FALSE and the respective

contribution from an internal face for R (U) (i.e., flux computation) is postponed

till Step 6 where the data received from the neighbouring processes would also be

used. Also note that, in the case of serial flow computation on a single processor,

computations at Steps 2, 3 and 4 are enough to obtain the final R (U) at each time

step. Consequently, there would be nothing to perform at Step 6 as the contributions

from all the internal faces have already been incorporated at Step 4.

Moreover, for a parallel algorithm without the provision of overlapping the com-

munications with computation, Step 1 and Step 5 could be merged together and

be performed together anywhere before Step 6. This way the functionality of Step

1 immediately followed by Step 5 would behave, in effect, just like the MPI block-

ing communications. There could be two possibilities if any type of MPI block-

ing/synchronized communications is desired. First possibility is that the function-

ality of Step 5 be performed immediately after Step 1 (and before Step 2). And

then Step 6 could be made as a part of Step 4. Step 4 would have an IF/ELSE
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construct. In case the IF condition gets TRUE (i.e. both side elements of the face

under consideration are local) then first part of the construct be executed. In case

the IF condition gets FALSE (i.e., any one side element of the face under considera-

tion is not local) then the second part of the construct be executed (which would be

nothing but Step 6). Obviously, in such a situation, it would be somehow random

that whether the condition gets TRUE or FALSE. Frequent and random switching

of the TRUE/FALSE would lower the performance of pipelining hardware, present

in today’s microarchitectures, as the Branch Predictor of the processor would have

made wrong guess [64]. The other possibility, which is more reasonable, is that the

working of Step 1 be performed just after the Step 4 and before the Step 5, and let

the rest of the algorithm be unchanged. These two possibilities are mentioned with

an objective that the major design implementation should be kept the same. Some

fairly different code implementations would need to be made, otherwise.

4.5 Implementation of MPI Communications

The following two MPI communication procedures have been employed and tested,

in the present work and published in [126], for the six steps of the parallelization

algorithm mentioned in Section 4.4.

4.5.1 A Conventional Non-Blocking MPI Communication Procedure

In this approach, at Step 1, non-blocking sending and receiving operations are started

by calling standard MPI non-blocking routines MPI_ISEND and _IRECV for point-to-

point communication between the concerning processes. Because of the non-blocking

communication, the computations at Step 2 to 4 remain continued using the local
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data meanwhile the communication is kept in progress. At Step 5, MPI_WAITALL sub-

routine is called to ensure completion of the communication. After this, at Step 6, the

data received from the neighbouring processes is used for the remaining (postponed)

computations.

4.5.2 MPI Persistent Communication Procedure

MPI persistent communication is a sophisticated feature of MPI, whose routines

are used for non-blocking communication with an additional possible benefit of re-

ducing communication overhead. It minimizes the software overhead associated with

redundant message setup in programs which need the same point-to-point message

passing with the same arguments, repetitively. An example of such a program is that

the implementation of an iterative algorithm based on domain decomposition ap-

proach and that requires exchange of inter-process domain boundary elements data

between the neighbouring processes with respect to the decomposed domain such

that the data sizes and respective locations in the data structures remain the same

during each of the iteration.

With MPI persistent communication approach, at Step 1, sending and receiving

objects for the communication are initiated by calling the point-to-point communica-

tion routines, MPI_SEND_INIT and MPI_RECV_INIT, for once before the start of the

repetitive procedure (the time-step loop in the flow solver case). Then at appropri-

ate place within the repetitive procedure MPI_STARTALL routine is called which starts

the non-blocking communication between the concerning processes. At Steps 2 to

4, computations remain continued using the local data meanwhile the non-blocking

communication is kept in progress. At Step 5, MPI_WAITALL routine is called to en-
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sure completion of the communication. After this, at Step 6, the data received from

the neighbouring processes is used for the remaining computations. After completion

of the repetitive procedure, when the data exchanges are not required any more, the

persistent communication objects are de-allocated using MPI_REQUEST_FREE routine.
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Chapter 5

Inviscid Flow Computations using the

Explicit Scheme

The semi-discretized system of ODEs in (3.40) obtained by the spatial discretiza-

tion of the problem equations using the DG method with Taylor basis, being time-

continuous, could be integrated by any time integration scheme. In this chapter, the

explicit time integration of the system of ODEs is performed for the Euler problem

using the TVD-RK method as described by the equations (3.41). In this chapter,

firstly, a description of the two types of commodity parallel systems to be used as

the platforms for performing computations is given. A note on justification of using

a shared memory system for the distributed memory code is also given. Secondly,

a description of test cases, their respective contours and convergence histories us-

ing the parallel DG solver upto third order of accuracy are presented. Thirdly, the

parallel performance of the solver is demonstrated on the two types of commodity

parallel systems. At the last, the parallel DG solver is extended to cope fourth order

accurate solution and the respective contour plots, convergence histories and parallel

performance are presented. Note that all the grids used in this thesis were generated
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by a code based on the advancing front method [127]. The grids have been taken for

this study ‘as it is’ from the preprocessing phase. The topic of grid generation and

adaptivity is not a part of the present study.

5.1 Commodity Parallel Systems as the Platforms

A number of commodity parallel systems ranging from 2-core systems to 12-core

systems, to Gigabit Ethernet based cluster, to Infiniband based clusters have been

used as the platforms to carry out the studies in this thesis. Following are the three

parallel computer systems used to obtain the finalized results in this thesis. The

software setup on these systems included 64-bit version of the open source Linux

distribution CentOS [128], high performance 64-bit Intel compilers [129] and an open

source implementation, OpenMPI [63], of MPI-2 standard [62].

5.1.1 The ARGO Cluster

The ARGO cluster [130] is an HPC cluster at ICTP [131]. During the limited period

of access on the ARGO cluster for performing computations for this thesis, the cluster

was having 44 number of compute nodes (which was increased to 78 compute nodes

later on). Each node had TWO x86_64 technology based Intel Xeon E5620 Quad-

core processors (each having Clock Speed: 2.40GHz, L3 Cache Memory: 12MB,

Intel QPI Speed: 5.86GT/s, Max. Memory Bandwidth: 25.6GB/s, Code Name:

Gulftown/Westmere-EP, Supported Memory Types: DDR3 − 800/1066MHz) [132].

Thus each of the 44 nodes had 8 cores. Each of the nodes was also containing at

least 12GB of system memory. The nodes were interconnected with high speed In-

finiband (QDR, 20gbps) networking technology. For the testing purposes, the cluster
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nodes were used with not more than two processes mapped on a node. This helps in

reducing the memory contention that commonly arises when more than one process

within a node simultaneously access the memory. Moreover this also helps in reduc-

ing network interface contention that arises when the network bandwidth available

to one node is shared among many processes on that node.

5.1.2 The henry2 Cluster

The henry2 cluster [133] is an HPC cluster at NCSU [134]. This cluster has over 900

compute nodes interconnected with GigE (gigabit Ethernet - 1000baseT) technology.

Most of the nodes have two Intel Xeon processors (a mix of 1 to 4 cores per CPU chip)

and at least 2GB of system memory per core. To perform some part of the study for

this thesis on henry2 cluster, we were made to select 12 nodes within a single blade-

chassis. Each of the 12 nodes had TWO x86_64 technology based Intel Xeon 5140

dualcore processors (each having Clock Speed: 2.33GHz, L2 Cache Memory: 4MB,

FSB Speed: 1333MHz, Code Name: Woodcrest) [135]. For the testing purposes, the

cluster nodes were used with not more than one processes mapped on a node, for the

same reasons as described for ARGO cluster.

5.1.3 The NEDU 12-Core System

This system is a single computer, at NED University [136], having TWO x86_64

technology based Intel Xeon X5670 6-core processors (each having Clock Speed:

2.93GHz, L3 Cache Memory: 12MB, Intel QPI Speed: 6.4GT/s, Max. Memory

Bandwidth: 32GB/s, Code Name: Westmere-EP, Supported Memory Types: DDR3

upto 1333MHz) [137]. The system contains over 12GB of main memory. This system

may be regarded as an HPC machine in rather economical range, as the prices for
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the systems with more than 12 cores (within a single box) are comparably very high

(as of the year 2012).

5.2 Why to use MPI approach on an SMP machine

Note that a multicore (or manycore) system is basically a shared memory machine. A

distributed memory parallel programming model (like MPI) that provides for explicit

message passing mechanism among the parallel processes may not be regarded, in

general, as the best choice for such systems. Instead, a usual assumption is that

the shared memory parallel programming standards (like OpenMP, Cilk Plus, Intel

Thread Building Blocks -TBB, or POSIX threads) and other innovative efforts like

Fortress, Chapel, X10, UPC, PetaBricks, Julia and SPC3PM could be or should be

more suitable choices for parallel programming on shared memory multicore systems.

However, following are the main reasons that motivated us to remain focused on MPI

based distributed memory application development during the current study and use

the same code on the multicore systems.

(1) One of the main objectives of this study was to develop a parallel flow

solver with a future perspective in mind that the application would be extended

to handle large scale scientific computations that might scale to several hundreds

of nodes/processors on distributed memory parallel architectures (i.e., clusters or

MPPs). Interestingly the world has started analyzing the prospects of MPI based

application on a million processors [138].

Thus the basic choice to focus on could “only” be a distributed memory parallel so-

lution (using a standard message passing programming model like MPI). Meanwhile,

during the recent few years, multicore systems emerged as affordable commodity par-
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allel systems that can execute distributed memory codes, as well. Therefore, it was

planned to remain focused in this study entirely on MPI based distributed memory

solutions and utilize the same for multicore systems. The same code for both dis-

tributed and shared memory systems would establish not only the uniformity, but it

would also save the parallelization costs and efforts associated with the development

and handling of another type of parallel solution. This, in return, allowed us to

remain focused on the mathematical aspects of the present study.

(2) The state of the art MPI implementations are well aware of the scenario that

the application is being executed. Some example of excellent contributions about

intra-node MPI communication include, the KNEM [139—141] and also [142].

(3) Although usually anticipated, but it is not always obvious that the OpenMP

(or any other shared memory programming standard) is a better (or remarkably

better) choice than MPI on multicore systems. There could be many cases where MPI

outperformed OpenMP (and some other shared memory models, as well) on shared

memory systems. There are a number of contributions that support this argument,

including Bane et al. ( [143], 2000), Norden et al. ( [144], 2002), Jost et al. ( [145],

2003), Krawezik et al. ( [146], 2003), Eadline ( [147,148], 2007, 2010), Mallon et al.

( [149], 2009) and Resch ( [150], 2009). “It all depends”: on the application, processor,

memory architecture, compilers, etc. Moreover, there are studies (including those we

had in [124,126,151]) that show that MPI based applications could exhibit reasonable

performance, if not the best/ideal, on multicore systems.

(4) A large number of efforts of utilizing some hybrid programming models on hy-

brid distributed-shared memory architectures like clusters of SMPs have been made,

including Berger et al. ( [152], 2005), Saini et al. ( [153]. 2009), Kaushik et al.
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( [154], 2009) ( [155], 2011) and Rabenseifner et al. ( [156—159], 2005-2009). Defi-

nitely these efforts encourage us to explore for hybrid programming solutions for the

CFD applications, still they point out that not all kind of applications are readily

programmable for hybrid systems. Therefore, in the present work we purposefully

focused on the purely MPI based parallel solutions and hope to adopt the hybrid

parallel solutions in future.

5.3 Test cases

In this section, the test cases and the relevant numerical solutions obtained using the

developed parallel flow solver are presented. The test cases considered include sub-

sonic and transonic compressible inviscid flows around some well known geometries,

especially around two benchmark airfoils.

5.3.1 Subsonic Flow Past a Circular Cylinder

This well-known test case involves the solution of inviscid subsonic flow past a circular

cylinder at a Mach number of 0.38. A sketch of the complete physical domain showing

its size (in units of length), along with the triangular mesh is given in Fig. (5.1).

Partitioning of the mesh using METIS for 12 processes is also depicted there.

The numerical solutions of this problem are computed using the parallel DG(P0),

DG(P1) and DG(P2) schemes (i.e., the DG discretization of first, second and third

order of accuracy, respectively) on a triangular mesh consisting of 8192 elements,

4224 grid points and 256 boundary points. The resulting contour plots of pressure

and Mach number for the three approximation orders are presented in Fig. (5.2).

The results computed, using the parallel DG code, are in full agreement with those
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Figure 5.1: Circular Cylinder. The triangular mesh, partitioned for 12 processes using METIS.

Different colors show subdomains to be allocated to different parallel processes (central region

focused in the right one).

obtained with the respective serial DG code [26]. The convergence history of the

parallel DG solver is presented in Fig. (5.3), in which the plots of the logarithm of

relative L2-norm of the density residual versus the number of time steps are shown

for different orders of approximation. It has been experienced that after any number

of time steps the convergence level achieved by the parallel DG code is the same

as that achieved by the serial DG code. Hence, the convergence and accuracy are

not compromised at all in the parallel version of the DG solver. It is important to

mention that the convergence criterion for all the transient problems in this thesis is

taken as a drop of at least three orders of magnitude in the residual.

5.3.2 Transonic Flow Past NACA0012 Airfoil

This well-known test case involves solution of inviscid transonic flow past a NACA0012

airfoil at a Mach number of 0.8 and an angle of attack 1.25o. There exists a strong

shock on the upper surface and a weak shock on the lower surface of the airfoil. A

sketch of the complete physical domain showing its size (in units of length), along
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Figure 5.2: Contours plots for the test case 1 obtained by the parallel DG solver [CFL 2.5].
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Figure 5.3: Convergence histories of the DG solver for the three different orders of approximations,

for both the serial and parallel executions (using the test case 1 of flow around a circular cylinder)

[CFL 2.5].

with the triangular mesh is given in Fig. (5.4). Partitioning of the mesh using METIS

for 12 processes is also depicted there.

The numerical solutions of this problem are computed using the parallel DG(P0),

DG(P1) and DG(P2) schemes on a triangular mesh consisting of 1999 elements,

1048 grid points and 97 boundary points. The resulting contour plots of pressure

and Mach number for the three approximation orders are presented in Fig. (5.5).

The convergence history pattern is shown in Fig. (5.6). Again there is complete

agreement between the results (also the convergence history) obtained using the

parallel and serial versions of the DG solver.

5.3.3 Subsonic Flow Past a 3-Element Airfoil

In this test case a subsonic flow past a 3-element airfoil is considered. The results

are computed at a Mach number of 0.2 and an angle of attack 16o. A sketch of

the complete physical domain showing its size (in units of length), along with the
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Figure 5.4: NACA0012 Airfoil. The triangular mesh, partitioned for 12 processes using METIS.

Different colors show subdomains to be allocated to different parallel processes (central region

focused in the right one).

triangular mesh is given in Fig. (5.7). Partitioning of the mesh using METIS for 12

processes is also depicted there.

The numerical solutions of this problem are computed using the parallel DG solver

on a triangular mesh consisting of 4768 elements, 2531 grid points and 298 boundary

points.

The computed pressure and Mach number contours using the parallel DG(P2)

scheme are presented in Fig. (5.8). The convergence history pattern is shown in Fig.

(5.9). Again there is complete agreement between the results (also the convergence

history) obtained using the parallel and serial versions of the DG solver.
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Figure 5.5: Contours plots for the test case 2 obtained by the parallel DG solver [CFL 2.5]
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Figure 5.6: Convergence histories of the DG solver for the three different orders of approximations,

for both serial and parallel executions (using the test case 2 of flow around NACA0012 airfoil) [CFL

2.5]

Figure 5.7: 3-Element Airfoil. The triangular mesh, partitioned for 12 processes using METIS.

Different colors show subdomains to be allocated to different parallel processes (central region

focused in the right one).
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Figure 5.8: Contours plots for the test case 3 obtained by the parallel DG solver [CFL 2.0]

Figure 5.9: Convergence histories of the DG solver for the third order approximations, for both

serial and parallel executions (using the test case 3 of flow around a 3-element airfoil) [CFL 2.0].
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5.4 Parallel Performance Tests

In this section, we explain our findings about parallel performance of the DG solver

on the ARGO cluster and henry2 cluster.

5.4.1 Subsonic Flow Past a Circular Cylinder

The scaling of the speedup of the parallel DG solver with respect to increase in the

number of processes on ARGO cluster is shown in Fig. (5.10). The mesh around the

circular cylinder is consisting of around 8 thousand cells. Note that a higher order

scheme requires more computational work per element in the grid as compared to a

lower order scheme. This is because more number of coefficients/basis functions needs

to be handled for a relatively higher order scheme, as evident from Eq. (3.39). Thus,

DG(P2) scheme requires more computational work at each time step than DG(P1)

scheme does. Likewise, DG(P1) scheme requires more computational work at each

time step than DG(P0) scheme does. According to the Fig. (5.10), the scaling of

a higher order scheme is relatively better than that of a lower order scheme, as was

anticipated.

A similar behavior is observed in Fig. (5.11) in which the scaling of the speedup of

parallel DG scheme with respect to increment in the number of processes is presented

with a larger mesh of around 45 thousands cells. Moreover, note that the parallel

DG(P2) code with the mesh of around 8 thousand cells attained the speedup of

13.78 with 16 processes while it attained the speedup of 15.99 with 16 processes when

executed with the mesh of around 45 thousand cells. Thus, the parallel code attained

an efficiency of 86.12% (i.e., 13.78/(16× 100) = 86.12% per process efficiency) in the

former case and an efficiency of 99.97% (i.e., 15.99/(16× 100) = 99.97% per process
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efficiency) in the later case. Continuing the same way, a comparison of the two cases

(based on different mesh sizes) for any particular number of processes and level of

approximation shows that the parallel code scales much better when executed with

the larger mesh. Further, with the larger mesh the parallel DG(P2) code attained

even better efficiency of 96% with 32 processes.

Next, a comparison of the parallel performance of the DG code executed with five

different numerical flux schemes is made on ARGO cluster, as given in Fig. (5.12).

The same comparison is also made on henry2 cluster, as given in Fig. (5.13), pre-

sented in the work [124]. The five numerical flux schemes are: Lax-Friedrich (LF) [89],

Harten- Lax and Van Leer- with Contact restoration (HLLC) flux [90], Artificially-

Upstream Flux vector Splitting (AUFS) method [97], Advection Upstream Splitting

Method-PW+ (AUSM-PW+) [98] and Bhatangar-Gross-Krook (BGK) flux [95]. A

description of these numerical flux functions is given in Section 3.4. The computa-

tional work involved in the case of BGK flux was higher than that of any other of

the four flux functions hence it attained higher parallel scaling then the others.

Note that a super-linear speedup is observed with 4 processes on henry2 cluster,

as shown in Fig. (5.13). When the code is executed with one process, then the

cache capacity and the memory bandwidth of the underlying processor are utilized

for computations with whole of the problem data. On the other hand, when the code

is executed with 4 processes mapped on to 4 different nodes with each one having

one fourth of the same problem data, then the available cache capacity and mem-

ory bandwidth on each of the 4 different processors are dedicated for one fourth of

the problem data. This ultimately results in super-linear speedup, despite the fact

that there are some additional delays due to inter-process communications over the
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network. When the code is executed with 8 or more processes, then the respective in-

crement in the communication overheads supersedes the advantage of the availability

of higher cache capacities and memory bandwidth. This results in vanishing of the

super-linear speedup. It is important to mention that such a super-linear behavior

is not noted on ARGO cluster, as evident in Fig. (5.12). The main reason for this

could be that the model of CPU chips used on the nodes of the ARGO cluster is rel-

atively modern having higher cache capacities, number of cache levels and memory

bandwidth than those of henry 2 cluster, as explained in Section 5.1. The modern

architecture of the CPU chip on the ARGO cluster is proven NOT to be performance

bounding for single process cases as much as in the case of single process on henry2

cluster. So the modern processor is already gaining performance advantage over the

older one. For example, note that for the HLLC flux, the single process on the mod-

ern chip is taking 0.43 of the wall-clock time as taken by the case of single process on

the older processor for the same number of time steps. Interestingly, 12 processes on

Argo cluster (2 processes per node) are also taking 0.43 of the wall-clock time taken

by the 12 processes on henry2 cluster (with 1 process per node) for same number of

time-steps. Somewhat exact quantifications of these phenomena related to caching

effects and bandwidth utilization might be made by using some sophisticated parallel

profiling/tracing tool.

5.4.2 Transonic Flow Past NACA0012 Airfoil

The scaling of speedup of the parallel DG solver (upto third order approximation)

with the problem of transonic flow past NACA0012 airfoil is shown in Fig. (5.14)

on ARGO cluster. The mesh around the airfoil is consisting of around 22 thousand
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Figure 5.10: Scalability of the DG solver (on ARGO cluster) for the three orders of approximations.

A higher order method puts more workload per process then a lower order method on the same

mesh (of around 8K cells here), and hence scales better.
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Figure 5.11: Scalability of the DG solver (on ARGO cluster) for the three orders of approximations.

A higher order method puts more workload per process then a lower order method on the same

mesh (of around 45K cells here), and hence scales better.
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Figure 5.12: Speedup versus number of processes behavior of the DG solver on ARGO cluster using

five different numerical flux functions.
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Figure 5.13: Speedup versus number of processes behavior of the DG solver on henry2 cluster using

five different numerical flux functions.
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Figure 5.14: Scalability of the DG solver (on ARGO cluster) for the three orders of approximations.

A higher order method puts more workload per process then a lower order method on the same

mesh (of around 22K cells here), and hence scales better.

cells. Again, the DG(P2) scheme attained a higher speedup than that of the lower

order schemes. The DG(P2) scheme attained the speedup of 15.13 with 16 processes

(i.e., 15.13/(16× 100) = 94.57% per process efficiency).

5.4.3 Subsonic Flow Past a 3-Element Airfoil

The scaling of speedup of the parallel solver (upto third order approximation) with

the problem of subsonic flow past a 3-element airfoil is shown in Fig. (5.15) on ARGO

cluster. The mesh around the airfoil is consisting of around 19 thousand cells. Again,

the DG(P2) scheme attained a higher speedup than that of the lower order schemes

(requiring less computational work). The DG(P2) scheme attained the speedup of

14.43 with 16 processes (i.e., 14.43/(16× 100) = 90.24% per process efficiency).

The overall picture of the scalability behavior of the parallel DG solver can also

be observed by combining all the test cases used above (with different data sizes)

for the DG method with a particular level of approximation. Fig. (5.16) shows the
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Figure 5.15: Scalability of the DG solver (on ARGO cluster) for the three orders of approximations.

A higher order scales better than lower one.

scalability of the three schemes, i.e., DG(P0), DG (P1) and DG(P2), on ARGO

cluster using the three test cases on a set of meshes with different sizes. The higher

speedup attained by the case with larger mesh size than that by the case with smaller

mesh size reveals the scalability of the respective parallel code. Fig. (5.17) present

the similar performance with similar cases on NEDU 12-core SMP machine.

112



4 8 12 16

2

4

6

8

10

12

14

16

Number of Processes

S
pe

ed
up

Ideal/Linear Scaling
Circular Cylinder (~8K cells)
3-Element Airfoil (~19K cells)
NACA0012 Airfoil (~22K cells)
Circular Cylinder (~45K cells)

Scalability of the DG(P0) method.
Mapping: Two processes per node.
[On Argo Cluster]

4 8 12 16

2

4

6

8

10

12

14

16

Number of Processes

Sp
ee

du
p

Ideal/Linear Scaling
Circular Cylinder (~8K cells)
3-Element Airfoil (~19K cells)
NACA0012 Airfoil (~22K cells)
Circular Cylinder (~45K cells)

Scalability of the DG(P1) method.
Mapping: Two processes per node.
[On Argo Cluster]

4 8 12 16

2

4

6

8

10

12

14

16

Number of Processes

Sp
ee

du
p

Ideal/Linear Scaling
Circular Cylinder (~8K cells)
3-Element Airfoil (~19K cells)
NACA0012 Airfoil (~22K cells)
Circular Cylinder (~45K cells)

Scalability of the DG(P2) method.
Mapping: Two processes per node.
[On Argo Cluster]

Figure 5.16: Scalability of the DG solver (on ARGO cluster) for the three orders of approximations.

Larger problem sizes causing higher workload per process scale better. Similarly a higher order

scheme scales better than a respective lower order scheme.
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Figure 5.17: Scalability of the DG solver (on NEDU 12-core system) for the three orders of approxi-

mations. Larger problem sizes causing higher workload per process scale better, thus a higher order

scheme scales better than a respective lower order scheme.
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5.5 Extension of the Parallel DG Solver for Fourth Order

Approximations

In this section, we develop the parallel DG(P3) scheme for Euler problem, which

could render fourth order accurate approximations (i.e., using cubic polynomial ap-

proximation). Using Eq. (3.24), the dimension N = N(p, d) of the polynomial space

V p
h can be computed to be 10 for cubic (p = 3) approximations in 2D (i.e., d = 2).

Further, like Eq. (3.28) for quadratic approximation, the respective Taylor series

expansion of the solution Uh for cubic approximation can be expressed as:

Uh = Uc +
∂U

∂ξ

∣∣∣∣
c

(ξ − ξc) +
∂U

∂η

∣∣∣∣
c

(η − ηc)

+
∂2U

∂ξ2

∣∣∣∣
c

(ξ − ξc)
2

2
+
∂2U

∂η2

∣∣∣∣
c

(η − ηc)
2

2
+

∂2U

∂ξ∂η

∣∣∣∣
c

(ξ − ξc) (η − ηc)

+
∂3U

∂ξ3

∣∣∣∣
c

(ξ − ξc)
3

6
+
∂3U

∂η3

∣∣∣∣
c

(η − ηc)
3

6

+
∂3U

∂ξ2∂η

∣∣∣∣
c

(ξ − ξc)
2 (η − ηc)

2
+

∂2U

∂ξ∂η2

∣∣∣∣
c

(ξ − ξc) (η − ηc)
2

2
. (5.1)

Again, ξ = x1 and η = x2 are the components of spatial coordinate vector x and Uc

is the value of U at the centroid (ξc, ηc) of the cell. Integrating Eq. (5.1) over the

element and then subtracting the resulting equation from Eq. (5.1), the following

cell-averaged representation of Uh is obtained:

Uh = Ũ+
∂U

∂ξ

∣∣∣∣
c

(ξ − ξc) +
∂U

∂η

∣∣∣∣
c

(η − ηc)

+
∂2U

∂ξ2

∣∣∣∣
c

⎛⎝(ξ − ξc)
2

2
− 1

De

∫
De

(ξ − ξc)
2

2
dD

⎞⎠
+
∂2U

∂η2

∣∣∣∣
c

⎛⎝(η − ηc)
2

2
− 1

De

∫
De

(η − ηc)
2

2
dD

⎞⎠
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+
∂2U

∂ξ∂η

∣∣∣∣
c

⎛⎝(ξ − ξc) (η − ηc)−
1

De

∫
De

(ξ − ξc) (η − ηc) dD

⎞⎠
+
∂3U

∂ξ3

∣∣∣∣
c

⎛⎝(ξ − ξc)
3

6
− 1

De

∫
De

(ξ − ξc)
3

6
dD

⎞⎠
+
∂3U

∂η3

∣∣∣∣
c

⎛⎝(η − ηc)
3

6
− 1

De

∫
De

(η − ηc)
3

6
dD

⎞⎠
+

∂3U

∂ξ2∂η

∣∣∣∣
c

⎛⎝(ξ − ξc)
2 (η − ηc)

2
− 1

De

∫
De

(ξ − ξc)
2 (η − ηc)

2
dD

⎞⎠
+

∂3U

∂ξ∂η2

∣∣∣∣
c

⎛⎝(ξ − ξc) (η − ηc)
2

2
− 1

De

∫
De

(ξ − ξc) (η − ηc)
2

2
dD

⎞⎠ . (5.2)
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Again, Ũ is the mean or cell-averaged value of U at the cell-centroid. The TEN basis

functions ϕi, 1 ≤ i ≤ 10, for the polynomial space of dimension N = 10 are given by

ϕ1 = 1 (5.3)

ϕ2 = ξ − ξc

ϕ3 = η − ηc

ϕ4 =
(ξ − ξc)

2

2
− 1

De

∫
De

(ξ − ξc)
2

2
dD

ϕ5 =
(η − ηc)

2

2
− 1

De

∫
De

(η − ηc)
2

2
dD

ϕ6 = (ξ − ξc) (η − ηc)−
1

De

∫
De

(ξ − ξc) (η − ηc) dD

ϕ7 =
(ξ − ξc)

3

6
− 1

De

∫
De

(ξ − ξc)
3

6
dD

ϕ8 =
(η − ηc)

3

6
− 1

De

∫
De

(η − ηc)
3

6
dD

ϕ9 =
(ξ − ξc)

2 (η − ηc)

2
− 1

De

∫
De

(ξ − ξc)
2 (η − ηc)

2
dD

ϕ10 =
(ξ − ξc) (η − ηc)

2

2
− 1

De

∫
De

(ξ − ξc) (η − ηc)
2

2
dD

Use of the basis functions, given in (5.3), in the DG formulation (3.25) and ignor-

ing the viscous terms yields the following differential algebraic system of equations:

d

dt

∫
De

ŨdD+

∮
Γe

Fj (Uh)njdΓ = 0, for i = 1,
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M9×9
d

dt

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

∂U
∂ξ

∣∣∣
c

∂U
∂η

∣∣∣
c

∂2U
∂ξ2

∣∣∣
c

∂2U
∂η2

∣∣∣
c

∂2U
∂ξ∂η

∣∣∣
c

∂3U
∂ξ3

∣∣∣
c

∂3U
∂η3

∣∣∣
c

∂3U
∂ξ2∂η

∣∣∣
c

∂3U
∂ξ∂η2

∣∣∣
c

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

+R9×1 = 0, for 2 ≤ i ≤ 10. (5.4)

The entries Mij of the symmetric matrixM9×9 are given by

Mij =

∫
De

ϕiϕjdD, for 2 ≤ i, j ≤ 10, (5.5)

and components Ri of the vector R9×1 are given by

Ri =

∮
Γe

Fj (Uh)njdΓ−
∫
De

Fj (Uh)
∂ϕi
∂ξj

dD, for 2 ≤ i ≤ 10. (5.6)

Again, the following holds:

∫
De

ϕiϕ1dD = 0, for 2 ≤ i ≤ 10. (5.7)

For implementing the above computational procedure, normalization of the basis

functions ϕi is carried out that improves the conditioning of the system matrix. The
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normalized basis functions, φi, are given by

φ1 = 1

φ2 =
ξ − ξc
δξ

φ3 =
η − ηc
δη

φ4 =
(ξ − ξc)

2

2 (δξ)2
− 1

De

∫
De

(ξ − ξc)
2

2 (δξ)2
dD
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De

∫
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2

2 (δη)2
dD

φ6 =
(ξ − ξc) (η − ηc)

δξδη
− 1

De

∫
De

(ξ − ξc) (η − ηc)

δξδη
dD

φ7 =
(ξ − ξc)

3

6 (δξ)3
− 1

De

∫
De

(ξ − ξc)
3

6 (δξ)3
dD

φ8 =
(η − ηc)

3

6 (δη)3
− 1

De

∫
De

(η − ηc)
3

6 (δη)3
dD

φ9 =
(ξ − ξc)

2 (η − ηc)

2(δξ)2δη
− 1

De

∫
De

(ξ − ξc)
2 (η − ηc)

2(δξ)2δη
dD

φ10 =
(ξ − ξc) (η − ηc)

2

2δξ(δη)2
− 1

De

∫
De

(ξ − ξc) (η − ηc)
2

2δξ(δη)2
dD.

Here δξ = 0.5(ξmax − ξmin) and δη = 0.5(ηmax − ηmin), where ξmax and ηmax, ξmin

and ηmin denote the maximum and minimum coordinates in the cell De in the two

coordinate directions respectively. The relation (5.7) also holds for the normalized

basis functions, φi, i.e., ∫
De

φiφ1dD = 0, for 2 ≤ i ≤ 10. (5.8)

Due to the normalized basis functions, the entries, M̂ij,of the modified symmetric

matrix, say M̂9×9, for Eq. (5.4) are given by

M̂ij =

∫
De

φiφjdD, for 2 ≤ i, j ≤ 10. (5.9)
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Thus, the cubic approximation of Uh can be expressed as follows:

Uh = Ũφ1 +
∂U

∂ξ

∣∣∣∣
c

δξφ2 +
∂U

∂η

∣∣∣∣
c

δηφ3 +
∂2U

∂ξ2

∣∣∣∣
c

(δξ)2 φ4 +
∂2U

∂η2

∣∣∣∣
c

(δη)2 φ5

+
∂2U

∂ξ∂η

∣∣∣∣
c

δξδηφ6 +
∂3U

∂ξ3

∣∣∣∣
c

(δξ)3 φ7 +
∂3U

∂η3

∣∣∣∣
c

(δη)3 φ8

+
∂3U

∂ξ2∂η

∣∣∣∣
c

(δξ)2δηφ9 +
∂3U

∂ξ∂η2

∣∣∣∣
c

δξ(δη)2φ10. (5.10)

5.5.1 Contour Plots with Parallel DG(P3) Scheme

The contour plots for the test case of subsonic flow around a circular cylinder are

given in Fig. (5.18). The residual history of the parallel DG(P3) scheme, as compared

to the lower order approximations is presented in Fig. (5.19). The comparison shows

that the numerical convergence history remains the same for the parallel DG(P3)

scheme as that of the serial DG(P3) execution, just like the other cases of different

lower order approximations. The parallel performance of the DG(P3) scheme ob-

tained on the NEDU 12-core system is shown in Fig. (5.20). The scalability of the

DG solver on four different mesh sizes, 2 for each of the test cases 1 and 2 is presented

there. It should be noted that the overall computational workload for the DG solver

depends on the size of the mesh as well as the order of approximation. An increase

in the workload (due to any of the factors) up to a certain limit results in better per

process efficiency on the shared memory multicore/SMP machine. The limit depends

on the available memory bandwidth of the system. By increasing the workload be-

yond that limit results into the drop in efficiency, as elaborated in Fig. (5.21). The

scarcity of memory bandwidth is evident also from the fact that the parallel code has

better per process efficiency when some of the total number of available CPU cores

in the system are kept free (e.g., mapping 8 or less processes on the 12-core system)

than the case when all the cores are mapped with parallel processes.
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Figure 5.18: Contours plots for the test case 3 obtained by fourth order DG(P3) scheme [CFL 2.5].

Figure 5.19: Convergence histories of the DG solver for the four different orders of approximations,

for both serial and parallel executions (using the test case 1 of flow around a circular cylinder) [CFL

2.5].
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(c) The parallel DG(P2) code
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(d) The parallel DG(P3) code

Figure 5.20: Scalability of the parallel DG solver up to fourth order polynomial approximation on

NEDU 12-core system

.
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Figure 5.21: Effect of variation of workload on parallel performance of the parallel DG solver on

NEDU 12-core system. (TX means test case X)

.
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Chapter 6

Implicit Time-Integration Schemes

This chapter is devoted to the implicit time integration of the space-discretized system

as in Eq. (3.40) for solving the Euler problem. Steady state solution is determined

by implicit time integration for the DG(P0) scheme (i.e., first order accuracy), as

the storage requirements and computational cost for the first order accurate scheme

are relatively quite small and reasonable. The main usefulness of the implicit time

integration for such a lower order solution will be evident for the p-multigrid method

that will be discussed in Chapter 7.

The system (3.40) can be written in the semi-discrete form as

Vi
∂Ui

∂t
= Ri, (6.1)

where Vi is the cell volume. Eq. (6.1) can be discretized by Euler implicit scheme as

Vi
ΔUn

i

Δt
= Rn+1

i , (6.2)

where Δt is time step and ΔUn is the change in solution across the time levels n and

n+ 1; i.e.,

ΔUn = Un+1 −Un. (6.3)
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Eq. (6.2) can be linearized in time as

Vi
ΔUn

i

Δt
= Rn

i +
∂Rn

i

∂Uh

ΔUi. (6.4)

This renders the following linear system:

AΔU = R, (6.5)

where

A = V

Δt
I− ∂Rn

∂Uh

(6.6)

is the system matrix. For a steady state solution the right hand side residual R be-

comes zero. The term ∂R/∂Uh in Eq. (6.6) represents the Jacobian matrix. We will

have to solve the linear system give by Eq. (6.5) at every time level of the implicit

DG scheme. The well-known methods for solving such systems at large scale are

either iterative, or are based on approximate factorization. Over the past several

years, significant advances have been made in developing the iterative solution meth-

ods. These methods may be further categorized into stationary and non-stationary

methods, depending upon the fact that whether the information used in computa-

tion remains unchanged in each of the iterations [160]. Stationary iterative solvers

are easy to understand and implement, but are less efficient, whereas non-stationary

iterative solvers are very efficient and are based on more intensive/profound math-

ematical concepts. The well-known choices of stationary iterative solvers include

Jacobi method, Gauss-Seidel method, Successive Over-Relaxation (SOR) method

and Symmetric Gauss-Seidel (SGS) method. The stationary iterative solvers usually

serve as preconditioners for the non-stationary methods to accelerate their conver-

gence. The concept of preconditioning is based on the fact that the convergence

rate of the iterative solvers is mainly governed by spectral properties of the system
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matrix (spectrum is how large the Eigen values are spread). Non-stationary methods

are considered very efficient with preconditioning by ILU (incomplete lower-upper)

factorization or any other suitable stationary method used as preconditioner. [160].

These include Krylov subspace methods, like GMRES [161] and BICGSTAB [162].

While solving a non-linear system, a popular way is to linearize it with Newton’s

method. Although Newton’s method provides second order convergence, it requires

exact computation and storage of the Jacobian matrix. These requirements make

this approach prohibitive for large scale problems involving hundreds of thousands

of unknowns. For such situations some low powered methods, like the symmetric

Gauss-Seidel (SGS) and lower-upper symmetric Gauss-Seidel (LU-SGS) methods,

along with the approach of using some approximation to the flux Jacobian are more

practical. The SGS/LU-SGS method requires Jacobian matrix to be evaluated and

stored for later use. The important feature of this approach is to avoid such com-

putational and memory requirements by approximating the implicit operator. This

results into a scheme less expensive than the implicit one. This approach has been

successfully employed on both structured [163] and unstructured grids [164]. How-

ever, this method is less effective than the most efficient iterative methods (like

GMRES+ILU) due to slow convergence, requiring thousands of time steps to achieve

steady state solution. A fast, matrix-free implicit method, GMRES+LU-SGS has

also been proposed by Luo et al. [165] for solving the compressible Euler and Navier-

Stokes equations on unstructured grids.

In this work, the sparse linear system obtained at each time step is solved with any

of the three choices of our parallel linear solvers. These include SGS(k) (Symmetric

Gauss—Seidel with k iterations), LU-SGS and a well known Krylov subspace iterative
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solver GMRES (Generalized Minimum Residual) preconditioned with LU-SGS.

6.1 SGS and LUSGS Methods

For solving the linear system in Eq. (6.5), the system matrix A can be decomposed

into a strict upper matrix U , a strict lower matrix L and a diagonal matrix D, so

that Eq. (6.5) can be expressed as

(D + L+ U)ΔU = R. (6.7)

The simple stationary iterative solver, Gauss-Seidel, performs one unidirectional

sweep in each of the iterations. The idea in symmetric Gauss-Seidel (SGS) is to

perform two sweeps of Gauss-Seidel, one after the other, in opposite directions in

each of the iterations. The two possible Gauss-Seidel sweeps could be:

(D + L)ΔUk+1 = R− UΔUk (6.8)

(D + U)ΔUk+1 = R−LΔUk (6.9)

Eq. (6.8) constitutes the lower (forward) sweep where ΔUk+1
i is a function of all

ΔUk and ΔUk+1
j for j < i. Eq (6.9) constitutes the upper (backward) sweep where

ΔUk+1
i is a function of all ΔUk and ΔUk+1

j for j > i. The composite of these two

sweeps becomes:

(D + L)ΔUk+ 1
2 = R− UΔUk (6.10)

(D + U)ΔUk+1 = R−LΔUk+ 1
2 (6.11)

This composite constitutes one SGS iteration. For SGS linear solver with k iterations,

which may be denoted as SGS(k), the initial solution ΔU0 is used to obtain the first

intermediate solution with one SGS iteration. The first intermediate solution is then
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used to obtain the second intermediate solution in the next SGS iteration and so

on. In this way a succession of k iterations in SGS method provides an approximate

(final) solution of the linear system. The main advantage of this method is that it

does not require any additional storage beyond that of the matrix itself [36]. If the

initial solution is taken as ΔU0 = 0 and only one SGS sweep is performed then the

resulting method is called as Lower-Upper-SGS (LU-SGS) method. Thus, the steps

of the LU-SGS method can be written as:

(1) Initialization:

ΔU0 = 0, (6.12)

(2) Lower (forward) sweep:

(D + L)ΔU∗ = R, (6.13)

(3) Upper (backward) sweep:

(D + U)ΔU = DΔU∗. (6.14)

Note that, an LU-SGS iteration can be written as:

(D + L)D−1(D + U)ΔU = R. (6.15)

An alternative approach to derive this LUSGS iteration could be as follows:

(A)ΔU = R

=⇒ (D + L+ U)ΔU = R

=⇒ (D + L+ U)ΔU+ (LD−1U)ΔU = R+(LD−1U)ΔU (6.16)

=⇒ (D + L+ U+(LD−1U))ΔU = R+(LD−1U)ΔU (6.17)

=⇒ (D + L+ (D + L)D−1U)ΔU = R+(LD−1U)ΔU (6.18)
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=⇒ (D + L)(I+D−1U)ΔU = R+(LD−1U)ΔU (6.19)

=⇒ (D + L)D−1(D + U)ΔU = R+(LD−1U)ΔU (6.20)

Now by neglecting the last term at right hand side of Eq. (6.20), the LUSGS iteration,

as given Eq. (6.15), is obtained. This shows that an approximate factorization of the

system matrix A with an error of (LD−1U)ΔU is made in Eq. (6.15).

6.1.1 Computing Inviscid Flux Jacobian

As said earlier that the term ∂R/∂Uh in Eq. (6.6) represents the left-hand-side

Jacobian matrix. The Jacobian matrix is computed from the following simplified

flux function [165],

Ri(Ui,Uj,nij) =
1

2
[F(Ui,nij) + F(Uj,nij)]− 1

2
|λij| (Uj −Ui) , (6.21)

where

|λij| = |Vij · nij|+ Cij. (6.22)

Here Vij is the velocity vector, Cij is the speed of sound and nij is the unit normal

vector to the cell interface. The linearization of flux function, as in Eq. (6.21), results

into the following form:

∂Ri

∂Ui

=
1

2
[J (Ui) + |λij| I] , (6.23)

∂Ri

∂Uj

=
1

2
[J (Uj)− |λij| I] , (6.24)

where J = ∂F/∂U is the Jacobian of the inviscid flux vector F [165]. Here first-order

representation of the numerical fluxes is considered, i.e., the number of non-zeros

entries in each row of the matrix is related to the number of edges incident at the

node associated with that row. Also, non-zero entries will be placed on the diagonal
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of the matrix. The Jacobian matrix is stored in upper, lower and diagonal forms by

using the edge-based data structure, as in [165],

U = 1

2
[J (Uj,nij)− |λij| I] , (6.25)

L = 1

2
[−J (Ui,nij)− |λij| I] , (6.26)

D = V

Δt
I+
∑
j

1

2
[J (Ui,nij)− |λij| I] , (6.27)

where U , L and D are the strict upper, the strict lower and the diagonal matrices

respectively.

6.1.2 Computing Lower (Forward) sweep

To compute ΔU∗ in the forward sweep, consider Eq. (6.13), which gives

DΔU∗ + LΔU∗ = R, (6.28)

=⇒ DΔU∗ = R−LΔU∗ (6.29)

=⇒ ΔU∗ = D−1(R−LΔU∗). (6.30)

Using L from Eq. (6.26) gives

ΔU∗
i = D−1

(
Ri −

∑
j:j<i

1

2

[−J (Uj,nij)ΔU
∗
j − |λij|ΔU∗

j

]
sij

)
. (6.31)

This algorithm involves the product of the Jacobian matrix (J ) and the increment

of the solution vector (ΔU). Such an operation can be approximately replaced by

computing increments of the flux vector ΔF (i.e., linearization of the flux function)

[165]:

JΔU ∼=ΔF=F(U+ΔU)−F(U). (6.32)
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This approach was first used in [164]. This is achieved by using the scalar dissipation

to derive the left-hand-side matrix [59]. Thus Eq. (6.31) becomes

ΔU∗
i = D−1

(
Ri −

∑
j:j<i

1

2

[
ΔF∗

j − |λij|ΔU∗
j

]
sij

)
. (6.33)

This completes the computation of ΔU∗ in the lower (forward) sweep.

6.1.3 Computing Upper (Backward) sweep

Now to compute ΔU in the backward sweep, consider Eq. (6.14), which gives

DΔU+ UΔU = DΔU∗ (6.34)

=⇒ DΔU = DΔU∗ − UΔU (6.35)

=⇒ ΔU = ΔU∗ +D−1(UΔU). (6.36)

Using U from Eq. (6.25) gives

ΔUi = ΔU
∗
i −D−1

(∑
j:j>i

1

2
[J (Uj,nij)ΔUj − |λij|ΔUj] sij

)
. (6.37)

Again using the approximation, as in Eq. (6.32), following is obtained:

ΔUi = ΔU
∗
i −D−1

(∑
j:j>i

1

2
[ΔFj − |λij|ΔUj] sij

)
. (6.38)

This completes the computation of ΔU in the upper (backward) sweep, hence an

approximate solution of the system (6.5) is obtained [165].

Note that the idea of approximating the product of the Jacobian matrix and the

increment of the solution vector by the increment of the flux vector, as given in

Eq. (6.32), gives rise to the so called matrix-free approach [166], which is the most

significant feature of the approximation. According to the said matrix-free approach,

there is no need to store the upper and the lower matrices U and L respectively.
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This results in substantial reduction in the memory requirements. The only matrix

needed to be stored is the diagonal matrix D, which requires a memory of nvrbl ×

nvrbl×nelem, where nvrbl is the number of solution vector variables (4 for 2D) and

nelem is the number of elements in the grid [59] [36]. Thus, the storage of diagonal

matrix only requires 16 words per element for 2D grids. Moreover, the approximation

does not compromise any numerical accuracy and the extra computational cost is

negligible [165].

6.2 GMRES+LU-SGS method

One of the most popular Krylov subspace methods is the Generalized Minimum

RESidual method (GMRES), which was developed by Saad and Schultz [161, 162].

GMRES is suitable for linear systems which are non-symmetric. It may also be ap-

plied to non-positive definite systems. GMRES minimizes the norm of the computed

residual vector over the subspace spanned by a certain number of orthogonal search

directions. GMRES works best when the Eigen values of the system matrix A are

clustered. Therefore, the efficiency and robustness of GMRES may be improved by a

preconditioner that can transform the coefficient matrix into the one with clustered

Eigen values. The purposes of using the preconditioning are to reduce the compu-

tational effort which is required to solve the linearized system of equations at each

time-step, as well as to reduce the total number of time steps which are required

to obtain a steady state solution. The main deficiency in this method is that they

require massive amount of memory to store the Jacobian matrix.

The preconditioning technique involves solving an equivalent preconditioned lin-
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ear system

ÂΔU = R̂ (6.39)

instead of the original system given in Eq. (6.5), where the matrix Â should be well

conditioned. In left preconditioning, the linear system is pre-multiplied by a matrix

as

P−1AΔU = P−1R, (6.40)

where P is the preconditioning matrix. For the flow computations, GMRES can

be combined with different preconditioning techniques. For example, GMRES is

considered very efficient with preconditioning by an incomplete lower-upper (ILU)

factorization. In this work, the LU-SGS is used as a preconditioner, i.e.,

P = (D + L)D−1(D + U). (6.41)

The LU-SGS preconditioner has a clear advantage that it uses the Jacobian matrix

of the linearized scheme as a preconditioner matrix. This method has been employed

for steady, unsteady and low Mach number flow problems, showing its effectiveness in

accelerating the convergence. The GMRES+LUSGS method leads to significant in-

crease in the performance over the best current implicit methods, the GMRES+ILU

and the LU-SGS methods, while maintaining memory requirements that are compet-

itive with its explicit counterpart. The algorithm for the GMRES+LUSGS method

can be found in [165].

6.3 Parallelization of the Implicit DG Schemes

The implicit DG scheme, like most implicit CFD codes, can be considered as com-

prising two operational parts, in which most of the execution time is spent. The
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first part includes computation of the right hand side residual, R (U), (involving the

computation of numerical fluxes) and block diagonal matrix, D. The second part

consists of linear algebraic kernels of the linear solver. The parallel performance of

the first part is bounded either by memory bandwidth or by the number of basic

operations that can be performed in a single clock cycle, while that of the second

part is bounded by the memory bandwidth [114]. For CFD applications the memory

bandwidth is turned out to be the performance determining factor [102], by setting

an upper bound on the speedup, especially on the multicore (or SMP) systems in

which the memory bandwidth is a prominent bottleneck as it has to be shared among

a number of threads/processes residing on different cores.

The parallel implementation of the first part of the implicit DG scheme (with

any of SGS, LU-SGS and GMRES+LU-SGS solvers) is the same as described for the

explicit scheme in Chapters 4 and 5. The parallelization is obtained without any

compromise to the serial algorithm. It is the part which allows for the MPI com-

munications to completely overlap with the computations, by calling the algorithm

as given in Fig. (4.1). The only difference is that in the case of explicit scheme

the algorithm in Fig. (4.1) is called at every stage of the RK method while in the

implicit scheme the algorithm is called only once in every time step for right hand

side computations.

For the second part, first the parallelization of LU-SGS is discussed (which is

similar to that for SGS), where the LU-SGS is to be used as the preconditioner with

GMRES, later on. Like most preconditioners, the LU-SGS is not quite straightfor-

ward to be parallelized due to the inherent serial data dependencies. Preconditioners

often require elements to be traversed sequentially. To circumvent this in our parallel
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solution, the LU-SGS is applied inside of each computational sub-domain, owned by

each participating process whereas the simple Jacobi approach of using older values

(which would be zero in the case of single iteration method, LU-SGS) is employed

on the partition boundary elements (elements having a face on the inter-processes

domain boundary) [167]. This solution may suffer from slight degradation in the

convergence of iterative solver because of using the older values on the partition

boundary elements. But the convergence of the parallel implicit DG method is not

affected. This approach significantly reduces the inter-process MPI communications,

which could be otherwise quite substantial to maintain the Gauss-Seidel approach of

utilizing the latest values on the partition boundary elements. Devising such schemes

which do not compromise convergence at any phase of the application during their

parallelization, at the same time maintaining the same efficiency, has always been

challenging.

The parallelization of GMRES is rather more demanding regarding to inter-

process communication burden. It involves the gradient evaluation procedure in each

of the iterations of GMRES with matrix free approach, requiring updated solution

of the linear system from the previous GMRES iteration. The same parallelization

strategy as described for the explicit scheme in Chapters 4 and 5 is employed. The

MPI communications are performed in each of the iterations by following the ap-

proach as described by the algorithm in Fig. (4.1) to exchange the updated solution

of the linear system. Next GMRES involves computation of L2-norms a number of

times all over the domain, hence requiring square-root operation of the vector product

obtained by summing up the values from all the processes. The summing up of the

contribution from all the processes and then delivering the sum to all the processes
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can be accomplished by MPI collective communication operations. Unlike a point-to-

point communication operation (that involves only two processes in a communication

event), a collective communication operation involve a group of processes, possibly

all the processes as in the present case. Two commonly used ways to accomplish

computation of the norm are: 1) by calling MPI_REDUCE routine to collect-and-sum

the values from all the processes at any one process and then calling MPI_BCAST rou-

tine to broadcast the sum to all the other processes, or 2) by calling MPI_ALLREDUCE

routine alone, which combines the functionalities of MPI_REDUCE and MPI_BCAST rou-

tines. The computations of L2-norm necessarily act as synchronization points, as the

MPI collective communication operations are always blocking in nature and involve

all the parallel processes.

6.4 Convergence Tests of the Parallel Implicit DG Schemes

In this section, the numerical convergence histories of the parallel, implicit DG scheme

with different linear solvers are presented for different number of processes. Fig. (6.1)

gives the convergence histories with 1, 4, 8 and 12 number of processes, for the test

case 1 of the subsonic flow past a circular cylinder with three different mesh sizes.

Fig. (6.2) gives the convergence histories with 1, 4, 8 and 12 number of processes,

for the test case 2 of the transonic flow past NACA0012 airfoil with two different

mesh sizes. Similarly, Fig. (6.3) and Fig. (6.4) present the convergence histories

of the implicit DG scheme with SGS method (with 5 inner iterations, i.e., SGS(5))

using the test case 1 and the test case 2 (with several mesh sizes) respectively with

1, 4, 8 and 12 number of processes. Also Fig. (6.5) and Fig. (6.6) present the con-

vergence histories of the implicit DG scheme with GMRES method (preconditioned
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with LUSGS solver) using the test case 1 and the test case 2 (with several mesh

sizes) respectively with 1, 4, 8 and 12 number of processes. GMRES is used with 20

iterations and 10 search directions. All of these convergence behaviors demonstrate

the viability and applicability of the parallel, implicit DG scheme with a number of

linear solvers. Note that the convergence histories are obtained irrespective of the

underlying platform. The parallel code might scale differently on different platforms

but there is no significant difference in the convergence histories obtained by execut-

ing the parallel code on different platforms. This is evident from Fig. (6.7) in which

the convergence histories of the DG method with GEMRES are shown to be the

same on four different compuer systems for the test case 2 of the transonic flow past

NACA0012 airfoil. The only infinitesimal (negligible) difference, sometimes, could be

because of how the floating point operations/conversions are handled by the compiler

or at the machine level. Such differences would not affect any conclusion, in general.

Next, Fig. (6.8) presents the comparison of the convergence histories with the

test case 1 of the subsonic flow past a circular cylinder, obtained by the use of

four time integration methods, parallelized in this thesis. The four parallelized time

integration methods are: the explicit 3-stage RK method, the LUSGS method, the

SGS(5) method and the GMRES method (preconditioned with LUSGS solver). The

comparisons made with three different mesh sizes verify that the implicit schemes are

significantly more efficient than the explicit scheme, as they achieve an appropriate

level of convergence much earlier than that of explicit scheme with respect to the

number of time steps used (and the CPU time as well). This efficiency is credited

to the fact that the implicit schemes allow to use much higher CFL number that is,

otherwise, very restrictive in the case of explicit schemes. Moreover, it is also verified
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that the parallel DG scheme with GMRES method (preconditioned with LUSGS

solver) is more efficient than the other two cases, i.e., with LUSGS method alone and

with SGS(5) method. A very similar comparison (with almost similar findings) has

been presented in Fig. (6.9) with the test case 2 of the transonic flow past NACA0012

airfoil.
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Figure 6.1: Convergence histories of the implicit DG scheme with LUSGS solver obtained by using

the test case 1 of subsonic flow past a circular cylinder, with different mesh sizes (Top: 2K cells and

CFL 7.0, Middle: 8K cells and CFL 15.0 , Bottom: 45K cells and 30.0).
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Figure 6.2: Convergence histories of the implicit DG scheme with LUSGS solver obtained by using

the test case 2 of transonic flow past NACA0012 airfoil, with different mesh sizes (Upper: 2K cells

and CFL 7.0, Lower: 22K cells and CFL 7.0).
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Figure 6.3: Convergence histories of the implicit DG scheme with SGS(5) solver obtained by using

the test case 1 of subsonic flow past a circular cylinder, with different mesh sizes (Top: 2K cells and

CFL 7.0, Middle: 8K cells and CFL 15.0, Bottom: 45K cells and 30.0).
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Figure 6.4: Convergence histories of the implicit DG scheme with SGS(5) solver obtained by using

the test case 2 of transonic flow past NACA0012 airfoil, with different mesh sizes (Upper: 2K cells

and CFL 7.0, Lower: 22K cells and CFL 7.0).
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Figure 6.5: Convergence histories of the implicit DG scheme with preconditioned GMRES solver

obtained by using the test case 1 of subsonic flow past a circular cylinder, with different mesh sizes

(Top: 2K cells and CFL 7.0, Middle: 8K cells and CFL 15.0, Bottom: 45K cells and 30.0).
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Figure 6.6: Convergence histories of the implicit DG scheme with preconditioned GMRES solver

obtained by using the test case 2 of transonic flow past NACA0012 airfoil, with different mesh sizes

(Upper: 2K cells and CFL 7.0, Lower: 22K cells and CFL 7.0).
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(a) Convergence with 1 process (a) Convergence with 2 processes

(c) Convergence with 4 processes (d) Convergence with 12 processes

Figure 6.7: Comparison of the convergence histories of the implicit DG scheme with preconditioned

GEMRES obtained on different parallel computer systems for a given number of processes. (the

NACA0012 airfoil problem with a mesh of 2K elements)

.
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Figure 6.8: A comparison of the convergence histories of the implicit DG scheme with the four

parallelized time integration methods obtained by using the test case 1 of subsonic flow past a

circular cylinder, with different mesh sizes (Top: 2K cells and CFL 7.0, Middle: 8K cells and CFL

15.0, Bottom: 45K cells and 30.0).
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Figure 6.9: A comparison of the convergence histories of the implicit DG scheme with the four

parallelized time integration methods obtained by using the test case 2 of transonic flow past

NACA0012 airfoil, with different mesh sizes (Upper: 2K cells and CFL 7.0, Lower: 22K cells and

CFL 7.0).
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6.5 Parallel Performance Tests of the Implicit DG Schemes

The parallel performance of the implicit DG scheme is presented below by performing

computations on the NEDU 12-core system, which is a 12-core SMP machine having

2 sockets, as described in Section 5.1.3. Fig. (6.10), Fig. (6.11) and Fig. (6.12)

present the parallel performance of the parallel implicit DG scheme with LUSGS,

SGS(5) and GMRES+LUSGS solvers respectively. In each of these figures, the part

(a) shows the performance using the test case 1 of subsonic flow past a circular

cylinder on three different mesh sizes whereas the part (b) shows the performance

using the test case 2 of transonic flow past NACA0012 airfoil on two different mesh

sizes. The finding about the scaling characteristics of the parallel implicit solver on

the NEDU 12-core systems are similar to those observed in Chapter 5 for the explicit

solver.
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Figure 6.10: Scaling of the speedup of the implicit DG method with LUSGS solver, w.r.t. the

number of processes on a 12-core SMP machine
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Figure 6.11: Scaling of the speedup of the implicit DG method with SGS(5) solver, w.r.t. the

number of processes on a 12-core SMP machine
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Figure 6.12: Scaling of the speedup of the implicit DG method with the preconditioned GMRES

solver, w.r.t. the number of processes on a 12-core SMP machine
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Chapter 7

The Parallel p-Multigrid DG Solver

In this chapter a parallel p-multigrid solver based on the DG discretization upto the

fourth order approximation is presented. First of all a brief history of the develop-

ments in multigrid methods is given. Secondly, the algorithm for the p-multigrid is

presented. Thirdly, the contour plots and convergence histories obtained by using

the parallel p-multigrid solver are presented. Finally the chapter is concluded with

the parallel performance of the solver.

It is well established that a multigrid strategy can significantly accelerate the

convergence and hence can reduce the computational time. The idea of multigrid

strategy is to accelerate the solution of the discretized system of the governing partial

differential equation by computing corrections on a coarser discretization with either

smaller number of elements (h-multigrid), or a smaller order of solution polynomials

(p-multigrid), or both (i.e., hp-multigrid). Jameson ( [168], 1983) showed consider-

able gain in convergence rate when solving two-dimensional transonic flow problems.

Ronquist and Patera ( [169], 1987) first time introduced p-multigrid approach. Ma-

day and Munoz ( [170], 1988) analyzed this algorithm for Laplace equation with

spectral element method. Mavriplis [171] accelerated the convergence by an order

152



of magnitude by employing multigrid on triangular meshes. He used a sequence of

unrelated coarse and fine unstructured meshes. Later Mavriplis and Jameson ( [172],

1990) extended it to the Navier-Stokes equations and obtained convergence speedup.

Allmaras ( [173], 1995) examined the combination of preconditioners and coarsening

strategies for effectively reducing all error modes on at least one grid during a multi-

grid cycle. Pierce and Giles ( [174], 1997) introduced two less expensive multigrid

methods for the Euler and turbulent Navier-Stokes equations. They reported that

for Euler equation, standard scalar preconditioning with full coarsening demonstrates

relatively good convergence rate and for the Navier-Stokes equation, the combination

of block-Jacobi preconditioning and semi-coarsening in the direction normal to the

wall yields computational saving of an order of magnitude, comparable to structured

multigrid algorithms. Bassi and Rebay ( [175], 2002) demonstrated a semi-implicit

p-multigrid algorithm for discontinuous Galerkin discretization to solve the Euler

equation. This algorithm was extended to steady state Euler equations by Helenbrok

et al. ( [35], 2003) and to Navier-Stokes equation by Fidkowski et al [24].

p-multigrid finds its place in high-order DG solvers in a natural way. It may

be employed to compute corrections by using lower order approximation in order to

improve the solution by higher order approximation. We employ a parallel p-multigrid

DG method of up to the fourth order of accuracy (i.e., cubic or P3 approximation)

is developed. For this, a two level V-cycle p-multigrid method [59] has been used to

devise the scheme. In each p-multigrid cycle, it comprises the following steps:

(1) Obtain the initial solution Un+1
P , by performing a time step at the highest

approximation level, where P is either of P1, P2 or P3 (i.e., approximation with

either of piecewise linear, quadric or cubic polynomials).
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(2) Restrict the solution and residual vectors from P to the lowest approximation

level (i.e., P0 case, where piecewise constant polynomials are sufficient) by using the

shape functions as

UP0(De) =
N∑
j=1

Un+1
jP φi(ξc, ηc), (7.1)

RP0(De) =

N∑
j=1

Ri(U
n+1
P )φi(ξc, ηc), (7.2)

where (ξc, ηc) is the cell centroid. Recall that N equals 3, 6 and 10 for piecewise linear

(P0 case), quadratic (P2 case) and cubic (P3 case) approximations, respectively.

(3) Compute the force terms on the lowest approximation level (i.e., P0 case):

FP0 = RP0 −R (UP0) . (7.3)

(4) Obtain the solution Un+1
P0 , by performing a time step at the lowest approxi-

mation order (P0 case), where the residual is given by

RP0 = FP0 +R (UP0) . (7.4)

(5) Prolongate the correction CP0 from the lowest approximation level (P0 case)

to update the highest level solution Un+1
P as below:

CP0 = U
n+1
P0 −UP0, (7.5)

Ûn+1
P = Un+1

P + CP0. (7.6)

The solution Ûn+1
P obtained by the single p-multigrid cycle, as described above, is

more accurate solution than the starting solution Un+1
P at the same level.

In general, implicit schemes have better convergence properties than the multi-

stage TVD Runge—Kutta explicit schemes. However, in the implicit schemes the

requirement of storage increases drastically and hinders the use of implicit iterative

154



smoother. In particular, for large-scale problems the storage requirements of high-

order DG methods ceases their practical use. In this study, different time integration

schemes at different approximation levels are used, i.e., the multi-stage TVD Runge—

Kutta explicit scheme is used at the highest approximation level at which the use of

implicit iterative smoother/solver is rather unaffordable due to large memory require-

ment and the implicit scheme is employed at the lowest approximation level at which

such requirement is significantly lower than that at the higher level. The parallel

implicit scheme with GMRES linear solver preconditioned with LUSGS, developed

in Chapter 6 is used as the iterative smoother at P0 level.

7.1 Convergence Tests of the Parallel p-Multigrid Solver

The numerical solution of the test case 1 of subsonic flow past a circular cylinder (as

described in Section 5.3.1) is computed with a mesh size of around eight thousand

cells using the parallel p-multigrid DG method. Fig. (7.1a) and Fig. (7.1b) show

the pressure and Mach number contours, respectively, obtained using the parallel p-

multigrid method with third order approximation at the highest level (i.e., DG(P2)

). This scheme may be denoted as DG(P2<—>P0), for simplicity. Next, Fig. (7.1c)

and Fig. (7.1d) show the pressure and Mach number contours, respectively, obtained

using the DG(P3<—>P0) scheme, i.e., p-multigrid DG method with fourth order

approximation at the highest level. Similar plots for the test case 2 of transonic flow

past NACA0012 airfoil (as described in Section 5.3.2) are shown in Fig. (7.2). All

of these plots are quite promising to those obtained by the explicit DG method in

Chapter 5, showing the effectiveness of the parallel p-multigrid method.

Further, the convergence histories of the parallel p-multigrid DG method for the
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two test cases are presented in Fig. (7.3) and Fig. (7.4) respectively. These fig-

ures show that although convergence of the parallel p-multigrid method gets delayed

slightly with the increment in the number of processes, it remains remarkably faster

than that achieved by the respective explicit DG scheme.

7.2 Parallel Performance Tests of the p-Multigrid Solver

The parallel performance of the p-multigrid DG solver is presented below by perform-

ing computations on the NEDU 12-core system, as described in Section 5.1.3. Fig.

(7.5) and Fig. (7.6) present parallel performance of the parallel p-multigrid solver

using the test cases 1 and 2 respectively. In each of these figures, the part (a) shows

the performance of the solver using a coarser mesh whereas the part (b) shows that

using a finer mesh. Moreover, each of the plots presents three p-multigrid schemes

with second, third and fourth order approximations at the highest level of the grid.

Again, the findings about the scaling characteristics of the parallel implicit solver on

the NEDU 12-core systems are similar to those observed in Chapter 5 for the explicit

scheme and in Chapter 6 for the implicit DG solver.
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Figure 7.1: Contours for the problem of flow past a circular cylinder (test case 1), obtained using

the parallel p-multigrid DG solver [CFL= 2.5 for explicit time integration at the highest and CFL=

15.0 for implicit time integration at the lowest levels of the p-multigrid method]
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(c) Pressure contours using DG(P3<->P0)
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Figure 7.2: Contours for the problem of flow past NACA0012 airfoil (test case 2), obtained using

the parallel p-multigrid DG solver [CFL= 2.5 for explicit time integration at the highest and CFL=

3.0 for implicit time integration at the lowest levels of the p-multigrid method]
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Figure 7.3: Convergence histories of the parallel p-multigrid schemes with different orders at the

highest level approximation for the test case 1 of flow past a circular cylinder [CFL= 2.5 for explicit

time integration at the highest and CFL= 15.0 for implicit time integration at the lowest levels of

the p-multigrid method]
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Figure 7.4: Convergence histories of the parallel p-multigrid schemes with different orders at the

highest level approximation for the test case 2 of flow past NACA0012 airfoil [CFL= 2.5 for explicit

time integration at the highest and CFL= 3.0 for implicit time integration at the lowest levels of

the p-multigrid method]
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(a) Test case 1 on a mesh of around 8K cells
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(b) Test case 1 on a mesh of around 45K cells

Figure 7.5: Scaling of the speedup of the p-multigrid solver on NEDU 12-core system using the test

case 1 of subsonic flow past a circular cylinder
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(b) Test case 2 on a mesh of around 22K cells

Figure 7.6: Scaling of the speedup of the p-multigrid solver on NEDU 12-core system using the test

case 2 of transonic flow past NACA0012 airfoil
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Chapter 8

Viscous Flow Computations

In this chapter the results obtained from viscous flow computations are presented.

This chapter is a succession of the study of DG discretization for Euler problems along

with explicit time integration with RK method in Chapter 3. The treatment about

viscous terms is already presented there. In this chapter first the discretization of the

viscous term is discussed. Secondly the contour plots of the two Navier-Stokes (NS)

problems using the parallel DG(P1) and DG(P2) schemes are presented. Thirdly,

parallel performance of the DG solver using the two NS problems on NEDU 12-core

system is presented.

8.1 Discretization of the Viscous Terms

Note that regarding the solution of NS problem, the discretization of the viscous

terms is important. The conservative viscous flux vectors involve stress tensor and

the heat flux. Therefore, in order to compute the stress tensors defined in Eq. (3.1),

we need to calculate the derivatives of the temperature and velocity vector. These

derivatives are calculated by using DG central flux, and in particular, product rule is
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used to calculate the spatial derivatives of the conservative variables. This requires

∇u1 = 1

ρ
(∇ρu1 − u1∇ρ) (8.1)

and

∇u2 = 1

ρ
(∇ρu2 − u2∇ρ). (8.2)

Using Eqs. (8.1) and (8.2) the following expression for temperature gradient is ob-

tained:

∇T = 1

ρ
(∇ρE − ρE

ρ
∇ρ− u1∇u1 − u2∇u2). (8.3)

Furthermore, conservative viscous flux vectors are again differentiated as observed in

Eq. (3.1). These higher derivative terms in DG method are evaluated by converting

it into first order system, which is done by considering auxiliary variables. This

approach is the well known local DG method [32—34].

8.2 Performance of the Viscous Flow Solver

The numerical solution of the viscous flow past a circular cylinder at Mach number

0.2 are computed with a mesh size of around fifty thousand cells using the parallel

viscous flow solver based on DG discretization. Fig. (8.1a) and Fig. (8.1b) show the

pressure and Mach number contours, respectively, obtained using the second order

polynomial approximation. Next, Fig. (8.1c) and Fig. (8.1d) show the pressure and

Mach number contours, respectively, obtained using the third fourth order polynomial

approximation. Fig. (8.2) presents the same cases for the problem of flow over the

flat plat at Mach number 0.2.

Further, the convergence histories of the parallel viscous flow solver for the two

test cases are presented in Fig. (8.3) and Fig. (8.4) respectively. These results show
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the viability of the DG solvers for further investigations and enhancements. It is

important to mention that all the flow computations in this thesis are performed

without using any slope limiter. Finally the parallel performance of the DG flow

solver for the NS problems is presented in Fig. (8.5), where it is shown to be scaled

reasonably well on the multicore machine.
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Figure 8.1: Contours plots for the problem of viscous flow around the circular cylinder, obtained

using the parallel flow solver based on DG discretizations of second and third order.

166



X

Y

0 0.2 0.4 0.6 0.8 1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9 P: 17.6317.7117.7917.8717.9518.0318.11

(a) Pressure contours using DG(P1)

X

Y

0 0.2 0.4 0.6 0.8 1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9 M: 0.000.030.050.070.100.120.150.170.20

(b) Mach number contours using DG(P1)

X

Y

0 0.2 0.4 0.6 0.8 1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9 P: 17.7417.8017.8517.9117.9618.0118.07
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Figure 8.2: Contours plots for the problem of viscous flow over the flat plate, obtained using the

parallel flow solver based on DG discretizations of second and third order.
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(a) Second order scheme, DG(P1), [CFL 2.5]

(b) Third order scheme, DG(P2), [CFL 2.0]

Figure 8.3: Convergence histories of the parallel viscous flow solver with second and third order

approximations for the test case of viscous flow around the circular cylinder.
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(a) Second order scheme, DG(P1), [CFL 2.0]

(b) Third order scheme, DG(P2), [CFL 2.0]

Figure 8.4: Convergence histories of the parallel viscous flow solver with second and third order

approximations for the test case of viscous flow over the flat plate.
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Figure 8.5: Scaling of the speedup of the viscous flow solver on NEDU 12-core system.
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Chapter 9

Conclusions and Future Prospects

The detailed numerical simulations in fluid mechanics often need high-order schemes

that involve dealing with a very large number of unknowns and, therefore, require

some state-of-the-art high performance computing infrastructures of respective capa-

bility for obtaining the solution within a reasonable time scale. The research in this

work has been carried out to develop a scalable and efficient parallel program based

on a high order discontinuous Galerkin (DG) discretization approach with Taylor

series basis for the fluid flow problems on unstructured meshes. The DG space dis-

cretization in the flow solver provides for up to the fourth order approximation. The

numerical scheme is capable of efficiently simulating the physics of the flow problems.

The test cases considered in this study include subsonic and transonic compressible

flows around some well-known geometries, specially two well known benchmark air-

foils. The parallel code employs the DG method for the space discretization of the

governing equation to obtain a semi-discrete form and various explicit and implicit

schemes for time integration of this semi-discrete form. The explicit time integra-

tion scheme is based on three-stage third-order Total Variation Diminishing (TVD)

Runge-Kutta (RK) method.
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Firstly the parallel solver with explicit time integration scheme based on RK

method has been shown to be effective in producing profiles and scalable with re-

spect to parallel performance (see Chapter 5), specially on a compute cluster having

Infiniband as the interconnect. The scalability of the flow solver has been demon-

strated by increasing the computational workload per process in two respects: (1)

by increasing the order of approximating polynomial and hence that of the DG dis-

cretization, and (2) by increasing the number of cells in the mesh. It has been

practically shown that, in both cases of increasing the workload, the speedup gets

improved as the computational resources, i.e., the number of processing units, are

increased (see Fig. (5.16), for instance). The parallel code achieved nearly 100% per

process efficiency (i.e., linear speedup) even with 16 processes for certain cases. All

this reveals the scalability of the flow solver. Moreover, similar parallel performance

of the flow solver has been demonstrated on a 12-core SMP machine (see Fig. (5.17)).

However, the overall speedup gain on clusters is better than that obtained on the

multicore machines for the same number of processes. A parallel application exhibits

better scalability when its processes are mapped on to a number of nodes of a cluster

than the case when its processes are mapped onto a multicore system/node or onto

a very few number of nodes. Note that by increasing the workload on a multicore

SMP machine the efficiency per process increases up to an extent of increase. The

efficiency starts dropping if the workload is increased beyond that extent (see Fig.

(5.21)), mainly due to the memory bandwidth limitations of the system. A number of

justifications have been given, however, for using the shared memory multicore SMP

machines as one of the test-beds for the flow solver that actually employs distrib-

uted memory “programming paradigm” using MPI (see Section 5.2). A number of
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other practical advantages could also be attributed to using the multicore machines

as the working platform even for MPI based codes. The acquisition, handling and

power requirements of a multicore SMP machine are rather affordable for individual

computational scientists. Once available at an individual’s desktop, medium to large

scale executions can be started readily without having any wait that usually have

to be made in long queues on the high end clusters/MPPs to be shared among a

large number of users. Just to quote a scenario, note that executing a code readily

in three hours could be better than the case of waiting for 10 hours in the queue

and then getting the code executed in 2 hours. Anyhow these considerations are

rather pragmatic, instead of being scholastic ones. High end clusters/MPPs still

hold the position of preferable choice for MPI based programs that can easily scale

to thousands of processors for large scale simulations.

Next the effectiveness of the parallel solver involving implicit time integration has

been demonstrated. The implicit time integration schemes for the Euler equations

are based on Backward Euler scheme. The resulting system of algebraic equations

is solved using a variety of so-called matrix-free parallel linear solvers. The sparse

linear solvers, whose parallelization is performed, include Symmetric Gauss-Seidel

(SGS) method, Lower-Upper Symmetric Gauss-Seidel (LUSGS) method and Gen-

eralized Minimum RESidual (GMRES) method preconditioned with LUSGS (i.e.,

GMRES+LUSGS). The implicit parallel schemes have been shown to have rapid

convergence than the explicit scheme even for the case of 12 processes (see Fig. (6.8)

and Fig. (6.9), for instance). Further a parallel p-multigrid solver with two V-cycles

has been presented in which the implicit scheme developed for the first order ap-

proximation has been used as implicit smoother at the lowest level and the explicit
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scheme has used at the highest level of the multigrid method. Finally the viscous

flow computations up to the third order of approximation are performed using the

parallel explicit solver.

Note that the parallel computations in Chapter 7 and 8 have been performed on

the multicore system only, because of the lack of availability of a modern cluster at

that time. Therefore, as a first future plan the parallel performance of the computa-

tions in Chapters 6-8 should be observed on a modern cluster once it gets available.

Secondly, for viscous flow computations the DG solver should be extended to perform

fourth order approximations and employ the p-multigrid approach, as well. Thirdly,

as the flow computations in the present research have been performed without us-

ing any slope limiter, some appropriate slope limiter should be developed to further

enhance the quality of the solutions. Fourthly, as in the present thesis a number of

meshes have been used ‘as it is’ from the preprocessing phase, an efficient grid gener-

ation mechanism should be developed to study the effect of efficient grid generation.

Similarly the parallel solver should be made to handle arbitrary meshes (containing

a mix of triangular and rectangular cells), which is currently able to handle meshes

with only one type of cells. Fifthly, the numerical scheme should be enhanced to

carry out turbulent flow computations. At the last (but the not the least), an impor-

tant plan from a high performance computing perspective is to develop some hybrid

programming solution of the solver, either by using the traditional MPI+OpenMP,

or MPI+CUDA/OpenCL, or any appropriate truly parallel language that should be

aware of hybrid nature of the parallel systems of the current era.
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Appendix A
Given that the normalized basis functions, φi, 1 ≤ i ≤ 6, as in Eq. (3.30), for the

polynomial space of dimension N = 6, the entries, M̂ij, of the modified symmetric

matrix, M̂5×5, are obtained below according to Eq. (3.38):

M̂22 =

∫
De

(ξ−ξc)2
(δξ)2

dD

M̂23 = M̂32 =

∫
De

(ξ−ξc)
δξ

(η−ηc)
δη

dD

M̂33 =

∫
De

(η−ηc)2
(δη)2

dD

M̂24 =

∫
De

(
(ξ−ξc)
δξ

)⎛⎝ (ξ−ξc)2
2(δξ)2

− 1
De

∫
De
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2(δξ)2

dD

⎞⎠ dD

=

∫
De

(ξ−ξc)3
2(δξ)3

dD− 1
De

∫
De

(ξ−ξc)
δξ

dD

∫
De

(ξ−ξc)2
2(δξ)2

dD

=

∫
De

(ξ−ξc)3
2(δξ)3

dD ∵by using relation (3.37)

M̂25 =

∫
De

(
(ξ−ξc)
δξ

)⎛⎝ (η−ηc)2
2(δη)2

− 1
De

∫
De

(η−ηc)2
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∫
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(
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=

∫
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2(δη)2

− 1
De

∫
De

(η−ηc)2
2(δη)2

dD

⎞⎠⎛⎝ (ξ−ξc)(η−ηc)
δξδη

− 1
De

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

⎞⎠ dD

=

∫
De

(ξ−ξc)(η−ηc)3
2δξ(δη)3

dD− 1
De

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

∫
De

(η−ηc)2
2(δη)2

dD

− 1
De

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

∫
De

(η−ηc)2
2(δη)2

dD+ 1
(De)

2

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

∫
De

dD

=

∫
De

(ξ−ξc)(η−ηc)3
2δξ(δη)3

dD− 1
De

∫
De

(η−ηc)2
(δη)2

dD

∫
De

(ξ−ξc)
δξ

(η−ηc)
δη

dD

M̂66 =

∫
De

⎛⎝ (ξ−ξc)(η−ηc)
δξδη

− 1
De

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

⎞⎠2

dD

=

∫
De

(
(ξ−ξc)(η−ηc)

δξδη

)2
dD+ 1

(De)
2

⎛⎝∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

⎞⎠2 ∫
De

dD

− 2
De

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

∫
De

(ξ−ξc)(η−ηc)
δξδη

dD

=

∫
De

(ξ−ξc)2(η−ηc)2
(δξ)2(δη)2

dD− 1
De

∫
De

(ξ−ξc)
δξ

(η−ηc)
δη

dD

∫
De

(ξ−ξc)
δξ

(η−ηc)
δη

dD.

For evaluation of M̂22, M̂23, M̂33, consider the relation,

∫
D

ξ2dξdη =
A

12

(
3∑
i=1

ξ2i + 9
∧
ξ
2
)
, (9.1)

which holds for a triangle with vertices (ξ1, η1) , (ξ2, η2) and (ξ3, η3). Here A is the

area of the triangle and

∧
ξ =

ξ1 + ξ2 + ξ3
3

.

Using the relation (9.1), the integrals M̂22, M̂23, M̂33 are evaluated by direct inte-
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gration over the triangular as follows:

M̂22 =

∫
De

(ξ − ξc)
2

(Δξ)2
dD

=
1

(Δξ)2
A

12

(
3∑
i=1

(ξi − ξc) + 9
∧

(ξ − ξc)

)

=
1

(Δξ)2
A

12

3∑
i=1

(ξi − ξc)

=
1

(Δξ)2
A

3

((
ξ1 + ξ2
2

− ξc

)2
+

(
ξ2 + ξ3
2

− ξc

)2
+

(
ξ3 + ξ1
2

− ξc

)2)
.

Similarly, M̂23, M̂33 are

M̂23 =
1

ΔξΔη

A

3

((
ξ1 + ξ2
2

− ξc

)(
η1 + η2
2

− ηc

)
+

(
ξ2 + ξ3
2

− ξc

)(
η2 + η3
2

− ηc

)
+

(
ξ3 + ξ1
2

− ξc

)(
η3 + η1
2

− ηc

))
.

M̂33 =
1

(Δη)2
A

3

((
η1 + η2
2

− ηc

)2
+

(
η2 + η3
2

− ηc

)2
+

(
η3 + η1
2

− ηc

)2)
.

The remaining M̂ij’s are obtained by using 2p Guass quadrature formulas.
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