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ABSTRACT 

 

Recent advancements in semiconductor technology have sparked a struggle among 

researchers and manufacturers to best utilize the modern technology trends in 

designing state of the art digital systems. Devices with small form factors, offering high 

throughput and low power consumption are very much in demand. These factors have 

actuated active research in the field of area efficient, low power high speed digital 

system design. This research is an effort to contribute in this active research area by 

adding a new dimension to digital design methodology. In addition to this, the research 

also makes use of established digital design methodologies augmented with the 

research studies outcome to produce novel designs around few exemplary applications. 

The prime focus of this study is to explore Trace Scheduling Methodology and extracts 

novel algorithm-to-hardware mapping features for efficient hardware design. Trace 

scheduling is a topic under compiler design theory and is efficiently used to design 

compliers for VLIW machines. The research, inspired by trace scheduling, introduces 

the concept of efficient hardware design through identification of traces in the algorithm 

and their mapping for optimal hardware affinity. The research work first investigates this 

concept on a relatively simpler design such as an FIR filter in order to establish a link 

between the two technology domains which are compiler theory and digital system 

design. Later, the devised methodology is applied on applications from machine vision 

and cryptography to design area efficient, low power, moderate data rate architectures. 

The research presents novel hardware mapping of Peak Sorter and Advanced 



Encryption Standard (AES) algorithm for moderately high data rate applications. The 

designs offer a best area performance tradeoff. The utility of the technique developed in 

this research can be found in mapping complex algorithms in Very Large Scale 

Integrated (VLSI) circuits and digital design compilers.       
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Chapter 1 Introduction 
 

In today’s world, the shrinking semiconductor technology poses multiple challenges to 

engineers to exploit technology advancement towards smarter devices. Devices with 

smaller form factor are very much in need.  Engineers have been struggling to reduce 

chip area without compromising features and functionality of the device. Nevertheless, 

need of devices with reduced power requirements has also been acknowledged. 

Modern age semiconductor industries are continuously adopting ways to further 

improve their products – struggling to make them faster, low powered and smaller.  

Digital Signal Processing (DSP) applications have always been challenging in their 

efficient implementation. The market for DSP is growing with a variety of rapidly 

evolving applications ranging from biomedical signal processing, global positioning 

systems, speech processing, digital audio, cable modems, video compression, wireless 

communications, software defined radio, radar imaging, encryption and a wide range of 

consumer electronics. Advancements in the semiconductor technology have a profound 

impact on the design and implementation of DSP algorithms.  

Real-time DSP applications are bound to satisfy the required sampling rate constraints. 

These applications have more stringent sampling rate requirements which can vary 

from 20 KHz in speech processing to over 500 MHz in radar and high-definition 

television (HDTV).  This has been one of the governing factors in choosing between 

different implementation platforms for DSP applications to meet the enforced sampling 

rate constraints.  Table 1 shows different DSP applications with required processing 

data rates. 
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Table 1-1 Different DSP applications with data rates 

DSP Applications Data Rate 
Signal Processing Applications  
Video Recorders 1050Mbps 
High Fidelity Music (CD players) 706Kbits/s 
Telephone (quality speech) 96Kbits/s 
Telephone (quality speech by companding) 64kbits/s 
Speech encoded by linear predictive coding 4kbits/s 
Hard disc drive controllers 150MB/s 
Modems 2.8Mbps 
Biomedical Applications  
Electrocardiograms 32kSPS *24bits 
Computed Tomography (CT) 64MBps 
Broadcasting Applications  
Video Codecs 540Mbps 
Telecommunication  
GPRS 171kbps 
GSM 9.6kbps 
4G 20Mbps 
3G 2Mbps 
WCDMA 2Mbps 
EDGE 473kbps 
HSDPA 1-10Mbps 
T1 Multiplexing 1.544Mbps 
Navigation  
Radar  1 Gb/s 
Sonar 1 Gb/s 

 

The key factors in selecting hardware implementation platforms for DSP applications 

are platform specific application design phase and time to market. Field Programmable 

Gate Arrays (FPGAs) have wide industrial acceptance over the last decade as they 

emerge as true candidates to cut down design cycle and time to market as 

reconfigurable devices.  The hardware flexibility offered by these devices allows the 

engineers to implement any hardware design using hardware description languages 

(HDLs). Due to similar reasons, FPGA has been widely adapted platform for hardware 

implementation and rapid prototyping tool and is widely used in most state of the art 
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commercial devices. 

High density FPGAs with various embedded silicon features and DSP blocks have 

already made their way into the market. High bandwidth serial connectivity has become 

a design need in almost every product. Latest FPGAs from leading vendors can now 

support serial connectivity up to 6.6 Gb/s. FPGAs equipped with rich features such as 

logic elements, on-chip multipliers and large memories have enabled designers to port a 

complete System on a Chip (SoC) or more appropriately System on a Programmable 

Chip (SoPC) on a single FPGA.  

The era has started where engineers are witnessing single chip holding more than 100 

million transistors. General purpose processors (GPPs) tend to cease supporting 

extremely high throughput applications despite the greater flexibility they offer. Custom 

made Application Specific Integrated Circuits (ASICs) excel in delivering high 

throughput applications but the cost associated with a single ASIC spin-out is 

enormous. Reconfigurable devices like FPGAs have emerged as an alternative to fill the 

gap between ASICs and GPPs. Figure 1-1 shows the placement of FPGAs between 

custom made ASICs and GPPs based on the performance and functionality [1]. 

DSP applications are normally termed as non terminating programs as the 

computations in a DSP application are repeated iteratively [2]. Making use of this 

iterative nature of DSP applications can lead to efficient DSP system designs. 

Researchers and engineers have been investigating optimal transformations of DSP 

algorithms into high-speed, low power and area efficient implementations. FPGAs could 

be a fist choice since they have already achieved high levels of success in many digital 

signal processing systems.  



 

4 
 

 

Figure 1-1 Placement of reconfigurable devices among ASICs and GPPs/DSPs 

 

1.1 Motivation 
This dissertation presents an effort to obtain low power, area efficient high speed digital 

system architectures by efficient hardware design of computationally intensive linear 

and non-linear algorithms. A novel application of trace scheduling [3-8] in HW design is 

proposed.  This technique is well known in compiler designs and is effectively use in 

mapping algorithms on VLIW machines. The technique presented in the dissertation 

applies trace scheduling concepts to design optimized system architectures that 

minimize area and power while meeting the throughput constraint.  

Trace scheduling is an effective technique for mapping high level language code to a 

hardware platform with multiple computational resources. In compiler construction, the 

technique first extracts all parallel traces, identifying inter-dependencies in a particular 

trace even highlighting any cross iteration dependencies. The technique then schedules 

these traces so that independent operations can be placed in parallel on computational 
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elements. It also performs loop unrolling to place the traces to optimally use the 

hardware resources.  

The research proposes area and power efficient architecture design methodology using 

the concept of trace scheduling. Using this technique, a DSP algorithm can be mapped 

that minimizes the hardware resources such that the dependencies are met and the 

mapped hardware uses minimum resources with optimal hardware sharing. Normal 

folding and unfolding techniques cannot be directly applied on a number of 

computationally intensive algorithms as these techniques are based on mathematical 

transformations on defined Data Flow Graphs (DFGs). These techniques are simple to 

apply on standard DSP design such as Finite Impulse Response (FIR) and Infinite 

Impulse Response (IIR) filters but in case of algorithms with conditional execution and 

nested loops with cross iteration dependencies, their applications become non-trivial.  

The research defines methods of generating traces from the algorithm description while 

identifying cross iterations dependencies and then folds the individual traces for area 

and power efficiency. The effectiveness of the technique is demonstrated on two 

optimized architectures of peak sorter algorithm for machine vision applications and 

advanced encryption standard. Xilinx Virtex II series FPGA [9] has been used as the 

implementation platform for validating the results and comparing it with other cited 

implementations. 

1.2 Thesis Outline 
This thesis is organized in eight chapters. This chapter serves as an introductory 

chapter to the readers and lays down the motivation behind the research work. It 

describes the need of changing technology trends along with the changing design 
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methodologies and approaches to address the technology demands. It highlights the 

importance of area efficient low power DSP designs and relates it with the research 

work in the succeeding chapters. Chapter 2 establishes a link between different 

architectural options available to a designer with respect to the design objectives. It also 

gives as an overview of different digital design methodologies widely used. The purpose 

of this chapter is to offer the reader pre-requisite information on current design 

methodologies before the actual research work is presented. Chapter 3 introduces the 

concept of trace scheduling which has been the focal point of this research. The chapter 

briefly describes the idea behind trace scheduling with few examples. Chapter 4 

presents the design of an FIR filter. The design is optimized under different throughput 

constraints. Limitations of the standard folding and unfolding techniques for meeting 

tight constraints on the design are presented. The chapter then uses the trace 

scheduling inspired design methodology to list architectural design options that meet the 

design constraints while removing Input/Output (I/O) bounds of the design.   Chapter 5 

and 6 collectively present the applications of trace scheduling based devised 

methodology as the research work. Chapter 5 introduces two mission critical 

applications of Terrain Contour Matching (TERCOM) and Digital Scene Matching Area 

Correlator (DSMAC). The significance of Peak Sorter component on the performance of 

these two applications is established. The chapter applies the trace scheduling inspired 

design methodology on peak sorter for potential architecture improvements for low 

power, area efficient high speed design. Chapter 6 considers a difficult application of 

AES and explores design improvements for low power area efficient AES using 

datapath reduction and trace scheduling based design technique. Chapter 7 lists the 
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improvement results achieved in the two examples presented in chapter 5 and 6. The 

chapter also compares the results with cited design architectures. The conclusion of the 

dissertation is drawn in chapter 8 with extension to potential future work.  
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Chapter 2 Architectural Options vs. Design 
Objectives 
 

Before designing digital signal processing system, it is a good practice to set aside 

design objectives for the system. Normally, these design objectives are driven by a 

number of factors for example, the required sampling rate, system throughput, available 

area on the programmable device if it has to be mapped on reconfigurable devices such 

as FPGAs, it is worthwhile to consider design constraints such as power requirement, 

serial or parallel interfaces, number of clocks or clock domains, number of IOs pins 

available and reset trees. The design phase is driven by these objectives so that these 

can be met. Sometimes a solution may require compromises amongst area, power and 

throughput in order to meet design goals. Therefore it is always better to prioritize the 

design objectives so that comprises, if required so, may be made at a least possible 

cost.  

Designers have been facing situations where area requirement is compromised in order 

to meet design speed as there exists a trade-off between speed and area. To achieve 

high throughput data transfer (in the order of a few Gb/s), simple parallel interfaces are 

compromised over more complex serial interfaces. Low IO pin count also forces 

designers to opt for complex serial interfaces. High speed digital design could be 

achieved by introducing heavy pipelining stages in the design which introduces 

undesirable high are and power requirements. The art of digital system design lies in 

maintaining a balance in the above mentioned factors which requires trade-offs between 

area, power and speed. 
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This chapter discusses in detail the different design methodologies which are used by 

modern age digital system designers. . The following literature introduces these design 

methodologies in order to give reader a background on existing design methodologies 

before the research work is presented.   

2.1 The Three Words Paradigm 
Advancements in semiconductor technology have prompted design engineers to craft 

new design methodologies for digital system around a three words paradigm [1]: 

• Speed 

• Area 

• Power 

2.1.1 Speed 

Speed is a generic term normally used either to refer to the throughput, latency or timing 

of the system [1]. Throughput is the number of data bits processed in a single clock 

cycle. It is measured in bits per second (bps). Latency is the time it takes for an input 

sample to reach the output as a processed data. It is measured in terms of cycles. The 

term ‘timing’ of a system refers to the logic delay between any two sequential elements. 

The longest path between two sequential elements in a design determines the operating 

frequency of the digital system. This is known as the “Critical Path”.  The system cannot 

operate faster than the timing allowed by the critical path. When system timing needs to 

be met, designers target critical path of the system to reduce undesired delays so that 

the timing of the system can be improved. This critical path delay is composed of a 

number of factors including combinational cloud delay, clk-to-out or clk-to-Q delay, 
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setup delay, routing delay and clock skew. The design methodologies to improve speed 

of digital circuits are presented in section 2.2 of the thesis. 

2.1.2 Area 

Silicon area for any device is a prime resource.  It is vital to optimize the design in order 

to reduce the usage of silicon area in a device so that more logic can be accommodated 

on the same circuit. Different set of digital design approaches have been in practice to 

achieve that. Normally this is done by reducing the number of functional units in an 

algorithm such that it is executed on fewer functional units while maintaining the 

functionality. These functional units could be adders, multipliers, multiplexers, 

comparators, registers, interconnection wires, etc. This algorithmic optimization results 

in an integrated circuit with reduced silicon area as the number of functional units are 

reduced by reusing or time sharing the same functional units for different operations in 

an algorithm. However, mapping an algorithm on a fewer functional unit resources than 

actually required by the algorithm lowers its throughput. For reconfigurable devices, a 

concept of runtime reconfiguration or partial reconfiguration has been introduced by 

reconfigurable devices manufactures [2-3] where portions of a programmable device 

are reconfigured on the fly with different set of functions of an algorithm one after the 

other without disturbing the rest of the programmed device. This results in a small 

reconfigurable device which can implement a large algorithm by scheduling different 

portions of the algorithm on a configurable device by time sharing the device’s silicon 

area.   
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2.1.3 Power 

Power consumption of an electronic device is an important design consideration. Low 

power consumption of digital circuits has always been one of the challenges faced by 

design engineers. As the number of transistors on silicon increased exponentially, so 

did the demand of embedded, compact and handheld devices. Design engineers and 

researchers have been working on power aware design techniques which could allow 

the digital circuits to operate under minimal power needs. One of the examples of such 

innovations is a cellular phone which is a true system on a chip. A battery on a standard 

cell phone could last for several days. 

FPGAs are more power hungry as compared to ASICs as the later can be specifically 

tailored for the intended applications with specified power ratings. There are different 

techniques which are widely used to control power consumption e.g. reducing silicon 

area, managing IOs, adjusting power supplies, reducing operating frequencies etc. In 

FPGAs, low power device families are available from different vendors which also add 

an option to the design engineers for a low power design.  

2.2 Design for Speed 
The required speed or throughput of a digital circuit depends on the target application/ 

scenario it is designed for. The data could be coming from an Analog to Digital 

Converter (ADC) where signal sampling is taking place maintaining Nyquist sampling 

criteria. In order to process the sampled data, the circuit clock has to be either equal or 

faster than the system sampling clock. For complex and larger designs, meeting speed 

or timing requirements for an acceptable throughput is not a trivial task. There are 

different design methodologies available to designers to address the following [1]: 
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• Increased throughput results in greater number of bits processed in a unit time. 

• Reduce the latency of the design 

• Reduce delays of the combinational cloud affecting timing 

The rest of this section discusses different design methodologies which are commonly 

used by design engineers for achieving high speed circuits. 

2.2.1 Fully Dedicated Architecture 

Fully dedicated architecture can be best explained by considering the following equation 

which has to be mapped on hardware computational units.  

)](*)[(])*[( feedcbaz +−+−=   Eq 2‐1 

The data flow graph (DFG) of equation 2-1 is shown in figure 2-1. If the circuit clock 

frequency is equal to the sampling frequency, this would result in a fully dedicated 

architecture where each computational node will be replaced by a hardware 

computational unit. The circuit diagram of equation 2-1 is depicted in figure 2-2.  

The equation of a 2nd order FIR filter is shown in equation 2-2. 

 

∑
−

=

−=
1

0

][][][
N

k

knxkhny  where N=3  Eq 2-2  

 

]2[*]2[]1[*]1[]0[*]0[][ −+−+= xhxhxhny   Eq 2-3 

 

There are three multiplications and two additions along with two storage elements as 

shown in equation 2-3. Following the rule of fully dedicated architectures, the one-to-

one mapping of equation 2-3 is shown in figure 2-3. 
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Figure 2-1 Data Flow Graph of Eq 2-1 

 

 

Figure 2-2 Mapping of DFG on computational units for fully dedicated architecture 
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Figure 2-3 Fully dedicated architecture for a 2nd order FIR filter 

 

2.2.2 Pipelining 

One of the techniques to reduce the critical path of a design is pipelining. Other than 

reducing the critical path of the design, another added advantage of introducing 

pipelining is the ability of the digital circuit to accept and process input data sample at 

every clock cycle without waiting for the prior data sample to be processed completely 

and produced at the output. The two drawbacks of introducing pipelining is the number 

of flip-flops (additional hardware) and latency.   

Finite Impulse Response (FIR) filters are feed-forward signal processing systems similar 

to Discrete Cosine transform (DCT) which is also a feed-forward system. In such 

systems, there is no feedback mechanism where previous output of the system is used 

in computing current output. Meeting timings in such systems is easy by introducing 

multiple pipelining stages.  Consider FIR filter in figure 2-4.  

 

Figure 2-4 3rd order FIR Filter 
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The critical path in this circuit is composed of 1 multiplication and 3 additions. Denoting 

multiplication and addition time with Tm and Ta respectively, the sampling frequency is 

given by: 

fsample ≤ 1/ (Tm + 3Ta)  Eq 2-4 

For real time applications where fast input rate is required, the structure shown in figure 

2-4 may not work. To cater for high input rate, the critical path must be broken by 

inserting flip-flops. The pipelined implementation of the same FIR filter is shown in figure 

2-5. 

 

Figure 2-5 Pipelined FIR Filter 

 

 In this case, the critical path is reduced from Tm + 3Ta to Tm + Ta. It is to be noted that 

the data coherency in the pipelined FIR filter is maintained by adding flip-flops in the 

parallel path of the filter as shown in figure 2-5. Data coherency must be maintained 

while pipelining any digital design. This is done by a method known as feed-forward 

cutset which is best explained by considering the Signal Flow Graph (SFG) in figure 2-6 

[4]. Each node in the SFG is assumed to take 1 time unit to do the required processing. 

The critical path for the SFG is found to be N3  N5  N4  N6 amounting to 4 time 

units of processing time. This is shown in figure 2-6 with bold lines. In order to break the 

critical path to 2 time units, a cutset line is drawn as shown in figure 2-7. To maintain the 



 

16 
 

data coherency, the cutset line is extended to other paths of the design (figure 2-8). It is 

to be noted that a flip-flop is not only placed in the critical path but also introduced in 

paths which are contributing to the data carried by the critical path to maintain data 

coherency. This is depicted in figure 2-9. 

 

 Figure 2-6 Signal Flow Graph with critical path N3  N5  N4  N6 

 

Figure 2-7 Signal Flow Graph with critical path divided through cutset line 

 

Figure 2-8 Signal Flow Graph with cutset line extended to other contributing paths 
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Figure 2-9 Signal Flow Graph with reduced critical path using registers 

 

2.2.3 Parallel Architectures 

Parallel architectures and pipelined architectures are known to be duals of each other 

[4]. A system which can be pipelined can also be mapped on a parallel architecture. 

However, there are some differences when it comes to achieving speed.  

Consider the equation of a 3rd order FIR filter.  

]3[]3[]2[]2[]1[]1[][]0[][ −+−+−+= nxhnxhnxhnxhny    Eq 2-5 

A direct form FIR implementation of equation 2-5 is shown in figure 2-10.  

 

Figure 2-10 Direct form FIR Filter 

 

Assuming four samples are available simultaneously in a single cycle of the sampling 

clock. The resulting parallel architecture for the 3rd order FIR filter for four level of 

parallel processing (L=4) can be achieved by deriving four equations 2-6, 2-7, 2-8 and 
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2-9 from equation 2-5 with n replaced by 4k, 4k+1, 4k+2 and 4k+3 respectively where k 

represents the kth cycle.  

]34[]3[]24[]2[]14[]1[]4[]0[]4[ −+−+−+= kxhkxhkxhkxhky   Eq 2-6 

]24[]3[]14[]2[]4[]1[]14[]0[]14[ −+−+++=+ kxhkxhkxhkxhky   Eq 2-7 

]14[]3[]4[]2[]14[]1[]24[]0[]24[ −+++++=+ kxhkxhkxhkxhky   Eq 2-8 

]4[]3[]14[]2[]24[]1[]34[]0[]34[ kxhKxhkxhkxhky ++++++=+  Eq 2-9 

The parallel architecture for a 4-tap parallel FIR filter is shown in figure 2-11. Here in 

each clock cycle, 4 input samples are processed and 4 outputs are generated. It is 

worth mentioning here that due to the multiple input multiple output structure, placing a 

delay of one clock cycle introduces a delay of L clock cycles instead of one [4].  

 

Figure 2-11 Parallel architecture for a 4-tap FIR Filter (L=4) 
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2.2.4 Unfolding 

Unfolding is normally referred to as the transformation when applied on a DSP program 

creates a new resultant program having more than one iteration as compared to the 

original program. This is typically represented by the unfolding factor J. Unfolding a DSP 

program by J unfolding factor produces J independent iterations of the DSP program.  

Unfolding is also referred to as loop-unrolling where several iterations of the loop are 

executed in one consolidated unrolled iteration. In hardware design, unfolding is the 

mathematical transformation of a DFG to replicate its functionality such that it computes 

multiple output samples for multiple inputs. An algorithm for converting a DFG to an 

unfolded version by the unfolding factor is presented by Parhi [4] which is repeated here 

with an example. There are few notations which are used in this algorithm which are 

described here: 

• The operation ⎣ ⎦x  is achieved by taking the floor of x. Floor is a function when 

computed for a variable x returns the largest integer less than or equal to x. 

Examples include ⎣ ⎦ 92/19 = and ⎣ ⎦ 25/11 = . 

• The modulo operation x%y is achieved by dividing x by y and setting the 

remainder as the result, where x and y are integer values. Examples include 

21%2 = 1 and 26%7= 5. 

The algorithm states that for each node U in the DFG which needs to be unfolded by the 

unfolding factor J, there will be J nodes  U0, U1, U2, U3, …., Uj-1 in the unfolded DFG. 

Similarly for each edge U  V such that the node has w delays in the original DFG, the 

same edge will be drawn J times satisfying Ui  V(i+w)%j with [i+w/J] delays where i = 0, 

1, 2,……..J-1. 
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The unfolding algorithm is best explained by the example given below. The original DFG 

shows three nodes U, V and X with 4 delays in U V edge, 5 delays in V X edge and 6 

delays in X U edge. Mapping the unfolding algorithm on the original DFG for an 

unfolding factor 4, the unfolded DFG is shown in figure 2-13 whereas the original DFG 

is shown in figure 2-12. 

 

 Figure 2-12 Original DFG to be unfolded by J=4  

 

 

Figure 2-13 Unfolded DFG by a factor of J=4 

 

Unfolding techniques are extensively used in architectures where sample period 

reduction is required, designing of parallel processing architectures such as word-level 

or bit-level processing and in high-speed low power designs [4]. 
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2.2.5 Retiming 

Retiming is a technique which is used to reduce clock period or critical path, number of 

storage elements or delays and power consumption in the digital design. Retiming is 

also used to balance out registers (delay elements) across the design for design 

symmetry and floor planning. Retiming does not affect the input/ output characteristics 

of the digital circuit. This characteristic of retiming is best explained by an example 

appeared in [4] and shown in figure 2-14 which is an SFG representation of an IIR filter. 

 

Figure 2-14 SFG of an IIR filter 

 

The equation for y(n) can be obtained as follows 

)()1()( nxnwny +−=    Eq 2-10 

where 

)2()1()( −+−= nbynaynw    Eq 2-11 

Replacing the value of w(n) in equation 2-12 

)()3()2()( nxnbynayny +−+−=   Eq 2-12 
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Changing the location of delay between ADD1 and ADD2 and readjusting the delay 

between MUL2 and ADD2 and the resultant retimed SFG of the same circuit is shown in 

figure 2-15. 

 

Figure 2-15 Retimed SFG of the IIR Filter 

 

)1()(1 −= naynw      Eq 2-13 

)2()(2 −= nbynw      Eq 2-14 

)()1()1()( 21 nxnwnwny +−+−=    Eq 2-15 

)()3()2()( nxnbynayny +−+−=    Eq 2-16 

   

It is obvious from equation 2-12 and equation 2-16 that the transfer function of a circuit 

does not change after balancing out the registers across the design. It is also to be 

noted that the retimed circuit shown in figure 2-15 has reduced the clock period of the 

circuit by 33% as the critical path in the original DFG was 3 time units (TMUL1 + TADD1) 
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whereas in the retimed circuit it is reduced to 2 time units (TMUL1). 

Two techniques for retiming digital design which are extensively used are presented in 

[4] and [5]. The first technique is achieved by applying cutset method on the DFG 

whereas the other one uses the Delay Transfer Theorem. 

2.2.6 Cutset Retiming 

Cutset retiming is a technique which is used to retime a DFG by applying a valid cutset 

line on the DFG. A cutset is defined as a set of forward and backward edges of a DFG 

which when removed from the original DFG results in two disjoint sub graphs. Cutset 

retiming does not change the transfer function of the digital circuit but only affects the 

weights of the edges which appear in the cutset. Cutset retiming adds and removes 

delays in the edges which are moving from one disjoint graph to the other. This is best 

described by the following example. A DFG is shown in figure 2-16 with four nodes 

having feed forward and feedback edges. 

 

Figure 2-16 DFG for cutset retiming 

 

 A valid cutset line is applied on the DFG as shown in figure 2-17. This cutset line 

intersects the edges 3  4, 2  3, and 3  2 of the DFG. 
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Figure 2-17 DFG with a valid cutset line 

 

Following the cutset technique, the edges intersected by the cutset line are removed to 

form two disjoint sub graphs X1 and X2 as shown in figure 2-18.  

 

 

Figure 2-18 Disjoint sub graphs x1 and X2 

 

The next step is to add n delays in edges which are moving from X1 to X2  

(2 3) and removing n delays from edges moving from X2 to X1(3 4 and 3 2) as in 

figure 2-18. In this example, n is assumed to be 1. There is one delay between node 3 
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and 4. Since this delay exists in the edge which is moving from X2 to X1, the delay will 

be removed satisfying the cutset technique and the value of n. Similarly there are two 

delays between nodes 3 and 4. One delay element will be removed from the edge (as 

per value of n) as this edge is moving from X2 to X1. The only edge from X1 to X2 does 

not have any delay. A delay will be added here such that the retimed DFG will appear 

as shown in figure 2-19. This example exhibits the property of retiming and a technique 

of reducing number of registers in the circuit. The original DFG had three delay 

elements which are reduced to two in the retimed circuit. 

 

Figure 2-19 Final retimed DFG after cutset retiming 

 

2.2.7 Retiming using Delay Transfer Theorem 

Delay Transfer theorem is a systematic way of retiming a digital circuit by moving delay 

elements across computational nodes in a DFG. Like cutset retiming technique, delay 

transfer theorem does not change the transfer function of a digital circuit. The theorem 

states that k delay elements from each incoming edge of a node in a DFG can be 

shifted to the outgoing edge(s) of the same node. The theorem also holds when the 
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delay elements are shifted from the outgoing edge(s) of a node to the incoming edge(s). 

Figure 2-20 shows the delay transfer theorem applied on a DFG having G0 with two 

incoming nodes and three outgoing nodes.  

 

Figure 2-20 Node G0 with incoming and outgoing edges 

 

Delay transfer theorem is a special case of cutset retiming technique [5]. In this case, 

the cutset line is drawn around the node to separate it in a DFG. Delay transfer theorem 

is applied on node G0 and one register from each outgoing node is moved back to the 

incoming nodes. Figure 2-21 shows the retimed circuit. 

 

Figure 2-21 DFG after retiming with delays adjusted across the edges 
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2.3 Design for Area 
There are different digital design approaches available with the objective to save silicon 

area. At times the circuit clock frequency is not equal to the sampling frequency and is 

higher than the rate at which the data is sampled as in equation 2-17.  

sc ff >  Eq 2-17 

In this scenario, a fully dedicated architecture is no longer required to implement the 

circuit. A careful examination of the circuit clock to sampling clock ratio would result in 

having multiple cycles to process a single sample. This is shown in equation 2-18. 

circuit clock /sampling clock = no. of cycles available for processing Eq 2-18 

(where circuit clock > sampling clock) 

The flexibility of having more cycles to process a particular task allows to put fewer 

computational units in hardware while time multiplexing different tasks on the same 

computational units in the available clock cycles. This time sharing or time multiplexing 

of the hardware resources can be identified at different levels of abstraction. General 

Purpose Processor (GPP) is one extreme example where one processor is time shared 

among different applications and tasks which are periodically mapped on the same 

processor. This is shown in figure 2-22.  

 

Figure 2-22 GPP time shared among different tasks 
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Another extreme of time sharing is where different algorithmic functions time share 

limited functional units in hardware. This is known as function multiplexing and is 

depicted in figure 2-23. An example of function multiplexing is partial reconfiguration of 

FPGA where a part of the FPGA is reconfigured for mapping different parts of the same 

algorithm without disturbing the rest of the logic running on the FPGA. 

 

 

Figure 2-23 Function multiplexing 

 

 The other concept is time folding where an operation is divided into smaller sub-

operations and those sub-operations are then mapped on a scale-down hardware unit. 

 

 

Figure 2-24 Function folding and mapping on hardware unit  

 

F1

HW Unit
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 For example an 8-bit addition can be performed in two 4-bit additions by mapping first 

4-bit addition on a 4-bit adder followed by the second 4-bit addition taking into 

consideration the carry out from the first 4-bit addition. Similarly a 16-bit addition can be 

performed in 16-cycles by using a single bit adder using the concept of time folding. 

Time shared architectures require scheduling of hardware resources at all levels of 

abstraction. This scheduling can be implicit within the design or special controllers can 

be designed for the scheduling when the design gets more complex.  

2.3.1 Folding 

Folding is a systematic way of mapping algorithmic operations on shared or time 

multiplexed resources. Folding technique generates the schedule of the shared 

resources to be triggered for different set of operations in an algorithm. Since fewer 

computational units are desired to be used in this approach, folding leads to significant 

area saving in digital circuit. However, this normally happens by trading area with time. 

Folding introduces system latency by a factor N which is the folding factor of the design. 

An algorithm is described in [4] for folding transformation. An example of transposed 

direct form I four tap FIR filter is presented in figure 2-25 to form the basis of the folding 

transformation explained subsequently.  

 

Figure 2-25 Direct form I 4-tap FIR Filter 
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Table 2-1 lists outputs of the four adders for every cycle and the respective filter output. 

In each cycle, a valid filter output is generated.  

 

Table 2-1 Outputs of the 4-tap transposed direct form I FIR filter   

Cycle Adder1 Adder2 Adder3 Adder4 Output 

0 h3x(0)+0 h2x(0)+0 h1x(0)+0 h0x(0)+0 y(0) 

1 h3x(1)+0 h3x(0)+h2x(1) h2x(0)+h1x(1) h1x(0)+h0x(1) y(1) 

2 h3x(2)+0 h3x(1)+h2x(2) h3x(0)+h2x(1)+h1x(2) h2x(0)+h1x(1)+h0x(2) y(2) 

3 h3x(3)+0 h3x(2)+h2x(3) h3x(1)+h2x(2)+h1x(3) h3x(0)+h2x(1)+h1x(2)+h0x(3) y(3) 

4 h3x(4)+0 h3x(3)+h2x(4) h3x(2)+h2x(3)+h1x(4) h3x(1)+h2x(2)+h1x(3)+h0x(4) y(4) 

5 h3x(5)+0 h3x(4)+h2x(5) h3x(3)+h2x(4)+h1x(5) h3x(2)+h2x(3)+h1x(4)+h0x(5) y(5) 

6 h3x(6)+0 h3x(5)+h2x(6) h3x(4)+h2x(5)+h1x(6) h3x(3)+h2x(4)+h1x(5)+h0x(6) y(6) 

7 h3x(7)+0 h3x(6)+h2x(7) h3x(5)+h2x(6)+h1x(7) h3x(4)+h2x(5)+h1x(6)+h0x(7) y(7) 

 

A folding transformation equation is presented in [4] and [6] as in equation 2-19. 

uvPeNwVUD u
e

F −+−=⎯→⎯ )()(   Eq 2-19 

Where N is the pipelining period, Pu is the pipelining stages of Hu output pin, u and v are 

folding orders of nodes U and V (satisfying 0 ≤ u, v ≥ N-1) and w(e) is the number of 

delays in the edge represented as )( VU e⎯→⎯  with the assumption that all inputs of the 

component arrive at the same time. The pipelining levels from input to output are the 

same. 

Figure 2-26 shows a DFG where nodes U and V are connected to each other through 

the edge e. The nodes U and V have w(e) delays where the nodes could be hierarchical 

blocks [6]. 
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Figure 2-26 Edge U connected to edge V through w(e) delays 

 

Figure 2-27 Folded datapath transformation 

 

The l-th iteration of the nodes U and V is scheduled to execute at time units Nl + u and 

Nl + v respectively [4], [6]. The folding order (u and v) is the time multiplexing of the 

hardware for the node to be executed. Hu and Hv are defined as the functional units 

which are used to execute nodes U and V respectively. N is defined as the folding factor 

which represents the number of operations folded on a single functional unit. 

Considering the l-th iteration of the node U, if Pu is the pipelined stages of the Hu output 

pin then node U will make its result available at time unit Nl + u+ Pu. Node V will use this 

result by the (l + w(e))th iteration of the node. If the data time format of the input pin of Hu 

is Av, the input pin of the other node V will be executed at time N (l + w(e) ) + v + Av. 

This would require the result to be stored for  

][]))(([)( uAPNlAvewlNVUD vuv
e

F +++−+++=⎯→⎯ time units. The data at Hv are Hv 

inputs at Nl + v + Av. The path that exists between Hu and Hv needs )(' VUD e
F ⎯→⎯  

delays. The folding equation for hierarchical complexity component would come out to 

be:  

uvAPeNwVUD vu
e

F −++−=⎯→⎯ )()(   Eq 2-20 
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This expression is applied on the DFG shown in figure 2-28 for the 4 tap transposed 

direct form I FIR filter presented in figure 2-25 earlier. An additional adder has been 

placed in the DFG for symmetry and simplicity of folding [6]. Numbering in order of 

precedence has been used inside brackets to mark the processing order of the 

functional units. Since the structure shown in figure 2-28 is symmetric, a multiplier and 

an adder can be used to carry out the complete computation of the FIR filter. Using only 

one multiplier and an adder after applying folding would lead to h0x(n), h1x(n), h2x(n) 

and h3x(n) in the same order as desired. The folding equation on the DFG results in the 

following delays and timing values. 

0110)0(4)( =−+−=→HAFD  

0220)0(4)( =−+−=→EBFD  

0330)0(4)( =−+−=→FCFD  

0440)0(4)( =−+−=→GDFD  

5120)0(4)( =−+−=→EHFD  

5230)0(4)( =−+−=→FEFD  

5340)0(4)( =−+−=→GFFD  

The resultant folded architecture for figure 2-28 is shown in figure 2-29 with the required 

number of delays and order scheduling. 
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Figure 2-28 DFG for 4-tap transposed direct form I FIR filter 

 

 

Figure 2-29 Folded architecture for the 4-tap transposed direct form I FIR Filter 

 

The scheduling of the folded DFG is depicted in table 2-2. Notice that the final output of 

the filter appears after every four clock cycles (sampling rate = ¼) which is the folding 

factor N. These outputs are highlighted in the table. 
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Table 2-2 Outputs for the folded 4-tap transposed direct form I FIR filter 

Cycle Mult Out Adder Input 1 Adder Input 2 Adder Output Output 

0 h3x(0) h3x(0) 0 h3x(0) Not valid 

1 h2x(0) h2x(0) 0 h2x(0) Not valid 

2 h1x(0) h1x(0) 0 h1x(0) Not valid 

3 h0x(0) h0x(0) 0 h0x(0) y(0) 

4 h3x(1) h3x(1) 0 h3x(1) Not valid 

5 h2x(1) h2x(1) h3x(0) h2x(1)+h3x(0) Not valid 

6 h1x(1) h1x(1) h2x(0) h1x(1)+h2x(0) Not valid 

7 h0x(1) h0x(1) h1x(0) h0x(1)+h1x(0) y(1) 

8 h3x(2) h3x(2) 0 h3x(2) Not valid 

9 h2x(2) h2x(2) h3x(1) h2x(2)+h3x(1) Not valid 

10 h1x(2) h1x(2) h2x(1)+h3x(0) h1x(2)+ h2x(1)+h3x(0) Not valid 

11 h0x(2) h0x(2) h1x(1)+h2x(0) h0x(2)+h1x(1)+h2x(0) y(2) 

 

2.3.2 Serial Architectures 

Bit serial and digit serial architectures can be derived from bit parallel architectures. 

These are the most commonly used configurations when hardware saving is desired [7], 

[14-16]. Following definitions are used throughout the thesis: 

Bit Parallel Deign: Design where a complete composite word M is processed in every 

clock cycle. 

Bit Serial Design: A single bit of the composite word M is processed in every cycle and it 

takes M clock cycles to process a single word. 

Digit Serial Design: A composite word M is processed in every clock cycle. If the word M 

is divided into N digits, it will take M/N cycles to process the complete word. 
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Bit parallel structures are often found inefficient in typical reconfigurable devices due to 

complex routing and timing challenges. Parallel architectures process complete word at 

the cost of higher hardware resources.   On the other hand, bit serial architectures 

process single bit of the word in every cycle where each bit passes through the same 

hardware resources. This results in significant hardware saving at the cost of speed. 

Since less hardware resources are utilized in bit serial designs, they offer easy timing 

closure when mapped on reconfigurable device. Bit serial designs tend to have local 

routing. On the other hand, bit parallel architectures require numerous signals to be 

routed spanning over the processing element. It is possible that a bit serial design due 

to its local routing and localized destinations may exceed the throughput performance of 

an equivalent bit parallel design on an FPGA [7]. Digit serial architectures are suitable 

for system requiring moderate data rates keeping area and power to minimum. The 

decision between bit serial architecture and digit serial architecture is normally driven by 

the amount of available clock cycles to perform the task. For example if 8-bit addition 

needs to be done and more than 8 clock cycles area available to perform the task then 

bit serial architecture is the preferred choice. However, if less than 8 cycles are 

available then digit serial architecture may be utilized. Examples of bit serial and digit 

serial architectures are given below. 

2.3.2.1 Shift and Add Multiplier  

Shift and add multiplier is one example of bit-serial architectures where reusability of 

computational element can be seen. The block level diagram of a traditional shift and 

add multiplier is shown in figure 2-30.  
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Figure 2-30 Shift and add multiplier design 

 

The traditional multiplication process requires N additions where N is the number of bits 

in the multiplier vector. In shift and add multiplier, only single N bit adder is utilized 

which is reused for subsequent partial product addition. At every clock cycle, one bit of 

the multiplier enters the shift and add multiplier which either selects the multiplicand 

vector to be added or a vector with zeroes. The final product is available after N clock 

cycles.  

2.3.2.2 Digit Serial Adder  

A simple example of digit serial architecture is 12-bit addition using a single 4-bit adder. 

In each cycle, a digit composed of 4-bits of the addend and augend are added in the 4-

bit adder, the carry out is saved in a flip flop. In the next cycle, the second digit of the 

addend and augend are added and the previously carry out is used as carry-in. In the 

last cycle, the last digit of the 12-bits addend/ augend are added. This is shown in figure 

2-31. This will take three cycles before the final sum is produced at the output.  
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Figure 2-31 12-bit digit serial adder using 4-bit adder 

 

2.4 Design for Power 
Before presenting established design techniques for a low-power design, it is important 

to know the four basic factors which contribute towards power consumption in 

reconfigurable devices. These are: 

• In-rush power 

• Configuration power 

• Static power 

• Dynamic power 

The in-rush power, also known as power-up is the amount of power (current) required at 

system startup to stabilize VDD (Voltage Drain Drain) to the correct voltage. Once the 

required VDD supply is achieved, the initial current is no longer required. The 

configuration power in FPGAs is the power required by the FPGA to load the externally 
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stored configuration data into the FPGA. Normally the configuration data is stored in 

SRAM/FLASH based memory devices. During configuration, the FPGA draws current 

from the power supply to load routing and look-up table (LUT) schemes from the 

external memory as configuration data, IO initialization and entering into operation 

mode. Static power is the power dissipated by a gate when it is not switching, that is 

when it is inactive or static. The largest percentage of static power results from source 

to drain sub-threshold leakage, caused by reduced threshold voltages that prevent the 

gate from completely turning off. Static power is also dissipated when current leaks 

between diffusion layers and the substrate. For this reason, static power is often called 

leakage power. The first two power factors do not play significant role in the power 

consumption of FPGAs, however, dynamic power and static power (for low power 

geometries 40 nm and below) contribute significantly to the overall power consumption 

of circuits. Dynamic power (consisting of switching power and internal power) is directly 

related to the frequency of charging/ discharging of the load capacitance at the output of 

the cell. The load capacitance of a driving cell is the sum of net and gate capacitors 

which can be controlled through design oriented optimizations [8]. Internal power is any 

power dissipated within the boundary of a cell. During switching a circuit dissipates 

internal power by charging or discharging of any existing capacitance internal to the cell. 

Internal power includes power dissipated by a momentary short circuit between P and N 

transistor of a gate called short-circuit power. 

Current dissipation in a capacitor can be represented through the following equation [1]. 

FCVI **=   Eq 2-21 

Where f is the frequency, V is the voltage, C is the capacitance and I is the current.  

The equation clearly shows that in order to reduce the current drawn, three factors need 



 

39 
 

to be controlled. Voltage V is normally kept fixed in digital circuits. Capacitance C is a 

function of number of gates toggling in a digital circuit at any given time and the length 

of the wires connecting the logic gates [1]. The parameter f corresponds to the 

operating frequency of the digital circuit. Following are some of the critical factors which 

can help in reducing power consumption in digital circuits. 

2.4.1 State Machine Encoding 

State machine is one of the most critical components of any digital design. Power 

consumption in a state machine is a function of utilization of flip-flops and toggles during 

state transitions. State machine encoding techniques plays an important role in reducing 

power consumed by state machines. State machines can be implemented in a variety of 

ways using different state encoding schemes. Most commonly used encoding schemes 

are one-hot, gray and binary encoding. State machine encoded with one-hot scheme 

uses single flip-flop per state and less accompanied combinatorial logic as compared to 

gray and binary coded state machines which require more combinatorial logic to 

generate flip-flop inputs but less number of flip-flops. Among gray and binary encoded 

state machines, gray encoded state machine is better due to less number of flip-flop 

toggles during state transition [8]. This is shown in table 2-3. 

Overall, the lower usage of circuit elements by the one-hot state machine and less 

switching make it a more power efficient state machine implementation as compared to 

other state machine encoding schemes [8]. 
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Table 2-3 Bit toggle comparison between gray and binary encoded state machines 

Gray encoded   Number of Toggles   Binary encoded   Number of Toggles  
000   1   000   3 
001   1  001   1 
011   1   010   2 
010   1   011   1 
110   1   100   3 
111   1   101   1 
101   1   110   2 
100   1   111   1 

 

2.4.2 Guarded Evaluation 

Guarded evaluation [9-10] is a method where input signals are stopped from 

propagating down to the additional logic blocks when the output signals do not need to 

be updated. It suppresses switching of additional logic which is a function of input 

signals. This can be achieved by introducing latches at the inputs so that whenever a 

true condition appears, the latches are enabled to propagate the inputs down to the 

logic blocks to generate outputs. This is shown in figure 2-32 and 2-33 where a circuit is 

shown having two operations, a shifter and a multiplier. Both operations will have 

switching activity as a function of their inputs. The multiplexer will allow only one output 

of the two operations to pass through. To save switching activity of one of the circuits 

when its output will not be used, transparent latches are inserted in between data 

registers and operational units. The operational unit whose output is not needed will be 

turned off by disabling the corresponding latch thus no input transitions will be 

propagated to the in-active module [17]. 
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Figure 2-32 Dual operations with multiplexer (adapted from [17]) 

 

Figure 2-33 Inactive operational unit through transparent latches (adapted from [17]) 

 

Since switching activity can be controlled through this method, significant power 

consumption can be reduced by adding guarded evaluation in the design.  

2.4.3 Combinational Feedback  

It is a common mistake in digital design where combinational feedback is introduced in 

the logic unintentionally. These inadvertently created combinational loops oscillate 
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indefinitely which leads to significant amount of current to be drawn from the FPGA 

power source. Such combinational feedbacks need to be gated by registers in order to 

suppress free running oscillations in the circuit [8]. 

2.4.4 Clock Control 

Clock in a digital synchronous circuit is the only signal which toggles all the time with 

high fan-out. One of the most effective methods of lowering the dynamic power 

dissipation in a digital circuit is by temporarily disabling the clock of some of the regions 

of the circuit which do not need to operate at certain times in the data flow. This results 

in significant power savings as this reduces the switching activity. This can be 

accomplished by using the clock enable pin on the flip-flops. Another effective clock 

control method is to gate the clock but clock gating techniques needs to be employed in 

order not to create timing related issues especially in FPGA designs [1]. 

2.4.5 System Clock Speed 

System operating clock frequency has a significant impact on the overall power 

consumption of a digital circuit. The clock network has the highest switching activity and 

capacitive load [8]. Higher the clock frequency, higher is the throughput of the system 

which is achieved at the cost of high power consumption. In order to reduce power 

consumption in high throughput designs, it is recommended to identify design portions 

where lower clock and higher parallelism can be traded for lower power consumption 

[10].  

2.4.6 Bus Power 

Buses are found in every digital circuit commonly labeled as data, address or control 
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buses.  Buses increase the overall power consumption of a digital circuit. Wider buses 

carry more data bits and are more prone to large capacitive loading [8]. High switching 

activities on these buses are also one of the reasons for high power consumption in a 

digital circuit. Power consumed by these buses can be reduced by decreasing the 

wordlength of these buses and reorganizing the digital design accordingly. This reduces 

the switching activity on the bus due to reduced data bits transferred.  Another method 

is to reduce the number of overall buses in the design and time share the available 

buses using multiplexers.  

2.4.7 Glitch Power Reduction 

Glitches in a digital circuit cause high switching activities. Glitches appear due to 

imbalanced paths in a design [11-12] which causes different signals to arrive at gate 

inputs at different times. A glitch is dependent on the logic depth of a circuit. Glitches 

can be minimized in the circuit by introducing pipelines stages in the combinational 

paths and by reducing logic depth of the circuit.   

2.4.8 Retiming 

Datapath in any digital circuit is a direct contributor to dynamic power consumption. The 

power consumption is directly proportional to the operating clock frequency of the circuit 

and the length of the paths. Long paths are prone to high capacitive loading. This will 

lead to high power consumption in critical paths which can be broken by retiming critical 

paths. By retiming, the registers are moved across the combinational circuit without 

changing the structure of the circuit such that critical path is reduced thus decreasing 

capacitive loading and power consumption of the circuit [13].  



 

44 
 

2.5 References 
[1] Steve Kilts, Advanced FPGA Design: Architecture, Implementation and Optimization, 

ISBN 978-0-470-05437-6, 2007, John Wiley and Sons, Inc. 

[2] David Dye, “Partial reconfiguration of Virtex FPGAs in ISE 12”, White Paper (WP374 

v1.0), July 23, 2010, Xilinx Inc. 

[3] White paper (WP-01137-1.0), “Increasing design functionality with partial and 

dynamic reconfiguration in 28-nm FPGAs”, July 2010, Altera Corporation. 

[4] K. K. Parhi, VLSI Digital Signal Processing Systems: Design and Implementation, 

John Wiley & Sons Inc., New York: 1999. 

[5] Shoab A. Khan, Digital Design of Signal Processing Systems- A Practical Approach, 

John Wiley and Sons Inc, 2011. 

[6] Roger Woods, John McAllister, Gaye Lightbody, Ying Yi, FPGA-based 

Implementation of Signal Processing Systems, John Wiley & Sons Inc., 2008. 

[7] Application Note, “FPGA-based FIR filter using bit serial digital signal processing”, 

Rev. 0529C–09/99, Atmel Corporation.  

[8] Jason K. Lew, “Low power system design techniques using FPGAs”, D&R Industry 

Articles, EE Times, 2004.http://www.eetimes.com/showArticle.jhtml?articleID=51201337  

[9] Vivek Tiwari, Sharad Malik, Pranav Ashar, “Guarded evaluation: Pushing power 

management to logic synthesis/ design”, IEEE Trans. Computer-aided design of 

integrated circuits and systems, Vol 17, No. 10, October 1998. 

[10] Anand Raghunathan, Niraj K. Jha, Sujit dey, High-level Power Analysis and 

Optimization, Kluwer Academic Publishers, 1998. 

[11] S. Kim, J. kim and S.Y.Hwang, “New path balancing algorithm for glitch power 



 

45 
 

reduction”, IEEE Proc. Circuits, Devices Systems, Vol. 148, No. 3, June 2001. 

[12] N.Weng, J.S.Yuan, Scott C. Smith, R.Demara, D. Ferguson and M. Hegadorn, 

“Glitch power reduction for low power IC design”, in Proc. Ninth Annual NASA 

Symposium on VLSI Design, pp.7.5.1-7.5.7, Albuquerque, New Mexico, USA., 

November 8-9, 2000.  

[13] Robert Fisher, Klaus Buchenrieder, Ulrich Nageldinger, “Reducing the power 

consumptions of FPGAs through retiming”, in Proc. The 12th IEEE International 

Conference and Workshops on the Engineering of Computer-based Systems 

(ECBS’05), ISBN:0-7695-2308-0, DOI:10.1109/ECBS.2005.58 

[14] L. E. Turner, P. J. W. Graumann and S. G. Gibb, “Bit-serial FIR filters with CSD 

coefficients for FPGAs”, in Proc.  FPL '95 Proceedings of the 5th International 

Workshop on Field-Programmable Logic and Application, ISBN: 3-540-60294-1. 

[15] David Crook, John Fulcher, “A comparison of bit-serial and bit-parallel DCT 

designs”, in Trans. VLSI Design, Hundawi Publishing Corporation, Vol. 3 (1995), Issue 

1, pages 59-65. Volume 3 (1995), DOI:10.1155/1995/30583 

[16] Keshab K. Parhi, “A systematic approach for design of digit-serial signal processing 

architectures”, IEEE Trans. Circuits and Systems, Vol. 38, No. 4, April 1991. 

[17] V. Tiwari, S. Malik, and P. Ashar. “Guarded evaluation: pushing power 

management to logic synthesis/design”, IEEE Trans. on CAD, 17(10):1051–1060, 

October 1998. 



 

46 
 

Chapter 3  Trace Scheduling‐ A New Dimension 
 

3.1  Introduction 
High speed computation requirements have given birth to a variety of complex task 

scheduling techniques in compiler theory. Branch prediction, exit code handlers, loop 

unrolling, linear code sequencing, pipeline hazards, instruction level parallelism are 

some of the terms normally used in software compilation and computer architecture. 

The aim is to have the software code executed on a particular processor in the most 

efficient way with optimal use of available hardware resources. Starting with Harvard 

and von Neumann architecture classification, the time has witnessed emergence of 

different processor architectures catering the needs of high speed computations. 

Complex Instruction Set Computing (CISC), Reduced Instruction Set Computing 

(RISC), Very Long Instruction Word (VLIW) machines, Explicit Data Graph Execution 

(EDGE), Zero Instruction Set Computer (ZISC), Explicitly Parallel Instruction Computing 

(EPIC), Minimal Instruction Set Computer (MISC), Application Specific Instruction Set 

Processor (ASIP) are among the names of different computing architectures designed 

explicitly for high throughput execution having merits and demerits over each other.   

Scheduling in compiler theory is the term used for exploiting parallelism in allocating 

tasks on available/limited hardware resources in parallel. With limited hardware 

resources, the tasks which will be allocated to these resources will add more execution 

time. The art lies in scheduling the tasks on the available hardware resources in such a 

manner as to minimize the speed penalty. Appropriate scheduling of instructions in the 
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compiled code enhances the overall performance of the code when run on computing 

devices. Instruction Level Parallelism (ILP) processors achieve high performance by 

binding multiple operations in an instruction for parallel execution events by exploiting a 

combination of compiler and hardware techniques. 

This chapter introduces a known method used for scheduling instructions to obtain high 

performance code execution. The method primarily discussed in this chapter is trace 

scheduling. The hardware design techniques researched and discussed in this thesis 

are the derivatives of the trace scheduling technique which also formed the basis of 

Very Long Instruction Word (VLIW) processor architecture. Although, the technique 

itself is generally applied on software scheduling [1-3], the research work in this thesis 

shows novel hardware design approaches which revolves around trace scheduling 

technique. The purpose of this chapter is to introduce code scheduling technique known 

as trace scheduling so that a background to the research work is established.  

3.2 Trace Scheduling 
Trace is defined as the collection of basic blocks in a code that follows a single path. A 

trace may include branch but loops are not allowed to be a part of a trace [4]. In many 

applications, the loops are unrolled to a degree that matches the throughput 

requirement with the parallel mapping possible in the shared hardware resource. Once 

the traces are identified in a code, the scheduling of these traces for optimal code 

execution is known as trace scheduling.  

 Trace scheduling is a profile driven methodology. The methodology was developed by 

Joseph Fisher [3] in 1981 for VLIW architecture. Trace scheduling uses the basic block 

scheduling approach. A basic block is a group of instructions in a code such that one 



 

48 
 

instruction of the basic block will be executed if and only if all the instructions 

constituting that basic block are executed [5]. In other words, it is the sequence of 

instruction with only one entry and one exit. The basic block does not contain any 

control flow into or out of the basic block. Control flow in a basic block can only be found 

at its beginning or end. Compensation or fix-up code is required at the beginning 

(entrance) or end (exit) of the basic block so that the control flow may enter or exit 

into/out of the basic block. The first scheduled trace of a code has to be the path which 

has the maximum likelihood to be executed through the program [5]. This would result 

in a schedule optimal for the most common flow through the program. The basic idea 

behind trace scheduling is to increase ILP in the most probable code flow by removing 

unimportant code path. 

Directed acyclic graph (DAG) is a tool used for scheduling traces. The first step before 

scheduling is to identify the traces in a given DAG [5]. The trace which will be scheduled 

first will be the most probable flow through the graph. Similarly the next most probable 

trace will be eligible for scheduling and so on until all identified traces in a DAG are 

scheduled. However, if trace ‘x’ may branch into trace ‘y’, a fixup or compensation code 

is inserted between trace ‘x’ and trace ‘y’ so that the resource integrity associated with 

trace ‘y’ is justified [5]. Similarly in case if trace ‘y’ needs to branch into trace ‘x’, a 

compensation code is introduced between the two traces.  

Trace Scheduling can be summarized as a collection of following steps: 

1. Select a trace from the program. 

2. Schedule the selected trace. 

3. Insert the fixup/ compensation code. 
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4. Select a new trace and repeat steps 2-3. 

These steps are further elaborated with details below [6]: 

1-a. Obtain a straight forward version of the program that needs to be trace 

scheduled. 

1-b. Obtain profiling data of the program by running sample input and log output 

statistics. 

1-c. Use profiling data to estimate the probability of each conditional branch 

instruction in the program. 

1-d. Select a trace in the program composed of loop-free linear sequence of basic 

blocks. The selected trace should have a high execution probability in program 

sequence (use data precedence graphs or Directed Acyclic Graphs (DAG) 

techniques) 

2-a. Treat the selected trace as a basic block so that a DAG can be built for it. Add 

edge to an operation to make it dependant on the branch so that it cannot overwrite 

a value in the off-trace edge. This will restrict the operation to move ahead of the 

branch. Maintain the relative order of conditional branches by adding similar edges. 

3-a. Insert compensation/fix up code in the program for wrong assumptions of the 

trace as a basic block. This will include: 

(i). If an operation in a sequential code is moved ahead of a branch, add 

another copy of the same operation in the off-trace target of the conditional 

branch. 
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Figure 3‐1 Addition of compensation code in off‐trace target [9] 

 (ii). If an operation which follows a point of entry of a trace is moved ahead of 

that point of entry, add a copy of the same operation before the point of entry 

of that trace. 

 

Figure 3‐2 Addition of compensation code before the point of entry [9] 

(iii). Make sure the rejoin entering the new trace is at a point after which no 

operation is found in the new trace which was also not found below the rejoin 

in the old trace. 

3-b. Incorporate the new trace and update the DAG or data dependency graph. 

4-a. Once the first trace is scheduled, pick another trace with higher probability of 

execution and schedule it. Repeat the same process until all disjoint traces are 

scheduled. 
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Selecting a trace is not a trivial task as it might initially appear even in the presence of 

profile information. In order to understand step 4 of trace scheduling, few examples are 

presented to describe the idea [5]. 

 

Figure 3-3 Flow graph segment of a program 

 

Figure 3-3 shows the flow of a program. Each block shows different instructions along 

the flow of the program. At one place, a branch condition exists which may change the 

flow of the program. Assuming the most probable flow of the program is the set of 

instructions highlighted with shaded boundary, the trace may be scheduled as follows.  
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Figure 3-4 Instruction scheduling ahead of branch 

 

The scheduling has moved the assignment to variable ‘b’ below the split. In case a 

branch is taken, the value of variable ‘b’ will not be updated which will result in wrong 

value of variable ‘c’. To handle this situation in trace scheduling, a concept of 

compensation or fix up code exists where a piece of code is inserted after taking a split 

or before a join. This will circumvent the effect of code motion before/after a join/split 

which could have appeared due to the out-of-order execution of the instructions. The 

compensation code preserves the resource assumptions of the trace. The resulting flow 

graph of the trace scheduled program after the compensation code is shown in figure 3-

5. 
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Figure 3-5 Resulting trace scheduled flow graph of the program with compensation code 

 

The compensation code may be scheduled as an independent trace or as part of the 

trace associated with the assignment of variable ‘c’. Trace scheduling does not allow 

code motions after a join or before a split unless it is proved that by doing the integrity of 

the code will not be affected. 

Another example of trace scheduling is shown in figure 3-6 where a group of 

instructions are shown and a most probable trace is scheduled based on the profiling 

results. Figure 3-7 shows the most probable flow of the instructions in bold. 
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Figure 3-6 Group of instructions for trace scheduling 

 

        

 

Figure 3-7 Most probable instructions shown in bold 

 

Based on trace scheduling theory, the most probable instructions are grouped together 

so that they can be scheduled as one composite instruction. The scheduled trace as a 

straight code is shown in bold in figure 3-8 (B1 and B3).  
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Figure 3-8 Probable instructions grouped together as a trace 

 

In case the branch takes the less probable path of the code, the fixup code is executed 

to undo the effect of the previously executed instruction and schedule the less probable 

instruction (B2).  

3.3 Convergence of Trace Scheduling 
Since trace scheduling method adds new traces in scheduling in the form of 

compensation code, the new traces also need to be scheduled. When scheduling a 

trace leads to new traces the convergence of trace scheduling needs to be 

reconsidered. Experiments have shown that trace scheduling does converge even for 

the worst case scenario; however at the cost of heavy compensation code. This is best 

explained by an example as in [7]. Consider the code flow as shown in figure 3-9. 
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Figure 3-9 Flow graph of a program depicting worst case scenario for trace scheduling convergence 

 

Since trace scheduling allows operations and branches to move above basic blocks, 

this can lead to a possible schedule of traces where all branches are scheduled in the 

reverse order. 
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Figure 3‐10 Basic blocks listed in the reverse order after instruction scheduling 

The reverse sequence of the basic blocks is listed in figure 3-10. In order to schedule 

the associated branches of the basic blocks in the reverse order, a large compensation 

code is required. This is shown in figure 3-11. This example shows that even for the 

worst case scenario, trace scheduling tends to converge at the cost of large 

compensation code. One of the limitations in trace scheduling is the inability to handle 

loops. Trace scheduling deals with this by unrolling the loops to a straight line code.   
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Figure 3-11 Convergence of trace scheduling for the worst case scenario 
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3.4 Trace Scheduling in VLIW Architecture 
This section of the chapter describes the use of trace scheduling in developing VLIW 

machines. Trace scheduling was developed by Joseph H Fisher in 1979 to exploit 

Instruction level parallelism (ILP) in the processer design. This later helped in the 

development of Very Long Instruction Word (VLIW) processor by him. 

ILP processors achieve high execution speeds by exploiting parallelism at the 

instruction level. This is achieved by executing multiple operations in an instruction 

using both hardware and compiler techniques. VLIW processor, as the name implies, 

contains multiple operations packed in a single long instruction which are executed in 

parallel.   

Generally there are two ways to achieve high speed processor design [6].  

1. Use of high speed low process semiconductor nodes. 

2. Hardware driven parallel processing where multiple processors are mapped with 

carefully crafted portions of an algorithm so that these processors can be best 

utilized when run in multiple independent threads. 

However, the general purpose microprocessor industry adopted a different approach 

where faster processor executions are achieved by exploiting instruction level 

parallelism. These processors achieve high speed program execution by extracting 

overlapping instructions and executing them in parallel from an otherwise a sequential 

program. 

Different ILP processors differ from each other based on their instruction execution 

model. A simple scalar processor is known for its single instruction fetch and execution 

at a time. On the other hand, a super scalar processor analyses the object code at run 
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time and tries to find the overlapping instructions which could be made to run in parallel. 

This is done using a separate hardware block for each parallel execution thread of the 

code. In a simple scalar processor, a compiled program is executed in order and one 

instruction at a time. Contrary to this, a compiled program to a super scalar processor 

appears to look like a flexible code description which can be run in a number of 

execution plans, each of which yields the same results.  Each plan of execution would 

differ from each other in the order of instructions and its mapping on different hardware 

units. 

The current processors like Intel Pentium and MIPS R18000 exploit parallelism by using 

compiler optimizations [6], [8]. The compiler identifies independent operations in the 

code and tries to place them close to each other in the object code. The processor 

analyses the compiled code at run time, checks for interdependencies between 

instructions and manages data and hardware resources as each instruction is executed. 

However, memory access latencies make scheduling of the instructions complicated. 

These types of processors are categorized as dynamically scheduled processors due to 

the fact that the instructions are scheduled at run time. Another standard feature of 

these processors is their capability to schedule instructions in the code ahead of their 

actual flow in the program (provided these instructions can be treated as independent 

instructions without data dependencies on earlier instruction). This type of scheduling is 

termed as out of order.  

Branches or conditional statements are very common in a source code. A lot of 

research has already been done on branch prediction techniques. Many of them are 

found in various processor designs. When a branch in a sequential code is 
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encountered, the processor has to put on hold the current execution flow and take the 

branch. The processor then executes the target code for the branch. Once the branch 

code is executed, the processor resumes the normal flow of the program. The branch 

condition slows down the normal flow of the program because of the cycles wasted in 

saving and retrieving the data for the earlier flow. In order to maintain the performance, 

the outcome of branches is predicted based on which the code following the branch 

condition is executed. If the branch prediction turns out to be incorrect, the processor 

must undo the execution results of the instructions ahead of the branch condition.  

When a processor decodes the branch instruction, it is possible that the condition that 

validates the branch condition is still under execution and since the result is still 

pending, the branch instruction is suspended. In technique known as speculative 

execution in super scalar machines, instead of suspending the execution of branch 

instructions, the processor predicts the flow of the branch and executes the instructions 

along that path. When the branch turns out to be wrong, all the results generated in the 

branch predictions are discarded. Speculative execution is done at a high rate of 

hardware expense. The hardware unit designed for speculative execution could become 

a bottle neck for future processors design as the hardware unit was complex, non 

scalable and processor specific. This led to the origin of VLIW processor design where 

the complexity of extracting instruction level parallelism is transferred to the compiler. 

Joseph Fisher, the inventor of VLIW machines defines these architectures as machines 

which are capable of issuing one long instruction in a cycle such that each instruction is 

composed of tightly coupled independent operations bound to operate in predictable 

number of cycles. There is no speculative execution hardware unit found in VLIW 
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machines. The task of identifying independent operations in the code so that they can 

be placed together in a long instruction is done by the compiler for VLIW machines. This 

frees the processor from exploiting instruction level parallelism which results in a 

comparative simpler processor design. The main job of the processor then just remains 

as the parallel execution of the instruction.    

VLIW architecture is mainly based on trace scheduling scheme where basic blocks in a 

code are identified to form a group which is then scheduled as a trace. The same 

technique is then adopted by the VLIW compilers which perform dependence analysis 

in the code, group independent instructions and schedule them in a long instruction for 

parallel execution by the processor.  

 

3.5 Summary 
In this chapter, the trace scheduling methodology is introduced. The concept of basic 

block in compiler theory and grouping of code as trace and their rearrangement is also 

introduced.  The background of trace scheduling is presented and the methodology is 

explained with example and guidelines used to schedule traces. Nevertheless, the 

convergence of trace scheduled code and the overhead associated with the converged 

code is also discussed. The concepts introduced in this chapter will be used to devise 

system design methodology for efficient hardware design in the following chapters 

which forms the main focus of the research work.  
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Chapter 4 Trace Scheduling Modeling for 
Hardware Affinity 
 

This dissertation primarily focuses on high data rate applications. These applications 

are mapped in HW for cost effective implementation.  For designs that require such 

throughput, a fully parallel design is not area efficient. These instances require 

explorations of choices in the complex time-area design space. In this chapter few 

examples are discussed highlighting design tradeoffs for an area efficient design. The 

concept of trace scheduling is then introduced to these examples to devise a 

methodology for trace scheduling application for optimal hardware design. The devised 

methods are then exploited for novel proposals in navigational and security algorithms 

as will be described in the later chapters. 

4.1 Hardware Trace Schedule Map for Finite Impulse 
Response Systems 
The proposed methodology of hardware trace schedule map for a finite impulse 

response (FIR) filter is described in this section. The technique works by unrolling the 

filter equation, analyzing the algorithmic data movement and possible identification of 

traces. The identified traces are then explored for efficient hardware mapping with tight 

area constraints 

FIR filter implements convolution summation given in equation 4-1. 

∑
−

=

−=
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][][][
L

k

knxkhny   Eq 4-1 
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A serial implementation of the equation requires L multiplications and L-1  additions. 

The C-code implementing the equation for computing N output samples y[n] is listed in 

code listing 4-1. 

    

Code Listing 4‐1 C code implementing FIR Filter 

The function assumes that the input data is correctly arranged in an array with L-1 old 

samples and N new input samples for computing N output samples.  

If the inner and outer loops of the convolution equations are unrolled, a high speed HW 

implementation of the equation can be realized. The fully unrolled equation is shown in 

code listing 4-2.  
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Code Listing 4-2 Fully unrolled equation of FIR filter 

 

The areas surrounded by dashed lines in code listing 4-2 can be further reduced to 

single statements shown in code listing 4-3. The classic hardware implementation for 

fully unrolled equations shown in code listings 4-2 and 4-3 is presented in figure 4-1 
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Code Listing 4-3 Compact fully unrolled equation of FIR filter 

 

 

Figure 4-1 200-tap transposed direct form I FIR Filter 

 

It is to be noted that the hardware implementation shown in figure 4-1 will work for 

mapping the unrolled equations iteratively one after the other. As can be seen from the 

code listing 4-2, there are strong inter-operation dependencies of one equation on the 

other. The input samples used to equate one output sample are reused to equate the 

next output sample with one new input sample besides discarding the oldest sample 

from the equation. The same input sample is reused N times across convolution 

iterations where N is the number of filter taps. This can be seen from the set of 

equations shown in code listing 4-4 for an 8-tap FIR filter where input samples are 

highlighted in similar color scheme reused to equate other output samples. 
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Code Listing 4-4 Reusability of input samples to compute other output samples 

 

Due to the presence of inter-operation dependencies, the whole set of unrolled 

equations may be treated as a single trace. 

In high throughput applications, multiple iterations of the equation can be implemented 

in parallel. For example a parallel implementation for a 4-tap FIR filter for parallel 

processing level 4 gives the following set of equations (section 2-2-3). The HW 

implementation for the same is shown in figure 4-2.  

]34[]3[]24[]2[]14[]1[]4[]0[]4[ −+−+−+= kxhkxhkxhkxhky   Eq 4-2 

]24[]3[]14[]2[]4[]1[]14[]0[]14[ −+−+++=+ kxhkxhkxhkxhky   Eq 4-3 

]14[]3[]4[]2[]14[]1[]24[]0[]24[ −+++++=+ kxhkxhkxhkxhky   Eq 4-4 

]4[]3[]14[]2[]24[]1[]34[]0[]34[ kxhKxhkxhkxhky ++++++=+  Eq 4-5 
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Figure 4-2 Parallel implementation for a 4-tap FIR filter  

 

The four parallel iterations of the equation may also be designated as four parallel 

traces. There will be four simultaneous computations in each clock cycle thus increasing 

the throughput four times as compared to the code listing 4-1. It is obvious from the HW 

implementation that there exists strong cross-trace/ cross iteration data reusability. In 

many DSP applications, the concept of data reusability exists which can be utilized to 

achieve optimal HW designs. The unfolding factor requirement grows for high 

throughput subsequently increasing the number of resources required to implement on 
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the HW. This may not be acceptable for implementation intended for FPGA based 

platforms.  In order to obtain high data rate design, the concept of cross-trace data 

reusability needs further exploration. 

Assuming that the fully unrolled design for a 200-tap FIR filter is synthesized at clock 

rate fclk  and let the data rate (throughput) requirements are such that fclk = 50* fsample. 

This implies that 50 clock cycles are available to process one sample. This obviously 

gives a folding factor of 50 and only 4 multiplications and 4 additions are required in 

every cycle to realize an area efficient folded implementation. There are several design 

options available to achieve this. One option is to unroll the inner loop of the code listed 

in code listing 4-1 by a factor of 4. This will require L to be a multiple of 4. Pseudo code 

of representative folding is shown in code listing 4-5. A single trace is again identified in 

this case highlighted in code listing 4-5. 

 

Code Listing 4-5 Folded implementation of FIR filter with four iterations 

 



 

71 
 

Figure 4-3 presents the architecture implementing the code shown in code listing 4-5. It 

is evident from the design that in order to implement four operations in every cycle, the 

design requires to fetch four values of input samples x[n] and four values of the impulse 

response h[k]. Reading eight values from the memory in a single cycle requires multi-

ported memories. These memories are difficult to realize in hardware. This requires 

further exploration of design options that along with providing requisite parallelism also 

reduces the number of operands fetches. In this design, a single trace generates output 

after 50 clock cycles for a 200-tap FIR filter. 

 

Figure 4-3 : A folded architecture implementing four iterations of the inner loop of filter implementation in 

parallel 
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In order to optimize the number of operands fetch, the cross-iteration data reusability 

needs to be considered. This requires analyzing the convolution equation for a number 

of output sequences in order to track the movement of input data and identification of 

traces. Figure 4-4 shows the unrolled FIR filter equation for an 8-tap filter.   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4-4 Set of unrolled convolution equations for a 8-tap FIR filter 

 

 y[00]= h[0]x[00] + h[1]x[-1] +  h[2]x[-2] +  h[3]x[-3] +  h[4]x[-4] +  h[5]x[-5] +  h[6]x[-6] +  h[7]x[-7]
 ------------------------------------------------------------------------------------------------------------------------------
 y[01]= h[0]x[01] + h[1]x[00] + h[2]x[-1] +  h[3]x[-2] +  h[4]x[-3] +  h[5]x[-4] +  h[6]x[-5] +  h[7]x[-6] 
-------------------------------------------------------------------------------------------------------------------------------
 y[02]= h[0]x[02] + h[1]x[01] + h[2]x[00] + h[3]x[-1] +  h[4]x[-2] +  h[5]x[-3] +  h[6]x[-4] +  h[7]x[-5] 
 ------------------------------------------------------------------------------------------------------------------------------
 y[03]= h[0]x[03] + h[1]x[02] + h[2]x[01] + h[3]x[00] + h[4]x[-1] +  h[5]x[-2] +  h[6]x[-3] +  h[7]x[-4] 
-------------------------------------------------------------------------------------------------------------------------------
 y[04]= h[0]x[04] + h[1]x[03] + h[2]x[02] + h[3]x[01] + h[4]x[00] + h[5]x[-1] +  h[6]x[-2] +  h[7]x[-3] 
-------------------------------------------------------------------------------------------------------------------------------
 y[05]= h[0]x[05] + h[1]x[04] + h[2]x[03] + h[3]x[02] + h[4]x[01] + h[5]x[00] + h[6]x[-1] +  h[7]x[-2] 
------------------------------------------------------------------------------------------------------------------------------
 y[06]= h[0]x[06] + h[1]x[05] + h[2]x[04] + h[3]x[03] + h[4]x[02] + h[5]x[01] + h[6]x[00] + h[7]x[-1] 
------------------------------------------------------------------------------------------------------------------------------
 y[07]= h[0]x[07] + h[1]x[06] + h[2]x[05] + h[3]x[04] + h[4]x[03] + h[5]x[02] + h[6]x[01] + h[7]x[00]
------------------------------------------------------------------------------------------------------------------------------
 y[08]= h[0]x[08] + h[1]x[07] + h[2]x[06] + h[3]x[05] + h[4]x[04] + h[5]x[03] + h[6]x[02] + h[7]x[01]
 -----------------------------------------------------------------------------------------------------------------------------
 y[09]= h[0]x[09] + h[1]x[08] + h[2]x[07] + h[3]x[06] + h[4]x[05] + h[5]x[04] + h[6]x[03] + h[7]x[02]
 -----------------------------------------------------------------------------------------------------------------------------
 y[10]= h[0]x[10] + h[1]x[09] + h[2]x[08] + h[3]x[07] + h[4]x[06] + h[5]x[05] + h[6]x[04] + h[7]x[03]
 -----------------------------------------------------------------------------------------------------------------------------
 y[11]= h[0]x[11] + h[1]x[10] + h[2]x[09] + h[3]x[08] + h[4]x[07] + h[5]x[06] + h[6]x[05] + h[7]x[04]
 -----------------------------------------------------------------------------------------------------------------------------
 y[12]= h[0]x[12] + h[1]x[11] + h[2]x[10] + h[3]x[09] + h[4]x[08] + h[5]x[07] + h[6]x[06] + h[7]x[05]
 -----------------------------------------------------------------------------------------------------------------------------
 y[13]= h[0]x[13] + h[1]x[12] + h[2]x[11] + h[3]x[10] + h[4]x[09] + h[5]x[08] + h[6]x[07] + h[7]x[06]
 -----------------------------------------------------------------------------------------------------------------------------
 y[14]= h[0]x[14] + h[1]x[13] + h[2]x[12] + h[3]x[11] + h[4]x[10] + h[5]x[09] + h[6]x[08] + h[7]x[07]
 -----------------------------------------------------------------------------------------------------------------------------
 y[15]= h[0]x[15] + h[1]x[14] + h[2]x[13] + h[3]x[12] + h[4]x[11] + h[5]x[10] + h[6]x[09] + h[7]x[08]
 -----------------------------------------------------------------------------------------------------------------------------
 y[16]= h[0]x[16] + h[1]x[15] + h[2]x[14] + h[3]x[13] + h[4]x[12] + h[5]x[11] + h[6]x[10] + h[7]x[09]
 -----------------------------------------------------------------------------------------------------------------------------
 y[17]= h[0]x[17] + h[1]x[16] + h[2]x[15] + h[3]x[14] + h[4]x[13] + h[5]x[12] + h[6]x[11] + h[7]x[10]
 -----------------------------------------------------------------------------------------------------------------------------
 y[18]= h[0]x[18] + h[1]x[17] + h[2]x[16] + h[3]x[15] + h[4]x[14] + h[5]x[13] + h[6]x[12] + h[7]x[11]
 -----------------------------------------------------------------------------------------------------------------------------
 y[19]= h[0]x[19] + h[1]x[18] + h[2]x[17] + h[3]x[16] + h[4]x[15] + h[5]x[14] + h[6]x[13] + h[7]x[12] 
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In order to exploit cross-iteration data reusability, the convolution equations need to be 

investigated further. Designing for the same number of multipliers and adders as used 

in the design shown in figure 4-3, the repetition of same taps across iterations needs to 

be exploited. This is shown in figure 4-5.  

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4-5 Identification of filter taps reusability in convolution equations 

 

 y[00]= h[0] x[00] + h[1] x[-1] +  h[2] x[-2] +  h[3] x[-3] +  h[4] x[-4] +  h[5] x[-5] +  h[6] x[-6] +  h[7] x[-7] 
 -------------------------------------------------------------------------------------------------------------------------------------
 y[01]= h[0] x[01] + h[1] x[00] + h[2] x[-1] +  h[3 ]x[-2] +  h[4] x[-3] +  h[5] x[-4] +  h[6] x[-5] +  h[7] x[-6] 
--------------------------------------------------------------------------------------------------------------------------------------
 y[02]= h[0] x[02] + h[1] x[01] + h[2] x[00] + h[3] x[-1] +  h[4] x[-2] +  h[5] x[-3] +  h[6] x[-4] +  h[7] x[-5] 
 -------------------------------------------------------------------------------------------------------------------------------------
 y[03]= h[0] x[03] + h[1] x[02] + h[2] x[01] + h[3] x[00] + h[4] x[-1] +  h[5] x[-2] +  h[6] x[-3] +  h[7] x[-4] 
--------------------------------------------------------------------------------------------------------------------------------------
 y[04]= h[0] x[04] + h[1] x[03] + h[2] x[02] + h[3] x[01] + h[4] x[00] + h[5] x[-1] +  h[6] x[-2] +  h[7] x[-3] 
--------------------------------------------------------------------------------------------------------------------------------------
 y[05]= h[0] x[05] + h[1] x[04] + h[2] x[03] + h[3] x[02] + h[4] x[01] + h[5] x[00] + h[6] x[-1] +  h[7] x[-2] 
--------------------------------------------------------------------------------------------------------------------------------------
 y[06]= h[0] x[06] + h[1] x[05] + h[2] x[04] + h[3] x[03] + h[4] x[02] + h[5] x[01] + h[6] x[00] + h[7] x[-1] 
--------------------------------------------------------------------------------------------------------------------------------------
 y[07]= h[0] x[07] + h[1] x[06] + h[2] x[05] + h[3] x[04] + h[4] x[03] + h[5] x[02] + h[6] x[01] + h[7] x[00]
--------------------------------------------------------------------------------------------------------------------------------------
 y[08]= h[0] x[08] + h[1] x[07] + h[2] x[06] + h[3] x[05] + h[4] x[04] + h[5] x[03] + h[6] x[02] + h[7] x[01]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[09]= h[0] x[09] + h[1] x[08] + h[2] x[07] + h[3] x[06] + h[4] x[05] + h[5] x[04] + h[6] x[03] + h[7] x[02]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[10]= h[0] x[10] + h[1] x[09] + h[2] x[08] + h[3] x[07] + h[4] x[06] + h[5] x[05] + h[6] x[04] + h[7] x[03]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[11]= h[0] x[11] + h[1] x[10] + h[2] x[09] + h[3] x[08] + h[4] x[07] + h[5] x[06] + h[6] x[05] + h[7] x[04]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[12]= h[0] x[12] + h[1] x[11] + h[2] x[10] + h[3] x[09] + h[4] x[08] + h[5] x[07] + h[6] x[06] + h[7] x[05]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[13]= h[0] x[13] + h[1] x[12] + h[2] x[11] + h[3] x[10] + h[4] x[09] + h[5] x[08] + h[6] x[07] + h[7] x[06]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[14]= h[0] x[14] + h[1] x[13] + h[2] x[12] + h[3] x[11] + h[4] x[10] + h[5] x[09] + h[6] x[08] + h[7] x[07]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[15]= h[0] x[15] + h[1] x[14] + h[2] x[13] + h[3] x[12] + h[4] x[11] + h[5] x[10] + h[6] x[09] + h[7] x[08]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[16]= h[0] x[16] + h[1] x[15] + h[2] x[14] + h[3] x[13] + h[4] x[12] + h[5] x[11] + h[6] x[10] + h[7] x[09]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[17]= h[0] x[17] + h[1] x[16] + h[2] x[15] + h[3] x[14] + h[4] x[13] + h[5] x[12] + h[6] x[11] + h[7] x[10]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[18]= h[0] x[18] + h[1] x[17] + h[2] x[16] + h[3] x[15] + h[4] x[14] + h[5] x[13] + h[6] x[12] + h[7] x[11]
 -------------------------------------------------------------------------------------------------------------------------------------
 y[19]= h[0] x[19] + h[1] x[18] + h[2] x[17] + h[3 ]x[16] + h[4] x[15] + h[5] x[14] + h[6] x[13] + h[7] x[12]
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As evident from figure 4-5, similar hardware taps are convolved with a sequence of 

input samples. The hardware taps along with the input samples are identified as traces 

and shown in figure 4-6. This identifies the need of partially mapping a set of iterative 

convolution equations in parallel on a hardware as compared to the conventional 

mapping of the convolution equations. The next step is to schedule these parallel traces 

in HW in such a way that would minimize multiple operands fetching from the memories 

and cross-trace data reusability is exploited. 

 

 

Figure 4‐6 Identification of traces in a set of convolution equations 

In this case, the processing will utilize four samples of the unrolled convolution equation 

on the same available hardware resource. To reflect this change in the code listing, the 

outer loop of the equation needs to be unrolled. This is shown in code listing 4-6 where 

the outer loop is unrolled by a factor of 4. The highlighted area in the code identifies four 

parallel traces. The cross iteration dependencies are effectively used in optimizing I/Os.  
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Code Listing 4-6 Trace scheduled FIR filter implementation  

 

As can be realized, the outer loop is now unrolled and four consecutive values of the 

output sample y[n] are computed. These four values use the same sample of impulse 

response h[k] and four tapped delay line samples of input signal x[n].  

In order to maintain the sequence of the delay line, four registers are introduced to latch 

the input samples after every four cycles. These latched input samples are reloaded into 

the delay line when the next set of four output samples is calculated. The additional 

hardware in design corresponds to fix-up code in the actual concept of trace scheduling 

methodology (section 3-2). The memory pointer for reading input samples is also re-
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aligned with the latched input samples. The idea is explained in figure 4-7 for an 8-tap 

FIR filter.   

 

Figure 4-7 Latching and loading of input sequence to maintain tap delay line 

 

The resultant architecture of the code listing 4-6 is shown in figure 4-8 where identified 

traces are mapped on the designed hardware such that same hardware resources are 

used and multiple operands fetches are also reduced. The shaded area in the figure 4-8 



 

77 
 

shows four parallel traces in the design. The dashed line shows regions of data 

reusability. As can be seen, this design is much superior and novel as compared to the 

previous design. This design fetches single input and single coefficients per cycle as 

compared to four input samples and four coefficients in a single cycle in the previous 

design. Both designs give same throughput. This design scales to any level of 

parallelism as it only requires fetching one input sample and one sample of the impulse 

response.  

 

-

 

Figure 4-8 Modified trace scheduled FIR filter  
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4.2 Summary  
In this chapter, it is established from the design of FIR filter shown in figure 4-8 that the 

concept of trace scheduling used for VLIW machines adds a new dimension for 

designers towards efficient hardware design. The compilers based on trace scheduling 

methodology exploit instruction level parallelism and schedule instructions on the 

processor which can be executed in parallel. In this case, the underlying hardware 

(processor) is fixed. Using the concept of trace scheduling in designing application 

specific devices or mapping algorithms on reconfigurable devices, the identification of 

traces and designing hardware around identified traces lead to optimal hardware 

design.  

This technique can be generalized for applications that implement an algorithm in 

nested loops. These loops offer iteration and across iteration parallelism through trace 

identification. The technique asserts that data reusability must be given prime 

importance while exploiting parallelism. For time shared architecture, the exploration is 

performed by unrolling different loops and identifying traces that offers maximum 

parallelism with data reuse. 

This technique is used for extracting design details for a Peak Sorter module and 

mapping AES algorithm on HW for high data rate applications.     
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Chapter 5 Trace Scheduling based Optimization 
of Navigation System Component 
 

Navigation is the process to read, control and guide the movement of a moving object 

from source to destination. The moving object could be a vessel, vehicle or an aircraft. 

Navigation dates back to older ages where navigation was done using the appearance 

and direction of the stars. People used to navigate by means of mountains, trees, or 

leaving trails of stones as landmarks. In modern ages, different navigation schemes and 

techniques have been widely in use. This includes dead reckoning, celestial, radio, 

radar and satellite navigation.  

 Aerial navigation is one of the navigation system applications where sophisticated 

signal processing techniques are employed. Unmanned Aerial Vehicles (UAVs) depend 

heavily on some sort of navigation system which could guide the unmanned vehicle 

from its source to the destination. This is also true for different cruise missile systems 

also loaded with sophisticated autonomous navigation system. Navigation systems 

used in mission critical applications have seen tremendous improvement over time but 

still offers room for research.  

Standard UAVs use Global Position System (GPS) based navigation system. This is 

normally fused with inertial sensors (INS). GPS signals have been found prone to multi 

path reflections [1]. They are also vulnerable to jamming frequencies. The use of INS 

alone in the absence of secondary navigation introduces drifts in time making it 

unusable for navigation and guidance. Different research based techniques have been 
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cited in literature [3-8] where effective use of image processing techniques and data 

correlation methods have been used to navigate a flying vessel during mid-course to 

terminal trajectory.  

In this chapter, two navigation techniques are presented where data correlation and 

image correlation based guidance is achieved. After introducing the two navigation 

methods, the chapter briefly describes the generic design for the implementation of the 

two navigation methods. The use of Peak Sorter module in the two schemes is 

highlighted along with the design challenges. The application of proposed trace based 

scheduling is then applied to the Peak Sorter module to extract novel and effective 

hardware design details. 

In modern aerospace warfare, the following two navigation techniques are effectively 

used in UAV and cruise missile technology. They are: 

• Terrain Contour Matching (TERCOM) 

• Digital Scene Matching Area Correlation (DSMAC)    

These are briefly described in the following sections. 

5.1 TERCOM 
Terrain Contour matching (TERCOM) is defined as the process of finding out the 

location of the flying vehicle through high speed computations using the profile of the 

terrain over which the vehicle is flying [2]. It was first patented in 1958. It is also known 

as the correlation guidance as the comparison is made between the features of the 

profile of the terrain over which the vehicle is flying and the pre-stored features of the 
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planned trajectory. These pre-stored features are obtained by measuring the terrain of 

interest prior to the mission flight. These terrain contour features are then stored in the 

onboard computer of the flying vehicle. The height of the terrain forms the basis of 

TERCOM comparison i.e. the pre-stored features of the terrain and the measured 

features are based on terrain height. These features are stored in the form of a 

horizontal matrix based on the elevation of the terrain of interest. Each map is then 

divided into equal size squares such that each square would represent the average 

height of that region of the terrain encompassed by that square. Similarly all squares will 

be replaced by the measured elevation numbers of the terrain of interest. This 

constitutes the “horizontal matrix” and is stored in the onboard computer of the flying 

vehicle. The profile of the terrain underneath is captured by a sophisticated data 

acquisition system composed of Radar and Barometric Altimeter. These are also known 

as Radar Terrain Sensor (RTS) and Reference Altitude Sensor (RAS) respectively. The 

radar altimeter works by sending radio waves towards the terrain and calculating the 

time the waves are received back after reflection from the ground. This time is used in 

calculating the altitude of the flying vehicle on which the RAS is mounted. In barometric 

altimeter, the atmospheric pressure is used to determine the altitude over a terrain, 

since the atmospheric pressure varies with the altitude. As the flying vehicle reaches the 

matrix area, the profile of the terrain beneath the flying vehicle is obtained by the 

combination of the two altimeters, each giving its output at specific intervals. These real 

time actual data values are then correlated with the pre-stored feature set values which 

then provide the position location. The comparison results are then used to instruct the 

autopilot mechanism of the flying vehicle to put it back to the intended trajectory path. 
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This correction takes place periodically based on the comparison results. The flying 

vehicles equipped with TERCOM functionality carry data processors/ correlators which 

correlate the measured terrain profile with stored data to obtain the best estimate of the 

position. The determination of air vehicle position by means of terrain contour matching 

involves three basic steps; 

5.1.1 Mission Planning 

 Mission planning is the process which takes place prior to any guided flight. It is also 

known as Data Preparation stage where the maps of the area of interest are acquired 

either using topographic charts or stereo aerial photographs. These maps are then 

digitized and converted into an array of horizontal boxes. Each box is then replaced with 

discrete average terrain height with respect to the mean sea level. The size of the 

horizontal array matrix box corresponds to the resolution of the cell size. The digitized 

map is then stored in the onboard computer memory of the flying vehicle. This is shown 

in figure 5-1. 

 

Figure 5-1 Data preparation (adapted from [2]) 
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5.1.2 Data Sampling 

In this step, the altitude of the vehicle flying over a terrain is obtained by sampling the 

altitude using the radar altimeter at uniform intervals equal to the cell size of the discrete 

map obtained in the mission planning stage. In addition to this, readings for vehicle 

altitude with reference to sea level are also obtained at the same sampling intervals by 

using the barometric altimeter and vertical accelerometer. The combination of the two 

readings is used to give the altitude of the flying vehicle over the terrain with respect to 

the sea level. Typically, data acquisition consists of 64 samples coincident with the line 

of vehicle flight such that each sample is taken at 400 ft (122 Meters) covering the 

length of 7.78 Km strip of terrain [2] 

 

Figure 5-2 Data acquisition (adapted from [2]) 

 

5.1.3 Data Correlation 

 In this step of the terrain contour matching, the acquired data and the digitized map 

data are correlated to get the highest similarity along the columns. The column which 

matches with highest correlation is the trajectory of the terrain where the vehicle has 
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flown. Normally this should be center column of the acquired samples file, assuming no 

navigation error. In case the correlating column is other than the center column, 

distance from the center column using the cross-track and along-track errors is 

computed which is used by the computer to correct the trajectory of the flying vehicle 

such that the center column becomes the steering track. All this happens in real time as 

the flying vehicle has to be kept on the intended track all the time and any delay here 

would allow the vehicle to go beyond controllable bounds. The most computational 

efficient correlation technique used in this type of navigation system is the Mean 

Absolute Difference (MAD) [2]. 
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Figure 5-3 Data correlation (adapted from [2]) 
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Figure 5-4 TERCOM system block diagram [2]  

 

TERCOM system described above is represented in figure 5-4. A sorter is placed in the 

system which sorts the maximum correlation values achieved from the data correlation 

block in a predefined order. These values are then read out by the position estimation 

block which based on the similarity of the sorted values determine the position of the 

flying vehicle as per mission planned. 
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5.2 DSMAC 
Digital Scene Matching Area Correlator (DSMAC) is a terminal stage guidance system 

where terminal phase area imagery is compared with preloaded satellite imagery that 

the low flying high-speed aerial vehicle carries in its memory. Like TERCOM, DSMAC is 

also a computationally intensive process which requires high speed correlation between 

reference and aerial images. The accuracy of position estimation is entirely dependent 

on the image registration technique used to locate the aerial image on the vast area of 

reference image. The selected algorithm is based on binary image correlation that 

correlates the binarized aerial image with the binarized reference image.  

Onboard Position Estimator (OPE) estimates the position of the aerial vehicle by 

locating the position of the aerial image acquired by the onboard camera on a reference 

satellite image. The estimation is done by high speed normalized cross correlation of 

smaller size aerial image, with reference image. During this process the aerial image is 

moved over the entire reference image for finding high surface similarities in the form of 

resultant correlation peaks. Figure 5-4 and 5-5 shows the cross correlation operation 

used in DSMAC. 

For every aerial image that is cross correlated with the reference image, there will be 

correlation peaks based on the sizes of the aerial image and reference image and the 

level of similarity between the two images. These peaks are sorted in the order of high 

similarity by a sorting mechanism. These sorted peaks are then accumulated to find out 

the accumulative similarity surface peak in the reference image. This is shown in figure 

5-7. 
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Figure 5-5 Cross Correlation between aerial image and Reference Image 

 

 

 

 

Figure 5-6 Aerial and reference image cross correlation- Similarity surface peaks 
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Figure 5-8 DSMAC- Generic block level diagram 

  

5.3 High Speed Correlation Sorter 
As the name implies, the basic functionality of a sorter is to arrange data values in a 

pre-determined order. In any sorter algorithm development, the main emphasis has 

always been on the efficiency of the sorter algorithm in terms of time and output. In the 

field of computer sciences, data structures and mathematics, different types of sorter 

implementations exist namely bubble sort, selection sort, insertion sort, shell sort, comb 

sort, heap sort, merge sort, quick sort, counting sort, bucket sort, radix sort and 

distribution sort etc. Software implementations of sorter algorithms have always been a 
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challenge; this becomes a greater challenge when these sorting algorithms have to be 

designed for high throughput applications in hardware. 

5.4 Peak Sorter in TERCOM and DSMAC 
As identified in the previous sections, a peak sorter is a critical component of TERCOM 

and DSMAC hardware designs. In both the systems the peak sorter is fed with different 

correlation values at a very fast data rate. The peak sorter arranges the incoming peak 

values in memory in a descending order. Once all the values are sorted in the sorter 

output memory, the next module of the design reads out the sorter values for further 

processing. 

In order to achieve the requirements identified for the peak sorter module, an analysis is 

initially done to identify the bottlenecks in mapping the peak sorter module on hardware 

efficiently. First the generic design is presented and analyzed critically which is then 

introduced to devised trace scheduling methodology to extract optimal design details. 

In order to arrange the correlation peak values in descending order in a memory, the 

incoming peak value need to be first compared with all the stored values in memory. 

Assuming the memory used for storing correlation peak values is a high speed access 

RAM, this would require N cycles to perform the comparisons where N is the number of 

peak values stored in the memory. Every stored value will be fetched from the memory 

and compared with the new peak value. Each memory access will take single cycle. 

Nevertheless, after comparisons, the new value, if greater or equal to any of the stored 

values has to be updated in the memory. Since the peak values have to be placed in 

descending order, the last memory content will carry the smallest peak value. In order to 
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place the new peak value in the sorter memory, all memory contents starting from the 

location where the new peak value will be inserted will be read out one by one in 

temporary buffers and written in the lower memory locations. The worst case scenario 

will take (N*2)-1 cycles to update the memory with a new peak value where N is the 

number of total correlation peak values stored in the memory. A situation where 

incoming peak values are appearing at a high rate to be sorted and then stored, such 

scheme will not be acceptable as the cycle budget is too high for an application where 

high speed computation is in demand. In this example, the worst case scenario will take 

N+(N*2)-1 cycles to store a peak value in a memory in a sorted order. This scheme is 

represented in figures 5-9 to 5-13. The peak values, depending on the algorithm used 

and precision required, could be based on high bit vales (>32bit). 

 

Figure 5-9 Peak values sorted in RAM 
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Figure 5-10 Incoming peak value  

 

 

Figure 5-11 Comparison operations for incoming peak value 
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Figure 5-12 Incoming peak value registration and shifting of memory 

 

 

Figure 5-13 Updated peak memory 

 

To improve the timing performance of the peak sorter function and extract efficient 

hardware design details, the concept of trace scheduling methodology is applied on the 

peak sorter module as demonstrated in chapter 4. The very first step in trace scheduling 

as generalized in chapter 4 is to identify traces in the process.  As shown in figure 5-9 to 

5-13, the major operations identified in sorting peak values are comparing peak value 
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with sorted values, reading out the sorted values from memory into temporary buffers 

and updating the memory with new peak value while maintaining the sorting order of the 

memory. These operations are identified as independent traces based on the similar 

pattern of the operations. Figure 5-14 and 5-15 show the identified traces.  

 

Figure 5-14 Comparison operations identified as traces 

 

 

Figure 5-15 Read write operations identified as traces 
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.  

Working towards mapping these traces, the identified operations are exploited for 

parallelism where peak values stored in memory can be compared in parallel along with 

memory read and write operations. The latter two operations can be performed together 

in parallel (shift operation) if operated upon a shift register. The same shift register can 

also be modified to provide the stored values at every register output all the time. Using 

these extracted design details, the peak sorter memory instead of being mapped on an 

external RAM can be designed as a shift register in hardware where comparisons can 

be made in parallel and shifting can be achieved in a single cycle. This is shown in 

figure 5-16.   

 

Figure 5-16 Mapping of identified traces on shift register 

 

Using the shift register implementation of the sorter memory, the read operations are 

adjusted in parallel as all outputs are available at the register ports. Comparisons can 
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be done in parallel as all peak values are available at register outputs, the write traces 

are accommodated as single cycle shift operations of the shift register. All registers will 

have input ports so that the new peak value may be written to any of the register.  

Correlation peak values are represented as high bit values (>40 bits) for precision and 

the number of values to be stored in memory are large (> 128 values), the option of 

having a shift register in hardware is very expensive in terms of hardware resources. To 

store 128 peak values, each 40-bits wide, a memory of 5120 bits (128x40 bits) is 

required. The same if mapped on a configurable device like FPGAs would require 5120 

flip flops. This shows that the mapping of traces on a shift register based memory is 

resource hungry and not feasible for configurable devices. In order to cut down 

hardware resources, rescheduling of the traces is required. The concept of indirect 

addressing is introduced in the scheme and analyzed for identified trace scheduling. 

Instead of storing the peak values, the pointers (addresses) to peak values are stored in 

a memory (shift register) whereas the actual peak values are stored in external RAM. 

The pointers to peak values will be sorted in descending order where the first location of 

the memory will point to the highest peak value in the external RAM. Similarly the 

second location of the shift register will point to the memory location of the external 

RAM holding the second highest peak value. The last location of the shift register will 

hold the address of the smallest peak value in the external RAM. For storing pointers to 

128 peak values, 128 locations are required which can be addressed in 7 bits. The 

resulting shift register will be composed of 896 bits (128*7 bits) as compared to 5120 

bits which saves 5 times the hardware resources. However moving the peak values 

back to external RAM will force single write/read of the RAM for comparison operations. 
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In order to reduce the cycle count for read/comparison operations, the concept of Binary 

Search Tree is explored. Binary Search Tree (BST) is a node-based binary tree search 

algorithm which traverses from node to node to hit the data structure under search [9-

10]. The read traces are mapped on the shift register using BST algorithm. This cuts 

down the read and comparison operations to M (2M=N) as compared to N, where N is 

the depth of the shift register. In case of 128 peak values, there will be 7 

read/comparison operations as compared to 128 such operations. The pseudo code for 

this implementation is shown in code listing 5-1 for 16 peak values. The hardware 

implementation is explained in section 5-5 of the chapter. 
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Code Listing 5-1 Trace based peak sorter algorithm 
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5.5 Hardware mapping of Peak Sorter 
Assuming 128 peak values to be sorted, each 40 bits wide, the major components for a 

trace based peak sorter hardware design are: 

1. Index Register 7 x 128 

2. External RAM 40 x 128 

3. Shift Enable Unit 

4. Address Generation Unit 

5. Controller 

5.5.1 Index Register 7 x 128 

The index register will be used to store addresses for maximum peak values stored in 

RAM in a manner mentioned above. This is shown in figure 5-17. The index register will 

be composed of flip flops with shift capability. An interface can be provided to access 

the index register externally asynchronously. 
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Figure 5-17 Index register and RAM 

 

5.5.2 External RAM 40 x 128 

A 40x128 bits wide external RAM will be required to hold peak values. It is preferred to 

have this memory as an off-chip on-board standard memory.  

5.5.3 Address Generation Unit 

This unit will map the read traces on the index register. It will generate addresses for the 

index register in a manner used in binary search tree. . It will be composed of an 

adder/subtractor in an accumulator mode. An offset register holding the offset address 

is fed as an input to the adder or subtractor module. On each clock cycle, the value 

stored in the offset register is reduced in powers of 2 starting from the middle of the 
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memory location address (in case of 128 peak values the offset values will be 64, 32, 

16, 8, 4, 2, 1).  

 On every clock pulse, the two inputs to the adder/ subtractor module are either added 

or subtracted leading to the index register address. The generated address is then used 

to access the index register to access the direct address for the RAM. Figure 5-18 

shows the address generation unit and its sub modules. The flow of address generation 

for 16-deep memory is shown in figure 5-19. 

 

 

Figure 5-18 Address Generation Unit 
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Figure 5-19 Binary Search Tree for 16-deep memory contents 

 

5.5.4 Shift Enable Unit 

This module will generate shift enable signals for the index register. This is done using 

the final address value of the index register. The address value will be fed into a 

decoder which generates shift enable signals. The number of enable signals asserted 

will be equal to the numeric value of the address value of index register. For example, if 

the last index register address is 0x07, then there will be 7 enable signals asserted 

(from 0-6) and the rest will all remain de-asserted. 

5.5.5 Controller 

A controller can be used to manage different operations taking place in the peak sorter 

module. The prime responsibilities of the controller will be to assert control signals for 

different units at different states. The controller will be responsible for generating RAM 
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and Index register fetches, direct address, initiating write transactions into RAM and into 

index register. 

The trace based peak sorter module will be initiated on receiving a start pulse. In case 

of 128 peak values, the 7- bit offset register inside the AGU is reset with 0x40 (64 dec) 

value on receiving the start pulse. The value in the offset register is reduced on every 

clock pulse with powers of two (64, 32, 16, 8, 4, 2 and 1). This offset register is fed into 

an adder/subtractor module. The new offset value will be added or subtracted from the 

previous result of the adder/subtractor module.  

 

 

Figure 5-20 Trace based peak sorter- Top Level 

 

The top-level block diagram of the trace based peak sorter module is shown in figure 5-

20. On every clock pulse after the start pulse, the index register is accessed through the 
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address generated by the AGU. The value residing at these addresses are the RAM 

addresses pointing to different locations inside RAM holding maximum peak values. 

The following two statements will clearly describe the relationship between the indirect 

and direct addresses. 

DirectAddress  = IndexRegister[indirectAddress] 
StoredValue     = RAM[DirectAddress] 
 

The 40-bit value read from the RAM is then compared with the new peak value. If the 

new value is greater than the one in RAM, a control signal is generated which will tell 

the AGU to subtract the offset register value from the previously generated address. If 

the new peak value is less than the stored value, the control signal is asserted and the 

offset register value and the previously generated address are added together to 

generate the new index register address. When the new peak value is greater than the 

stored value, the generated index address decreases in value and the index register is 

accessed using higher addresses. In case of 128 peak values, there will be seven such 

iterations. At the end of the seventh iteration, the new value is written inside the RAM 

based on the sorted location. After writing the new value inside RAM, the index register 

is also updated with the address value where the new peak value is written inside RAM. 

For every incoming peak value, the same process will be repeated and after 7 

iterations, the new peak value will be written into the peak sorer memory. It is evident 

that the design of the peak sorter module using trace scheduling is much superior to the 

orthodox peak sorter design presented earlier. 
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5.6 Summary 
In this chapter, a critical component used in mission critical applications like TERCOM 

and DSMAC is presented for design improvements and details.  It is shown that the 

orthodox implementation of the peak sorter module will not work for such high speed 

applications where sequential access memories are used for sorting peak values. In this 

design, sorting is done based on comparisons between the new peak value and the 

stored values in the memory. Due to single cycle memory read/ write operations, each 

comparison takes a single cycle which amounts to a large cycle budget when the 

number of peak values to be sorted is high. Updating peak sorter memory with the new 

peak value will also amount to excessive cycles as the sorting of the existing peak 

values need to be maintained. In order to extract design details for an efficient peak 

sorter module, the trace scheduling methodology is applied on the design problem. 

Identifying read, write and comparison operations as traces and mapping the traces 

around an architecture resulted in a shift register based index register holding pointers 

to peak values stored in RAM. Indirect addressing in binary search tree mode is used to 

access peak values via indirect addressing of index register. The new design cuts down 

operational cycles and is efficient in memory usage. 

The performance results for the trace scheduling based peak sorter module is 

presented in chapter 7 of the thesis. 
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Chapter 6 Trace Scheduling based Advanced 
Encryption Standard (AES) 

6.1 Introduction 
Efficient software and hardware implementations of Advanced Encryption Standard 

(AES) have been a topic of considerable interest in the research community [1-4], [10-

11]. For data rates in the ranges of Gbps, hardware implementations have always been 

better suited than software implementations. Importance of encryption cannot be denied 

in military applications (radio, data communication, UAV, navigation etc). In many such 

military applications, AES has been widely in use. Encryption in military applications is 

preferred to be implemented in hardware as compared to software as software 

implementation is prone to be bypassed or corrupted. In this chapter of the dissertation, 

an implementation of architectural transformation technique for mapping word bit wide 

AES algorithm to byte vector serial architecture is presented for low power area efficient 

hardware design. The idea is to divide the input word to several bytes and then trace 

each byte for extracting architectural transformation. The concept of trace scheduling is 

also applied on part of the AES algorithm for architectural transformation.  

  

6.2 Introduction to AES 
In 1997, The National Institute of Standards and Technology (NIST) started an effort 

towards developing a new encryption standard, called the Advanced Encryption 

Standard (AES). In November 2001, NIST accepted a new standard Rijndael [5-7] as 
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Advanced Encryption Standard amongst MARS, RC6, Serpent and Twofish proposals.   

AES is a 32-bit iterative and a block cipher algorithm [7]. As per the standard, AES 

accepts plain text as a fixed block size of 16-bytes represented as a matrix. The input 

block is called the ‘state’. AES works with three cipher key sizes (128, 192 and 256 

bits). The keys are composed of 32-bit words represented as Nk, where Nk is 4, 6 or 8 

for 128, 192 and 256 bits key respectively.  The input state is represented as four 

columns, each column having 32-bits of the input state matrix. Each column is 

represented as Nb where Nb is 4 for all supported key sizes. The 128-bits of the input 

data in a state matrix is arranged in a way such that the first byte of the input data is 

placed in the left top of the matrix followed by the remaining three bytes of the first 

column. Similarly the rest of the columns are filled by the remaining data bytes of the 

plain text. The byte arrangement of the state matrix is shown in figure 6-1. 

 

Figure 6-1 State Matrix 

 

AES is defined as an iterative block cipher algorithm. Fixed operations are repeated on 

the state matrix iteratively as defined in the algorithm. The number of iterations is 

represented as Nr which is a function of the cipher key size. Nr is 10, 12 or 14 for 128, 

192 and 256-bits cipher key size respectively. 
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There are two distinct parts in the AES algorithm. They are: 

• Data transformation 

• Key schedule 

 Data transformation is that part of the algorithm where input data is either transformed 

into encrypted data or decoded to the original data during encryption and decryption 

respectively. There are four operations in data transformation phase during encryption 

or decryption: 

• Add Round Key  (ARK), 

• Byte Substitution (BS),  

• Shift Rows (SR) and  

• Mix Columns (MC) 

The four operations are performed in a defined sequence during encryption. The same 

operations are performed in the reverse order during decryption with the inverse 

versions of these operations. The AES algorithm flow for encryption and decryption is 

shown in figure 6-2. 

6.2.1 Add Round Key 

Add round key (ARK) transforms the input data by XORing 128-bits of the plain text with 

128 bits of the expanded cipher key in the first iteration of the algorithm. In subsequent 

iterations, the partially processed data is XORed with the expanded cipher key. ARK is 

considered to be a self-inverting transformation. 
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Figure 6-2 AES algorithm flow graph 

 

6.2.2 Byte Substitution 

In this transformation stage, every output byte of the ARK stage is replaced by a byte 

stored in a lookup table. The lookup table is called the S-Box which is a 256-entry table. 
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Each entry is a byte which is composed of the multiplicative inverse of the Galois field 

GF(28) having irreducible polynomial m(x) = x8+x4+x2+x+1. During this transformation 

stage, every byte is replaced with its multiplicative inverse in GF(28) having the element 

{00} mapped onto itself. This is then followed by the affine transformation over GF(28). 

During decryption, the inverse of the affine transformation is done in the byte 

substitution stage followed by the similar inversion used in the byte substitution stage 

during encryption. In decryption, every byte of the output from the inverse shift row 

stage is replaced by the values stored in S-box. 

6.2.3 Shift Rows 

In this stage, the state matrix is circularly shifted in a manner such that the first row of 

the state matrix gets a 0 byte rotation towards right. The second row gets a 1 byte 

circular shift, third row is circularly shifted 2 bytes and the last row gets a 3 byte circular 

shift towards right. The scheme is presented in figure 6-3. 

 

Figure 6-3 State matrix before shift row (S) and after shift row (S`) 
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6.2.4 Mix Columns 

During the Mix Column (MC) transformation, each column of the state matrix is treated 

as a four-term polynomial. Each column is multiplied by a matrix with fixed multiplier 

constants represented in finite field GF(28). The inverse mix column stage in decryption 

is different from the mix column stage in encryption by the use of different multiplier 

constants. The mix column and inverse mix column matrices with fixed multiplier 

constants are shown in figure 6-4 

  

 

Figure 6-4 Mix column and Inv mix column arrangements 

 

6.2.5 Key Schedule 

Key schedule is an independent stage in AES algorithm where the cipher key is 

expanded into a key stream of 32-bit words (4Nr + 4) for Nr = 10, 12 or 14. The 

expanded keys are then used during encryption or decryption. The pseudo code for Key 

Schedule [7] is presented in Appendix A.  
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6.3 Related Work 
A variety of AES architectures have been reported for both FPGAs and ASICs. The 

features of the reported designs include: 

(i) Intensively pipelined architectures for high throughput applications 

(ii) On-the-fly key generation for avoiding key storage 

(iii) Efficient S-box implementations  

(iv) Memory-less solutions  

Fully parallel architecture designs for 128-bit datapath have also been reported offering 

high throughputs at the expense of significant hardware resources. Recent research 

work for AES implementation has focused on small footprint and compact AES solutions 

to address applications in consumer electronics targeting low power and low cost 

devices.       

An area optimized AES encryptor on a reconfigurable device is presented in [8]. In this 

design, the S-box implementation is achieved by mapping the S-box table using 

composite field arithmetic. The S-box is implemented using combinational logic for area 

optimization. The design is capable of processing data with all supported key lengths. It 

lacks efficient utilization of FPGA hardware resources as the reported gate count to 

implement this design is more than 21K on Virtex xcv1000 device from Xilinx.  

A reduced datapath AES design is reported in [9]. The 8-bit AES architecture uses 

embedded memory devices available in the FPGA to store round keys and S-box table 

entries. The use of memory devices replaces the hardware required to implement key 

schedule and S-box as the round keys and S-box entries are stored inside FPGA 

memories. A circuitry is used to fetch the stored keys from the memory and distribute 
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them during encryption and decryption processes. The use of embedded memories 

makes the design memory intensive. The design is implemented on Flex 10k20 FPGA 

from Altera and utilizes 957 logic elements.  

A 64-bit datapath version of the AES architecture with internal pipelining is presented in 

[10] by Mónica Liberatori. The architecture uses 8 S-box implementations. It uses on-

the-fly key generation and does not require any memory to store round keys. The 64-bit 

internal datapath is converted into 128-bit datapath in the mix column stage to obtain 

results in a single cycle. The number of logic resources reported for this architecture is 

822 slices for the encryption module implementation when mapped on Spartan 3 

xc3x200 device from Xilinx. 

Two architectures of AES are presented in [11] implemented as sequential and 

pipelined designs. A memory less solutions is obtained in the sequential design of the 

AES algorithm. This makes the design highly portable as it can be virtually mapped on 

any FPGA device with no dependency of the FPGA embedded resources. Since the 

design is sequential in nature, the number of logic resources required to implement this 

solution is 2744 configurable logic block (CLB) slices. The design offers a sustained 

throughput of 258.5 Mbps. The pipelined version of the same design utilizes 2136 CLB 

slices offering throughput in the range of 2.868 Gbps. The latter uses 100 Block 

SelectRAMs (BRAMs) available as embedded FPGA memories which makes it a 

memory intensive design. The sequential and the pipelined versions are implemented 

on Virtex E family of the Xilinx FPGA devices (xcv812). 

AES designs reported by Chodwiec [12] and Rouvroy [13] are amongst area efficient 

FPGA designs to the best of author’s knowledge. The design presented in [12] uses 222 
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slices of the Spartan 2 xc2s30-6 FPGA device from Xilinx whereas the design in [13] 

utilizes 163 slices on Spartan 3 xc3s50-4 FPGA device.  

The design presented in [14] is yet another compact and interesting AES architecture. 

The design is implemented as an Application Specific Instruction Processor (ASIP) with 

the capability of performing encryption and decryption processes through the same 

module. The architecture is based on 8-bit datapath and uses only 128-bit cipher key 

length. The design obtains area optimization by implementing S-box using existing 

composite field arithmetic. It uses considerably low amount of FPGA resources when 

mapped on one of the smallest FPGA device from Xilinx (Spartan 2 xc2s15). The 

number of reported logic resources utilized by this design is 262 slices.      

The design presented in [15] is author’s initial research work which transforms the 32-bit 

AES algorithm to 8-bit through architectural transformation. The work presents an 

efficient hardware implementation for the encryption process. The shift row stage in the 

AES algorithm is skipped in this design by accepting the plain text as input in a row 

shifted format. The intermediate results are written back in the memory in a row shifted 

manner maintaining the data coherency in subsequent iterations as described in the 

algorithm. There is no dedicated Rotate Word (RW) data transformation hardware used 

in this design and the hardware for the mix column stage is re-used to implement the 

rotate word stage. A high degree of hardware re-usability results in a complex controller 

in this design. However, the amount of logic resources utilized to implement this 

architecture is still low and amounts to 337 slices when mapped on a Virtex 2 xc2v1000-

6 FPGA device from Xilinx. The design uses two embedded memory blocks of the 

FPGA.  
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6.4 AES‐8 Architecture 
AES is a 32-bit algorithm that requires 4 S-box implementations in parallel for the byte 

substitution stage. S-box is an 8-bit lookup table and combining four of them in parallel 

would substitute a 32-bit word in parallel. The transformations stages add round key, 

mix column and shift row are all 32-bit operations. To implement these transformation 

stages as 32-bit operations, all memories, buses, registers and datapath have to be 32-

bit wide. As a result of this, the 32-bit AES architecture is rich in hardware resource 

utilization and power consumption. Figure 6-5 shows the conceptual 32-bit AES 

architecture.  
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Figure 6-5 32-bit AES design 

 

In this research work, the 32-bit AES architecture is reduced to a novel 8-bit architecture 

using architectural transformation. The number of S-box required in this architecture is 

reduced to one as compared to four as used in the original 32-bit architecture. This is a 

significant saving in area. An effective method for reducing the required hardware is 

iterative looping structure [16] which is applicable on algorithms based on iterations. In 

this scheme, the hardware is designed for a single iteration of the algorithm and the rest 
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of the loops are performed on the same hardware iteratively. A similar scheme is used 

for the 8-bit AES architecture in this research work. Memory elements are the most 

power consuming blocks in VLSI and reduction of memory elements produces 

significant savings in power consumption of the overall architecture. The proposed 

design is highly optimal in memory usage as it only uses a single embedded memory 

block of the FPGA for storing round keys. A theoretical representation of the proposed 

AES architecture is shown in figure 6-6. The datapath is kept 8-bits wide throughout the 

architecture.  

 

Figure 6-6 8-bit AES flow graph 

 

A variety of commercial and cited AES architecture designs use separate hardware 

module to implement key scheduling. Some architectures are found with on-the-fly key 

generation capability where key scheduling takes place in parallel to the encryption or 

decryption process. Both schemes infer additional hardware resources to the overall 

AES design. One of the outcomes of this research work is a novel AES architecture with 

the capability to reuse the same encryption or decryption hardware for key scheduling. 
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This completely eliminates the requirement of a separate hardware unit to implement 

key scheduling. Since the proposed design is based on an 8-bit architecture and all the 

internal buses, registers, memory and datapath are kept 8-bits wide, the architecture is 

named AES-8 in this dissertation.   

An in-depth analysis of the AES algorithm reveals that the three distinct processes in 

the algorithm (key scheduling, encryption and decryption) share common transformation 

stages with few exceptions. The research work exploits this property of the algorithm 

such that a unified architecture is designed. In order to do that, two independent 

architectures are designed for key scheduling and encryption. The two architectures are 

shown in figure 6-7 and figure 6-8 for key scheduling and encryption respectively.  

 

Figure 6-7 Key scheduling architecture for 8-bit AES 
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Figure 6-8 Encryption architecture for 8-bit AES 

 

Due to the presence of the common features in the two designs, the two are merged to 

form a unified architecture such that the transformation stages which are common in the 

two processes are reused between key scheduling and encryption without adding any 

additional redundant hardware resources. The resultant unified architecture with 8-bit 

datapath is shown in figure 6-9 supporting key scheduling and encryption. The 

counterpart 8-bit architecture for decryption with key scheduling inherits the same 

design flow with the inverse hardware versions of  add round key, byte substitution and 

mix column stages.   

 The resultant AES-8 architecture can be divided into three distinct parts: 

• Controller (State Machine) 

• Dual port 8-bit embedded memory 

• 8-bit datapath  
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The three parts of the AES-8 architecture are described in detail in the following 

sections of the dissertation.  

  

Figure 6-9 Unified AES architecture supporting key scheduling and encryption 

 

6.4.1 AES‐8 Controller 

A compact state machine based controller is designed for the AES-8 architecture which 

is used to switch the design seamlessly between key scheduling and encryption. At one 

time, the architecture is either running key scheduling process to generate round keys 
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or encryption. Due to high degree of reusability of transformation stages between key 

schedule and encryption, different multiplexers are inserted in the datapath to 

channelize the data appropriately during the two processes. Different control signals are 

generated from the controller to drive the datapath. These control signals are used in 

multiplexers, key expansion (key scheduling) and encryption (or decryption). The 

controller also generates addresses for the embedded memory block to read and store 

cipher and round keys. AES-8 controller is counter based controller, a significant 

improvement when compared with the initial research work presented in [15] which 

used a complex controller based on two sub controllers. One of the sub controllers was 

designed as a hard-wired state machine whereas the other was a micro-coded state 

machine.    

Some of the cited AES architectures have the capability of performing encryption and 

decryption in the same module. This is achieved by embedding significant switching 

logic between components of the two processes. This usually leads to a complex 

controller design for such designs. The controller in the proposed design keeps track of 

the events during key scheduling and encryption (or decryption) by virtue of a counter. 

Control signals are asserted and de-asserted at different values of the counter as it 

increments and the data movement takes place accordingly. The controller sequences 

the data for initial transformation, main loop rounds and terminal round of the algorithm 

using the 8-bit datapath of the AES-8 architecture.    

    

6.4.2 Memory 

The AES-8 architecture uses a single embedded memory element inside FPGA for 
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storing round keys. The memory used is a dual port 8-bit memory for reading and 

writing operations simultaneously. This is an improvement over the initial research work 

presented in [15] where two embedded memory blocks were used for storing plain text 

and round keys. The input state matrix is provided to the AES-8 architecture as one 

byte at a time which is sampled by the AES-8 architecture using control and interface 

signals. AES-8 takes 16 cycles to sample the input state matrix. The intermediate 

results of different rounds are not stored in AES-8. These results are synchronized and 

fed back to the architecture as inputs for remaining rounds maintaining data coherency. 

The only memory used in the AES-8 architecture is 8x240 bits deep for storing cipher 

and round keys and has two read/write ports. From one port, cipher keys are writing into 

the memory which are then read out from the second port for key scheduling. The 

resultant round keys are written back to the key memory using the write port. Block 

diagram of AES-8 architecture showing read/write ports of the memory block is shown 

in figure 6-10.         

 

Figure 6-10 Key memory implemented on BRAM 

 

AES-8 architecture is designed to support 256-bit cipher key. The key memory is 
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divided into 15 pages to store round keys where each page can store 16-bytes of 

expanded round keys. This arrangement is done to keep track of the algorithm iterations 

and their respective round keys as there are 15 iterations in case of 256-bit cipher key. 

A new page of key memory is read out by the AES-8 architecture at the start of a new 

iteration. The last iteration of the process will read the last page of round keys to be 

used in the ARK transformation stage.   

6.4.3 Datapath 

The datapath of the AES-8 design is kept simple. The add round key transformation 

stage is a pure XOR operation where round keys are XORed with plain text in the first 

iteration and then with intermediate round results. The byte substitution transformation 

stage is augmented with four additional registers. These registers are used to 

implement rotate word transformation stage used in key scheduling process. These 

registers are used with two additional multiplexers to direct the appropriate byte to the 

S-Box or sending the rotated word as an output during key scheduling. The circuit 

diagram of modified byte substitution transformation stage is shown in figure 6-11. 

The shift row transformation stage is implemented using 32 8-bit registers and 1 16-to-1 

multiplexer. This transformation stage circularly shifts the byte substituted data in a 

manner described in the AES algorithm. The designed hardware for this stage waits for 

16 bytes from the byte substitution stage. When all the 16 substituted bytes are 

registered inside this hardware, the shift row operation takes place. This adds the 

algorithmic delay of 16 clock cycles in the design. The row shifted data are then 

dispatched to the mix column stage systolically while new byte substituted data enters 

the shift row transformation stage for this operation. 
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Figure 6-11 circuit diagram for Rotate Word transformation embedded with Byte Substitution 
transformation 

 

Figure 6-12 Circuit diagram of Shift Row transformation 



 

126 
 

Mix column is a linear transformation stage which is based on Galois field GF(28) 

multiplication. It uses the modular polynomial x4 + 1 implemented through XOR 

operations. The novelty of the proposed AES-8 architecture is found in the mix column 

implementation. Many cited AES designs implement mix column stage as a parallel 

process to achieve high throughput at the cost of additional hardware resources. The 

research work proposes interesting architectural transformation of the mix column stage 

in order to minimize area. 

The application of trace scheduling [17] becomes visible in the mix-column stage. Since 

the design is targeted for moderate data rate applications for low power, area efficient 

design, the 32-bit algorithm has been explored for 8-bit systolic architecture. As 

described earlier, the architecture processes single byte at a time as it moves through 

different sections of the 8-bit inspired architecture before it reaches the mix-column 

stage. The entry into the mix-column stage is again in the form of a byte in a systolic 

fashion.  Theoretically, all four bytes of a single column of the state matrix is required to 

replace a single byte of the same column which shows data dependency. It is also 

obvious from the matrix multiplication equations that the multiplier coefficients have 

been repeated in generating the four mix-column outputs for a single state matrix 

column. The 8-bit architecture has to be designed for the following goals:  

• Remove data dependency  

• Reuse multiplier coefficients for subsequent multiplication 

Based on the availability of a single byte into the mix-column stage in a single cycle, 

traces need to be identified in a similar fashion as described in section 6-2-4 for an 

efficient mapping of the mix-column equations on an 8-bit hardware design. Presence of 
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data reusability in the form of multiplier coefficients will also help in scheduling the 

traces optimally on the 8-bit hardware unit for the mix-column stage. The four identified 

traces (Tr0, Tr1, Tr2, Tr3) based on the information extracted from the byte movement 

in the mix-column stage are shown in figure 6-13. 

 

Figure 6-13 Four traces identified in mix-column equation 

 

In order to design an efficient 8-bit mix-column design, the flow of the identified traces 

needs to be explored. It is evident from figure 6-13 that the coefficients are circularly 

rotated in each trace. This property is used in the mix-column design and demonstrated 

in figures 6-14 to 6-18.     

 

Figure 6-14 Identification of trace 0 
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Figure 6-15 Xoring of trace 1 with resolved trace 0 

 

({01}·S0,c)

({03}·S0,c)   

({02}·S0,c)   

({01}·S0,c)    

({01}·S1,c)

({01}·S1,c)   

({03}·S1,c)   

({02}·S1,c)    

({02}·S2,c)

({01}·S2,c)

({01}·S2,c)

({03}·S2,c) 

++
++
++
++

++
++
++
++

Resolved Tr2

( (Tr0)rotated XOR Tr1))rotated XOR Tr2    

Figure 6-16 Xoring of trace 2 with resolved trace 0 and trace 1 

 

 

Figure 6-17 Xoring of trace 3 with resolved trace 0, trace 1 and trace 2 
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Figure 6-18 Resolved traces 

 

The resultant 8-bit hardware design to implement mix-column stage is shown in figure 

6-19.   

 

Figure 6-19 Circuit diagram of mix Column transformation 
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The architectural transformation makes use of the data movement of each 8 bits of the 

input state matrix as it flows through the architecture and explores options for data 

reusability of the constant multiplier coefficients in the mix column stage. Figure 6-20 

shows the constant multiplier coefficients used in encryption and decryption mix column 

stages. The new column of the multiplier coefficients is just a rotated version of the 

previous column of the coefficients. This shows that the same column of multiplier 

coefficients can be reused to complete the mix column transformation stage. 

 

Figure 6-20 Mix Column matrix arrangement showing same multiplier coefficients used in encryption and 
decryption 

 

The operation of the mix column transformation stage on an 8-bit datapath is presented 

in the form of equations which are mapped in terms of clock cycles. It is important to 

note that the research work presents a novel idea to remove data dependency to 

compute new bytes in the mix column transformation stage. In the first cycle, four 

computations are performed to generate four partial products. These partial products 

are the result of multiplying the incoming byte with the first column of the multiplier 
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coefficients. This is shown in figure 6-21. These partial products are labeled as A. In the 

second cycle, the partial products A are circularly shifted by one position in the mix 

column hardware unit using registers and are XORed with the new partial products B 

resulting from the multiplication of the new incoming byte with the column of the 

multiplier coefficients. It is important to mention here that instead of circularly shifting the 

multiplier coefficients in the design, the resulting partial products are shifted before they 

are XORed with the new partial products. The second cycle implements A XOR B as 

shown in figure 6-21. The third cycle generates A XOR B XOR C where C represents 

the new partial products in the third cycle. The fourth cycle will generate new partial 

products D. The final result will be generated by XORing A XOR B XOR C with D. 

Figures 6-22 to 6-26 demonstrate the concept presented in figure 6-21 and explained 

above. These figures trace each byte entering into the mix column hardware unit 

through different color coding and show the mix column transformation taking place on 

an 8-bit datapath.    

 

Figure 6-21 Mix column equations mapped over time cycles 
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A complete mix column matrix multiplication takes place in four cycles. In the fifth cycle, 

a reset condition is applied to the mix column hardware unit to initialize the registers for 

new transformations. A dispatcher unit is used to dispatch the resultant mix column 

bytes back to the AES-8 architecture for subsequent rounds.  

 

 

 

Figure 6-22 Mix column transformation – Cycle 1 
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Figure 6-23 Mix column transformation – Cycle 2 

 

Figure 6-24 Mix column transformation – Cycle 3 
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Figure 6-25 Mix column transformation – Cycle 4 

 

Figure 6-26 Mix column transformation – Cycle 5 
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6.4.3.1 Datapath ‐ Key Expansion 

The novelty of the proposed design lies in its ability to share common transformations 

stages between key scheduling and encryption processes. As a part of the initialization 

process of the design, the 256-bit cipher key is written in to the key memory which is 8-

bits wide. An iteration counter i keeps track of the number of bytes written into the key 

memory at the boundary of 32-bit words. This counter is also used to track the number 

of iterations during key scheduling.  The counter increments by1 for every 4 bytes of the 

cipher key written into the key memory. The counter value will be i =7 (0 inclusive) 

when all 256 bits of the cipher key are written into the key memory. The next iteration 

will mark the start of the key scheduling where the last four bytes of the cipher key are 

read and directly sent to the byte substitution stage bypassing ARK transformation. The 

hardware implementation of byte substitution stage carries 4 additional 8-bit registers. 

These registers are used to implement rotate word transformation on the input data 

which happens after every module 8 iteration of the algorithm. The output of rotate word 

transformation stage is substituted by the S-Box one byte at a time. This takes four 

cycles to substitute a 32-bit word. The same cycles are used to fetch next four bytes of 

key [i – Nk]. The byte substituted word and the four bytes of fetched key are XORed 

byte wise in the next four cycles. The resultant is then XORed with the round constant 

[7] which is generated internally. This will generate four bytes of expanded round keys. 

These four bytes are written back into the key memory. The process is repeated for the 

remaining iterations and those without rotate word, byte substitution and round constant 

transformations [7]. There will be 60 such iterations to generate 240 bytes of expanded 

round keys. 
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6.4.3.2 Datapath – Encryption/ Decryption 

In order to sample the input state matrix without writing into any memory, hand shaking 

signals have been added in the AES-8 interface. Cipher request and plain text are 

placed at the AES-8 interface simultaneously. The cipher request signal is asserted and 

kept high for one clock cycle. This signal is synchronized with a data valid signal which 

marks the beginning of the first byte of the input state matrix. The data valid signal is 

kept high for sixteen clock cycles and in each cycle, a valid plain text byte is placed at 

the input bus of the AES-8 interface. The cipher request is detected by the state 

machine of the AES-8 architecture which starts capturing the plain text. In parallel to 

capturing plain text, the architecture starts fetching the round keys from the key 

memory. The plain text and the round keys are XORed in the ARK transformation stage. 

Multiplexer labeled as MUX2 in figure 6-9 directs the XORed data into the byte 

substitution stage. The substituted bytes enter the shift row transformation stage where 

16 bytes of the plain text are row shifted in a manner described in the AES algorithm 

and described in section 6-4-3. Matrix multiplication takes place in the mix column 

transformation stage. This marks the end of the first iteration and the output of the mix 

column stage is fed back to the AES-8 architecture for the remaining iterations. This 

process continues for all rounds of encryption. The last iteration (round 15) does not 

have the mix column transformation stage. The output of the last iteration is the fully 

encrypted cipher text which is made available at the AES-8 output interface.   

6.5 Summary 
In this chapter, the application of trace scheduling based devised design methodology is 

demonstrated on AES, a standard in the field of cryptography. The original 32-bit 
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architecture of the AES algorithm is mapped on an 8-bit wide systolic architecture by 

identifying data movements on 8-bit boundaries. The mix-column part of the algorithm is 

exploited for trace scheduling methodology where traces are indentified and scheduled 

on a novel hardware scheme reusing mix-column coefficients optimizing hardware 

resources. The design reuses encryption/decryption hardware for key scheduling 

eliminating the need of a separate hardware module for key scheduling leading to a low 

power, area efficient design. 
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Chapter 7 Results and Analysis 
 

In this chapter of the thesis, the performance results obtained in chapter 5 and chapter 

6 are reported. The peak sorter module designed using trace scheduling is found much 

superior than its counterpart. The design where the peak values are sorted inside 

sequential access memories takes 128 cycles to compare the incoming peak value with 

the sorted values. Maximum 127 cycles are required to update the contents of the 

memory to accommodate new peak value. Table 7-1 lists the minimum and maximum 

cycle numbers to achieve sorting in a sequential access memory with 128 peak values 

whereas table 7-2 shows the cycle budget for the peak sorter module when 

implemented using a shift register for sorting peak values. Table 7-3 lists the number of 

cycles of the peak sorter implemented as a shift register to sort peak values pointers in 

indirect addressing mode. 

Table 7-1 Peak Sorter cycle budget implemented in sequential access memory 

Peak Sorter Cycle Budget (Sequential access memory) 
Read + Compare 128 cycles 
Memory update (min) 
Memory update (max) 

1 cycle 
127 cycles 

 
Total 129 – 255 cycles 

 

Table 7-2 Peak Sorter cycle budget implemented using shift register 

Peak Sorter Cycle Budget (Shift register) 
Compare 1 cycle (parallel) to 128 cycles (serial)  
Memory update (min-max) 1 cycle 
Total (min-max) 2 - 129 cycles 
Memory  5120 bits 
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Table 7-3 Peak Sorter cycle budget implemented using shift register with indirect addressing 

Peak Sorter Cycle Budget (Shift register + Indirect addressing) 
Compare 7 cycles 
Memory update (min-max) 1 cycle 
Corner cases 1 cycle 
Total 9 cycles 
Memory  896 bits 
 

It is obvious from the numbers shown in table 7-3 that the peak sorter module based on 

trace scheduling methodology is far superior in terms of efficient hardware design, 

speed and performance. 

AES-8 design has been implemented on Xilinx Virtex II xc2v1000-6 FPGA [1] using 

Xilinx ISE 10.1i synthesis tool. The design is synthesized under tight area and timings 

constraints. The synthesis results are very impressive and demonstrate the 

effectiveness of the methodology in designing low power area efficient design. AES-8 

encryption module occupies only 5% of the total resources of the FPGA with operating 

speed in the range of 117 MHz whereas the decryption module utilizes 7% of the FPGA 

resources with operating speed up to 105 MHz. Table 7-4 shows the cycle budget of the 

proposed architectures. 

Table 7-4 AES-8 Cycle Budget 

Operations No. of cycles required 
Key expansion (Encryptor) 214 
Encryption 360 
Key expansion (Decryptor) 490 
Decryption 360 
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Additional cycles are reported during key expansion in decryption due to equivalent 

inverse cipher implementation of the decryptor module [2].  

A variety of AES implementations can be found in literature but very few of them have 

been mapped on an 8-bit architecture. Most of the AES architectures are focused on 

32-bit design leading to high throughput budget. Therefore a set of different cited AES 

architectures targeted for small area low power designs have been picked to draw a 

comparison with AES-8. Reference [5] has carried out a very meaningful comparison 

between different cited AES architectures. The comparison in this research also 

includes some of the comparison numbers reported in [5] as reference. Table 7-5 and 7-

6 list the evaluation and comparison metrics for area and performance for 8 and 32-bit 

AES implementations whereas figure 7-1 shows the scatter plot for throughput vs. slice 

count for the reported 8-bit implementations.    

 

Figure 7-1 Throughput Vs. slice count for different 8-bit AES implementations 
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It is worth mentioning here that the numbers reported in [3-5] are based on AES design 

supporting 128-bit cipher key schedule whereas AES-8 design caters 256-bit cipher 

key.   

The designs reported in [3-5] support both encryption and decryption in the same 

module. However at one time, only encryption or decryption mode can be active. The 

proposed AES-8 architectures have been intentionally designed to exclusively support 

encryption and decryption to further reduce the utilization of logic resource. To make 

comparison results more meaningful with [3-5], the proposed architectures for 

encryption and decryption have been integrated into one module (AES-8i) and 

synthesized under tight timing and logic optimization constraints. 

Table 7-5 shows that the two designs reported in [5] result in very few FPGA slice 

utilization due to its hardware-software co-design approach having separate instruction 

and data memories. The design is useful only in applications with data rates in the 

range of 2 Mbps due to sequential processor design. CPR-8 offers almost 27 times 

more throughput than ASIP [5] at the expense of 55 % more logic resources. However 

the design only supports encryption.  

Table 7-5 Comparison Table (Area) 

Design References  AES‐8 
(Encryptor) 

AES‐8 
(Decryptor) 

[5]
(ASIP) 

[5]
(Pico) 

[6]
(CPR‐8) 

[3]  [4] AES‐8i

Operating speed (MHz)  117  105 72.3 90 110 60  71 110
Datapath bits  8  8 8 8 8 32  32 8
Slices (controller + datapath)  236  280 122 119 337 222  163 418
BRAMS used  1  1 2 3 2 3  3 2
BRAMS bits used  1920  1920 4480 10,666 2176 9600  34,176 3840
Equivalent slices for memory  60  60 140 333 68 300  1068 120
Total equivalent slices  296  340 262 462 405 522  1231 538
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Table 7-6 Comparison Table (Performance) 

Design References AES‐8 
(Encryptor) 

AES‐8 
(Decryptor) 

[5]
(ASIP) 

[5]
(Pico) 

[6] 
(CPR‐8) 

[3]  [4] AES‐8i

Throughput (Mbps) 41.6 37.3 2.18 0.71 53 166 208 39 
Typ. Throughput/slice (TPS) 
Kbps/slice 

140.5 109.8 8.3 1.6 130.8 32 70 72 

Throughput/Mhz (Mbps/Mhz) 0.36 0.35 0.030 0.017 0.48 2.2 2.92 0.35 
 

The implementations in [3-4] fall in the category of 32-bit architectures and therefore 

offer better throughput as compared to existing 8-bit architecture. A careful examination 

of table 7-5 and 7-6 reveals that 18 times gain has been achieved in throughput with the 

surplus of only 34 slices (8.4 CLBs) in the proposed AES-8 (Enc) architecture as 

compared to the design reported in [5]. It is also evident from the two tables that the 

proposed encryption architecture is 27 % area efficient as compared to earlier 

implementation of CPR-8.  This significant reduction in resource utilization is achieved 

by reducing the number of BRAMs and a fairly simpler counter-based controller design. 

On the other hand, AES-8i takes almost twice the number of FPGA resources as 

compared to ASIP [5] but offers 18 times better throughput performance. There are 

many applications like communication gateways where inbound and outbound traffic is 

processed simultaneously. The design of AES-8i fits best in these applications as it 

supports encryption and decryption simultaneously. To use ASIP [5] in these 

applications, two instances of the processors needs to be placed in parallel. This would 

almost double the FPGA resources required with no gain in throughput (2.1 Mbps in 

both directions) with 4 BRAMs. AES-8i would take same FPGA resources (538 slices) 

with 2 less BRAMs with 18 times better throughput performance. Similarly [3-4] would 

also take double FPGA resources for such applications operating for moderate data 

rates. This significant gain in throughput vs. slice count qualifies the proposed 
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architectures for many additional high volume applications requiring moderate data 

rates.     
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Chapter 8 Conclusion 
 

The modern semiconductor devices are tailored to support low power area efficient 

designs. There is a strong need of exploring time-area design tradeoffs in order to 

anticipate the current technology trends. The research work presented in this thesis 

contributes in this active area of research by exploring a new dimension to digital 

system design. The research work derives a new design methodology based on a 

technique known as Trace Scheduling, a topic from compiler design theory. The 

research work first investigates trace scheduling technique and its use in designing 

VLIW machine. The concept of trace scheduling is then used in designing moderate 

data rate, area efficient FIR filter where traces are identified for hardware affinity. As an 

outcome of this exercise, the methodology is generalized. The devised methodology 

introduces the concept of cross-iteration parallelism and data reusability based trace 

identification.  The devised methodology is then applied on exemplary applications as a 

part of the research work. 

The contribution of this research is to employ trace scheduling based hardware design 

methodology on algorithms to extract efficient architectural transformation that is 

analytically equivalent and separable from hardware implementation perspective.   The 

methodology is applied to resolve design issues in a peak sorter module, a critical 

component used in mission critical applications like TERCOM and DSMAC. In this 

research, it is demonstrated that the general approach for designing such a critical 

component will not work for high speed applications using sequential access memories. 

To overcome this bottleneck, trace scheduling methodology is applied by identifying 
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traces in the sorting algorithm comprising of read, write and comparison traces. These 

traces are then mapped and scheduled on specialized hardware to overcome the 

design issues identified. The modified design augmented with binary search tree 

reported 29 times faster performance of the peak sorter module as compared to the 

orthodox design and 5 times smaller memory as compared to the memory required for 

sorting peak values. 

The complexity involved in mapping an algorithm to hardware is a function of the 

controller logic and data-path. Minimizing datapath size can lead to significant savings 

in hardware area and power dissipation. In order to further explore the effectiveness of 

the devised methodology, the outcome of the research work is applied on a non-linear 

algorithm of advanced encryption standard for transforming the original 32-bit AES 

algorithm to an 8-bit architecture for area efficient low power design. The dissertation 

presents the transformation of the non-linear AES algorithm to a byte serial algorithm for 

low power area efficient design. The non-linear folding technique systematically folds an 

algorithm involving non-linear operations to byte serial architecture. This transformation 

involves serial tracing of bytes of an input word similar to the trace scheduling 

methodology. Tracing extracts multiple parallel operations and helps in figuring out the 

architectural transformation and splits the non-linear operation into multi sub-operations. 

It is also to be pointed out that in most of the non-linear operations, though a direct 

mathematical splitting is possible but the decomposition makes the expression more 

complex to implement in hardware. The AES transformation works around the mix-

column stage and extracts the 8-bit independent sequence of operations identified as 

traces. The proposed transformation results in architecture with smaller footprint and 
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memory efficient design. The architecture is of special interest to designs requiring 

moderate data rates. The design reuses the same architecture for key expansion and 

encryption/decryption transformation stages. All these features have enabled the 

proposed architecture to occupy very compact area on FPGAs. The proposed design 

for encryption offers data rate in the range of 41 Mbps while utilizing 236 slices whereas 

280 slices are consumed by the decryption module offering 37 Mbps as data rate. To 

demonstrate the effectiveness of the trace scheduling based AES design, a comparison 

with other published implementations is presented. Comparison results show improved 

throughput performance when compared with other 8-bit designs. 

8.1 Future Work 
There are several potential research directions this work could be extended in future. 

One of the directions that could be considered is designing a trace scheduling based 

compiler for hardware design. The input to the compiler will be the algorithm to be 

mapped on a low power, area efficient hardware along with design constraints. The 

trace scheduling compiler will analyze the algorithm based on data movement, data 

reusability, cross-iteration parallelism and identify the hardware traces in a similar 

fashion as done for VLIW machines, and generate a specialized hardware design for 

execution of the identified traces. The research work done also finds its usefulness in 

the flow of modern synthesis tools which take different system level and hardware 

description programming languages as input and generate optimized netlist for the 

synthesized design. The findings of the research work will add another dimension for 

the synthesis tools for efficient hardware design based on trace scheduling.  

The research work can also be explored using ASIC design flow to characterize power 
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in circuits designed using the proposed trace scheduling based methodology. 

Application of trace scheduling based design methodology on feedback systems for 

optimal hardware design may also be considered. 
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Appendix A 
 

Pseudo Code for Key Expansion (Nk=4, 6 or 8) 

KeyExpansion(byte key[4*Nk], word w[Nb*(Nr+1)], Nk) 

begin 

word temp 

i = 0 

while (i < Nk) 

w[i] = word(key[4*i], key[4*i+1], key[4*i+2], key[4*i+3]) 

i = i+1 

end while 

i = Nk 

while (i < Nb * (Nr+1)] 

temp = w[i-1] 

if (i mod Nk = 0) 

temp = SubWord(RotWord(temp)) xor Rcon[i/Nk] 

else if (Nk > 6 and i mod Nk = 4) 

temp = SubWord(temp) 

end if 

w[i] = w[i-Nk] xor temp 

i = i + 1 

end while 

end 


